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ABSTRACT: Artificial Intelligence (AI) is a transformative technology with the potential to revolutionize our entire lives. The 
discovery of deep neural networks (DNNs), which give computers the ability to outperform humans in many things, including 
face recognition, was a milestone that has made AI so inviting. However, scientists have discovered very recently that DNN 
networks are especially vulnerable to attacks, i.e., the so-called adversarial examples, which are imperceptible to humans but can 
fool DNNs easily. In this project, a novel approach is proposed to defend against these adversaries, which is much more efficient 
than the often-used defense methods based on adversarial learning. The newly proposed idea utilizes the attacks themselves as a 
defense mechanism. The task of face recognition is used to experimentally validate the novel idea and approaches. Based on a large 
dataset with 6,000 pairs of face images, this new defense handles the adversarial attacks efficiently, improving the face recognition 
accuracies from about 0% under attack to over 80% after defense.
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�   Introduction
The field of artificial intelligence is essentially when ma-

chines do tasks that typically require human intelligence. It 
encompasses machine learning, where machines can learn 
through experience. Deep learning¹,² is a subset of machine 
learning where artificial neural networks, inspired by the hu-
man brain, learn from large amounts of data. Deep learning 
is referred to as such because the neural networks have vari-
ous (deep) layers that enable learning. The application of deep 
learning has affected almost every aspect of our daily lives. 
Deep Neural Networks (DNNs) have become the preferred 
choice as a means of solving many challenging tasks in face 
recognition, image classification, speech recognition, and natu-
ral language processing.¹

Recent advances in deep learning allow neural networks to 
achieve the state-of-the-art results for most machine learn-
ing tasks. However, it has been shown that neural networks 
are vulnerable to adversarial examples.³,⁶ It is easy to modify 
inputs so that they indistinguishable from the original data for 
humans, and yet classified incorrectly by the network. Figure 1 
shows an example of an adversarial attack where the image of 
a panda has been misclassified as a gibbon. Adversarial attacks 
such as shown in Figure 1 make it difficult to apply deep learn-
ing models in security-critical environments. Because of this, 
adversarial attacks and their defenses have drawn increasing 
attention in recent years.

Most research focusing on adversarial attacks and defenses 
involve developing algorithms for the problem of image 
classification, based on the datasets, e.g., MNIST, CIFAR-10, 
CIFAR-100, ImageNet, and developed algorithms, e.g., Fast 
Gradient Sign Method (FGSM),³ or C&W’s attack,⁵ usually 
do not consider the specific image content, like a human 
face or a special object. On the other hand, human face 
recognition (FR) is a different problem with many practical 

applications. Deep networks developed for face recognition 
could be attacked as well. Currently, there are a small number 
of approaches to attacking face recognition systems, which are 
specially designed for perturbation of face images to attack 
FR systems,⁷,⁹ by modifying facial features and/or by facial 
landmark manipulations. Thus, a question is raised: is the  
development of special attacks against face images needed in 
order to attack face recognition systems? In other words, are 
the attacks developed for image classification applicable to 
effectively attack face recognition?

It is unclear whether the attacks developed for image 
classification apply to face images without detecting any facial 
content or details. A knowledge gap exists, which is one of the 
motivations for this work. The purpose of this project is to 
examine whether the attack methods take effect on face images 
without searching any facial content or details. If the answer is 
yes, researchers should make efforts to deal with these general 
attacks for face recognition systems; in contrast, if the answer is 
no, there should be less concern about face recognition attacks, 
and the focus should be on developing special attacks to face 
images by utilizing the facial features or landmarks in order to 
attack the FR systems.

Therefore, it was of great importance to investigate the 
representative attacks developed for image classification for 
their effect on face recognition.  Additionally, a new scheme 
based on positively utilizing the attacks themselves is developed 
to protect deep networks for face recognition under attack.

The main contributions of this work include:
• An investigation and selection of the representative 

adversarial attack methods originally developed for image 
classification, but applied to a different problem domain- face 
recognition;
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• An exploration of the selected attack methods’ effect and 
performance on face recognition;

• A proposed and validated new scheme based on a smart 
and positive use of the attacks to make face recognition systems 
more robust against adversarial attacks.

In the following paragraphs, Section 2 presents some 
representative methods for adversarial attacks in image 
classification.   Section 3 describes a new investigation of the 
attacks on face recognition and proposes a new scheme for 
defense.  Experimental validations are conducted in Section 4. 
Finally, some conclusions are given.
�   Methods for Adversarial Attacks
Quite a few methods have been developed to perform 

adversarial attacks to deep networks¹⁰ with typical attack 
applications on image classification. After careful examination 
of various attack methods, three were selected for the 
investigation on face recognition, and brief descriptions of 
the selected methods are presented here, followed by a short 
overview of defense approaches.

Fast Gradient Sign Method (FGSM):
Goodfellow et al. proposed a method called Fast Gradient 

Sign Method (FGSM),³ which performs one-step gradient 
updates along the sign direction of the gradient at each pixel. 
The algorithm can be expressed as:

where E is the magnitude of the perturbation and L(x, y, 
θ) is the original loss function (such as the cross-entropy 
loss for image classification). x is the clean image, y is the 
ground truth label, θ is the set of parameters, and xadv is the 
adversarial example after the attack.

FGSM updates each pixel location of image x by a 
magnitude of E following the direction that increases the 
original loss function. Targeted attack towards a given label l 
is also easy to perform, only requiring a flipped  sign in Eq. (1) 
and changing the ground truth label y to the targeted label l.

Projected Gradient Descent (PGD:
A more powerful adversary is the multi-step variant 

FGSMk, which is essentially projected gradient descent 
(PGD) on the negative loss function:⁴

where the PGD first finds the adversarial example by 
iteratively adding the gradient sign with the previous 
adversarial example in Eq. (2). α in the equation is a small 
constant. Also, small, random noise is added to the clean 

image before the first iteration, which may slightly improve 
the attack success rate.

One main difference between PGD and many other 
adversarial methods is that PGD only uses adversarial data to 
update the parameters of the model, rather than using both the 
clean and adversarial data as in many other methods. 

C&W’s Attack (C&W:
The C&W’s Attack (CW)5 is with a new adversarial loss 

function,

where g(xadv) ≥ 0 if and only if f (xadv) = l. Here l is the tar-
getted attack label, δis the pixel perturbation, p is the norm 
control, c is a constant, and d is the image size.

The distance along the penalty term can be easily optimized
with any gradient-based method (FGSM, PGD, etc.). Several 
different objective functions can be used for g(x). One of the 
most commonly used is:

 Where f (x) denotes the output from Softmax function. 
This objective pushes the Softmax score for targeted attack 
class l to be higher than all other classes i by a margin k.

Adversarial Defenses:
Adversarial defense mainly follows two approaches. These 

methods differ in the stage where defense is applied: either 
at the data input stage or at the model stage. Currently, the 
most effective defense methods are model stage defenses. An 
example of this is adversarial training,⁴,¹¹ where models are 
trained with adversarial examples, and thus, become more 
robust to adversarial attack during the test time. In practice, 
however, adversarial training can take a very long time, e.g. 
days to learn with a robust model.

Unlike model stage defense, input stage defense does 
not make any changes to the original model. Such defense 
methods either detect for an adversarial example before 
feeding it into the model,¹²,¹³ or reconstruct the input data so 
that the adversarial perturbation is removed.¹⁴,¹⁵

One major concern with input stage defense is that the 
defense accuracy tends to drop significantly when the attacker 
knows the detection or reconstruction pipeline and modifies 
the attack accordingly.¹⁰ It is also quite hard to remove the 
perturbations and recover the clean images from the attacked 
adversarial examples.
�   New Attacks
So far, there are only a small number of approaches related to 

attack and defense for face recognition. Existing approaches⁷,⁹ 
are specially designed for attacking face images, using facial 
properties or landmarks, while a number of methods were 
developed for attack and defense to image classification. It 
was worth investigating a whether the attack and defense 
methods developed for natural image classification can be 
applied to face recognition or not since face recognition is 
considered a different task from image classification.⁷,⁹

Figure 1: An adversarial image generated by Fast Gradient Sign Method:3 
left: a clean image of panda; middle: the adversarial perturbation; right: 
adversarial image, classified as a gibbon. 

(5)
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pairs) and 3000 pairs of different people (negative pairs). In 
the experiments, CASIA-WebFace was used to train the deep 
model for face recognition, and then the LFW was used to 
evaluate the trained model for face verification.

All the faces in images were aligned by MTCNN algo-
rithm¹⁷ and cropped to 160 x 160 RGB images for FaceNet¹⁸ 
and 112x112 for CosFace.¹⁹ Following convention, each pixel 
(in [0, 255]) in RGB images was normalized by subtracting 
127.5 and then dividing by 128 in testing. For training, ran-
dom flipping and per-data whitening was used.

The network used was the same as the used in FaceNet + 
CosFace with the SphereFace Network.²⁰ The pre-trained 
model was provided by the inventors, which was trained on 
CASIA-WebFace and tested on LFW. For face verification, an 
input image was fed to a pre-trained model, and the extracted 
feature of that image was a size of 512 for FaceNet and 1024 
for CosFace. Then, the distance, or similarity, was computed 
for every pair of images. As a result, the verification accuracy 
was 98.9% for FaceNet and 99.3% for CosFace, showing that 
the face models can work very well for face recognition with-
out attacks. For the following experiments, only the CosFace 
model was used, because of its higher accuracy.

Attacks on Face Recognition:
The most commonly used adversarial attack methods, 

FGSM, PGD, and C&W attacks, originally proposed for im-
age classification tasks, were selected for examining their effect 
on face recognition.

In the experimental validation, all perturbations were added 
onto the face images in LFW dataset for the face verification 
task. For experimental results, the accuracies of verification 
were compared between two cases: before attacking and after 
attacking, to evaluate the attack methods’ capability to attack 
face recognition. For all attacks, the perturbations of images 
were constrained within the pixel value difference of 2, 4, 
and 8 (for the 0 to 255 range). FGSM is a one-step attack, 
which means the perturbation is executed only once. However, 
the PGD and C&W are iterative; thus, the perturbation 
calculations are done many times. In the end, the accuracies 
for face verification with adversarial attacks on the LFW are 
shown in Table 1.

From Table 1, it is clear that the three selected attack 
methods can disrupt the face recognition system significantly. 
For instance, even the one-step attack method FGSM can 
reduce the face recognition accuracy from 99.3% to 7.5% 
when the perturbation range is within 4 pixel values, and can 
be reduced further to 2.9% when the perturbation is allowed to 
have 8 pixel values. The iterative methods PGD and C&W can 
be more effective than the FGSM in attacking. For example, 
the face recognition accuracy can be reduced from 99.3% to 
0.0% when the perturbations are within 4 pixel values. Based 
on these experimental results, one can see clearly that the 
attack methods originally developed for image classification 
can attack the face recognition systems significantly without 
identifying any special facial properties or manipulating any 
facial landmarks. So, based on the results here, effective attack 
methods can be develop for face recognition systems without 
utilizing the facial fiducial points or any other special features 

Attacks to Face Recognition:
After a careful examination of the attack methods, three 

representative methods were selected among those attacks, 
the FGSM,³ PGD,⁴ and C&W,⁵ as presented in the previ-
ous section, applying to attacking face recognition. Reasons 
for selecting these three representatives are: (1) The FGSM 
is a classical one-step attack method, which can be comput-
ed effectively based on the gradient operation; (2) The PGD 
and C&W are two effective iterative methods with multiple 
iterations in attacking image classification systems. The three 
selected examples are sufficiently representative for attacks to 
image classification. 

The benefits of examining the image classification attacks on 
face recognition include: (1) If the attacks developed for image 
classification can be applied to face recognition effectively, one 
may not need to pursue the use of special properties from facial 
regions in designing the face attack algorithms; Instead, one 
may just treat the face images as some “general” images; (2) On 
the other hand, if the attacks designed for image classification 
have no effect on face recognition,  one may not need to worry 
about those attacks in developing a face recognition system. 
Therefore, it is of great importance to investigate the effect 
on face recognition on the attacks designed to attack image 
classification systems.

Defenses for Face Recognition:
In addition to applying the attacks on face recognition and 

investigating the attack effects, it is also useful to develop an 
approach to defend the attacks on face recognition.

A novel defense idea is presented here utilizes the attacks 
to change the clean face images of the adversarial images, and 
then the face matching is changed to measure the similarity 
between two adversarial face images, rather than between one 
clean face image and one attacked image.

By applying the adversarial attack to the query face image 
and gallery database face image, both images are converted 
into adversarial images, and the problem is reformulated as 
matching between two adversarial images. In this way, it not 
only avoids the need to retrain the face recognition model with 
adversarial examples, which could take days or weeks even for 
a relatively small dataset,⁴ but also circumvents the unneces-
sary trade-off between robustness and model accuracy, as in 
previous approaches.¹⁶ So, there are some useful properties for 
the proposed new approach as compared to adversarial train-
ing and other complex defense methods developed so far.
�   Results and Discussion
The datasets and the deep networks used for face recognition 

are introduced first. Then the validation of the selected attacks 
on face recognition are presented. Next, the new scheme for 
defense is evaluated.

Dataset and Deep Networks:
Web-collected data sets were used, including CASIA-Web-

Face with 453,453 images over 10,575 identities (a cleaned 
version of the original dataset), and LFW with 6000 pairs of 
face images, including 3000 pairs of the same person (positive 
pairs) and 3000 pairs of different people (negative pairs). In 
the experiments, CASIA-WebFace was used to train the deep 
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or properties in those methods to attack face recognition. 

Defenses for Face Recognition Systems:
After showing the effectiveness of the selected attack 

methods on face recognition, a further question arises: how 
do we develop effective defense methods to deal with those 
attacks and make the face recognition systems more robust?

In the field of image classification, the most commonly used 
defense methods are based on the adversarial training³,²¹ by 
adding the adversarial examples with the clean images in the 
training stage. However, adversarial training can be very time 
consuming, may take days or weeks even on a relatively small 
dataset,⁴ and also has to trade-off between robustness and 
model accuracy.¹⁶

In this exploration to develop a defense for face recognition 
systems, the author takes a unique approach to using the 
attacks to create a novel and effective defense. The key idea 
is to apply the attack to clean face images before matching in 
such a way that the face matching is between two attacked face 
images rather than between an attacked image and a clean one.

The defense results are shown in Tables 2, 3, and 4. In each 
table, the results are shown for face matching of “Query” vs 
“Gallery”, which indicates what attack methods were applied 
to the query face image and gallery image, respectively. For 
example, the first row in Table 2: “PGD vs PGD”, means 
that the PGD attack was applied to the query face image 
and gallery face image, individually. In the first row of each 
of the three tables, the results were to show the case when the 
same attack methods are applied to the query and gallery face 
images separately. That is, assuming that the attack methods 
were known (to the query), and the same attack methods were 
applied to the gallery face images as well. In this case, both the 
PGD and C&W methods did well for defense. For instance, 
after 40 iterations, the face recognition accuracies can be raised 
from 0% to 71.4% for the PGD method and to 72.1% for 
the C&W method. However, as shown in Table 4, the FGSM 

method did not raise the face recognition accuracy. So, to use 
the attacks to perform defense, the FGSM attack did not 
work while the PGD and C&W methods improved the face 
recognition accuracies significantly.

In practice, the attacks may not be known to the defense 
system. To perform the defense for unknown attacks, the 
three attack methods were validated with a different setting. 
No matter what the attack method was on the query face im-
age, a specified attack method (one of the FGSM, PGD, and 
C&W) was applied to the query image again, and the same 
attack method was applied to the gallery face image as well. 

The experimental results using this approach are shown in 
Tables 2, 3 and 4 in rows 2-4. For example, in Table 2 row 2: 
the FGSM attack was applied to the query face image which 
was unknown to the defense system. The PGD attack method 
was the specified method by the defense system, so the PGD 
attack was applied to the query face image (already attacked 
by the FGSM), and also applied to the gallery face image. The 
face recognition accuracy was raised from 0% to 80.6% by 
using the PGD attack as the specified defense and the recog-
nition accuracy was improved significantly.

Similarly, a check of other rows in the three tables, shows 
that even when the attacks were unknown to the defense 
system, the PGD and C&W methods (Tables 2 and 3) still 
worked well for defense. All recognition accuracies were raised 
above 80% by both methods. However, the FGSM method did 
not work, since almost all accuracies were about 0%, as shown 
in Table 4.

To summarize the experimental results, both the PGD and 
C&W attack methods work quite well in serving as a defense, 
whether the attacks to the query face images are known or 
unknown. The FGSM attack does not work for any defense.
�   Conclusion
Adversarial attacks on face recognition were investigated 

with three representative attacks, the FGSM, PGD, and C&W, 
selected to perform attacks on face recognition. The validations 
revealed that the three attacks can make face recognition 
performance worse, reducing the recognition accuracies from 
about 99% to 0%. This result is of great importance, showing 
that the design of attacks to face recognition systems does not 
need to use special facial properties or landmarks, which were 
utilized previously to attack face recognition. Furthermore, 
a novel use of the attacks was proposed and performed for 
defense. Experimental results show that the PGD and C&W 
attacks can be used to perform defense effectively, raising face
reecognition accuracies from 0% to around 80% or above, 
regardless of whether the attacks are known or unknown; this 
is of great significance in practice, since the attacks can be 
used positively for defense result. Future research could show 
deeper insights into the mechanism of attacks and defense, 
and validate future attacks developed for defense purposes.

Table 1: Face verification accuracy after attacks. The separate accuracies for 
positive and negative pairs are reported, in addition to the accuracy for all 
pairs. Some key parameter settings are reported as well. 

Table 2: Face verification accuracy after using PGD defense. 

Table 3: Face verification accuracy after using C&W defense. 

Table 4: Face verification accuracy after using FGSM defense. 
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