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Best Practices and Constraints in Installation and 
Maintenance of Solar and Wind Power: Lebanon Case Study      

Adam T. Zahran        
International College, Beirut, Lebanon; Adam.T.Zahran@gmail.com 
Mentor: Professor Nazih Moubayed 

ABSTRACT: This paper reviews best practices and constraints in the installation and maintenance of solar and wind power, 
laws and regulations that govern these systems in Lebanon, as well as an economic comparison of the cost of solar Photovoltaic 
(PV) systems compared to power from diesel generators. This paper examines the individual decentralized initiatives to shift 
from reliance on the national energy grid and diesel generators towards renewable energy sources as a way to achieve energy 
independence, triggered by the electricity situation in Lebanon, primarily after the country’s 2019 financial crisis that led to 
widespread electricity interruptions and total collapse of the national electricity supply. This paper also highlights the importance 
of proper implementation of regulations that govern the installation of solar panels, which can be achieved through adequate and 
enforceable inspections.  

KEYWORDS: Energy, Solar and Wind Power Generation, Installation and Maintenance, Best Practices, Lebanon Case Study. 

�   Introduction
Lebanon has witnessed major electricity disruptions that 

have led to the reliance on diesel generators to power homes 
and businesses. The number of daily hours of electricity pro-
vided by Electricité du Liban (EdL) has witnessed a steady 
decrease to reach only 2-3 hours per day in mid 2021 onward, 
down from 11 hours in 2020. Diesel generators serve to fill the 
gap in electricity interruptions and provided in 2022 around 9 
hours of electricity per day. 1

The large reliance on diesel generators comes at a great 
cost, stemming from the economic, environmental, and health 
ramifications, because these generators are installed in highly 
populated areas.

Lebanon has strong potential for solar renewable energy 
with an average of 300 sunny days per year,2 and potential for 
wind energy with average wind speeds in some areas reaching 
7 m/s, particularly in the Akkar region and some coastal and 
mountain areas.3

Individuals and businesses have started tapping into this po-
tential, especially in the absence of country-wide government 
initiatives to capitalize on renewable energy. Solar panel instal-
lation projects witnessed considerable growth between 2020 
and 2023, with 15% of the country’s total electricity generation 
in 2023 stemming from solar panels compared with only 2.2% 
in 2020.4

Although Lebanon issued in 2020 Decree No 6997 on the 
national standards relating to solar energy and photovoltaic 
systems and mandated the compliance with the standards that 
are issued by the Lebanese Standards Institution (LIBNOR), 
the current state of solar panel installations in Lebanon, as wit-
nessed and documented firsthand following over 50 different 
rooftop site visits, reflects the lack of and disregard to proper 
installation guidelines, and the safety concerns that arise from 
lack of safeguards and inspection measures. Current solar panel

installations also shed light on the lack of equity and fairness in 
accessibility to solar power.

Given Lebanon’s current economic environment and the 
need to shift to a more reliable source of energy, Lebanon has 
great potential to capitalize on both solar and wind power, 
and can achieve this through the effective enforcement of its 
laws and regulations governing the usage and installation of 
solar panels, encouraging public-private partnerships to deploy 
solar and wind farm projects to help decrease the widespread 
chaos in the individual initiatives taking place and to reduce 
reliance on costly diesel generators, and employing AI tools for 
enhanced maintenance of both solar and wind power systems.

This paper reviews best practices for solar and wind energy 
installations and maintenance, and provides a look at Leba-
non’s potential and current challenges in implementing these 
renewable energy technologies. It also assesses the economic 
feasibility of transitioning to renewable energy as a pathway 
toward improved energy security through a cost comparison of 
diesel generators vs. solar and wind power.

�   Methodology
This paper combines a literature review with field observa-

tions and cost analysis. Primary literature and articles for this 
paper were retrieved from databases such as ScienceDirect 
and ResearchGate, and from institutional, governmental, and 
industry webpages. Field observations were conducted by the 
researcher, and digital photographs were taken to document 
findings. The cost data used in the economic comparison were 
derived primarily from IRENA and World Bank reports.

�   Discussion 
Solar and Wind Energy Best Practices:
Solar Panels Installation:
The solar panel system is composed of several elements 
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and includes solar panels, a battery, an inverter, connecting 
wires, a grounding/earthing appliance, a mounting system, 
and any other components needed for proper functioning and 
harvesting of solar power. Figure 1 is a simple illustration of a 
residential solar panel system.

The most important step in adopting solar panels is a proper 
and safe installation method. Installation of solar panels on 
residential buildings, primarily on flat rooftops, requires care-
ful planning, consideration, and assessment to evaluate the 
weight-bearing limit of these rooftops and to ensure that they 
offer sufficient structural stability and load-bearing capacity. 
The use of different anchoring techniques should not com-
promise the structural integrity of the rooftops and should 
take into consideration the impact of roof loading, weather el-
ements, and wind resistance. A wind pressure coefficient based 
on the roof height and orientation needs to be accounted for 
when deciding on the optimal anchoring technique that will 
be used.5

One method of anchoring solar panels on rooftops is using a 
ballasted system, which is a noninvasive, nonpenetrative instal-
lation method that uses the heavy weight of concrete blocks as 
a way to secure the solar panels in place. These blocks are ideal 
for flat or low-slope rooftops (less than 5-degree slope), and 
are not fixed into the roof structure. The downside of using 
these concrete blocks is the potential cracking and corrosion 
that they can face due to their exposure to weather elements in 
Lebanon, including wind and rain.

The use of these concrete blocks necessitates a structural 
analysis of the rooftop to ensure sufficient structural capacity 
and support, and must account for high wind speeds, which 
would require additional anchoring in high wind areas, as 
these blocks might move and shift, which can damage the roof 
as well as expose the blocks to cracking.

The structural analysis needs to be done by a qualified team 
of professionals and needs to follow the proper structural codes.

New technologies have emerged in the use of concrete 
blocks that add wind deflectors to reduce the risk of uplift. 
This aerodynamic feature aims at decreasing the amount of 
concrete used, in turn reducing the weight load on the building 

structure.7 This new technology, if adopted in Lebanon, can 
help minimize the risk of adding heavy loads to aging rooftops.

Use of concrete blocks also needs to ensure equal weight dis-
tribution, as localized weight can have a long-term damaging 
effect on the structure of the roof. The use of these concrete 
blocks is low in cost as it is not highly labor-intensive.

Another method of anchoring solar panels is mechanically 
penetrating the roof and firmly securing the solar panels into 
the roof structure, which anchors them in place and offers a 
defense against strong winds in high wind areas. Depending 
on the roofing material used, mechanical anchoring requires 
different attachment techniques and waterproofing, as im-
proper sealing can risk leaking into the roof structure through 
the holes in the roof. Special care and consideration need to 
be given to side building tiling when anchoring solar panels 
to the edge of the rooftop, as these tiles might come loose and 
require refixing.

The selection of material used in the mounting structure 
depends on the environmental conditions. Coastal areas in 
Lebanon with high humidity and salinity expose the struc-
ture to corrosion and rusting. While a steel structure might 
be considered a strong, cost-effective base, aluminum offers 
a lightweight alternative that has a high strength-to-weight 
ratio, given that its density is a third that of steel,8 and is re-
sistant to corrosion, rust, and other environmental factors. Use 
of aluminum would therefore give the structure a longer life 
cycle and would bring down the total cost of maintenance and 
replacement.

The mounting material and technique play an important 
role as well in ensuring that the entire solar panel structure is 
well anchored and that it can withstand high winds and not 
compromise the safety and security of passersby.

The efficiency of solar panels varies depending on the type 
of solar panel material used. Monocrystalline panels have an 
efficiency of 15-20% and use pure silicon crystals, whereas 
polycrystalline panels have an efficiency of 13-16% and use 
melted silicon crystals. In addition, monocrystalline solar cells 
have a lower temperature coefficient than polycrystalline cells, 
meaning that when the temperature rises, monocrystalline 
cells have a lower loss of efficiency compared to polycrystalline 
cells. As a result, monocrystalline cells are a better fit to serve 
hotter regions. The downside to monocrystalline cells is their 
high cost due to the price of the pure silicon crystals used in 
their production.9 Given Lebanon’s climate and the restrictive 
space on rooftops, monocrystalline cells prove to be the better 
option to maximize efficiency and minimize energy loss.

Monocrystalline cells are darker in color with round edg-
es, which creates empty spacing between solar cells and would 
result in larger panels, whereas polycrystalline cells are blue in 
color with straight edges, as shown in Figure 2.

Use of high-quality materials during installation helps 
prolong the life of the panel system. The best approach to se-
lecting batteries and inverters would be to prioritize using the 
same brand if feasible for easier installation and communica-
tion between components. Proper ventilation for batteries and 
inverters is crucial, as well as the use of DC wiring with prop-
er grounding and cable protection against UV and moisture 

DOI: 10.36838/IJHSR820.1

Figure 1: Solar panel system components.6 The diagram illustrates the 
components needed for setting up a residential solar panel system, which 
includes the solar PV panel, which receives solar energy; the charge controller; 
the battery bank; and the inverter, which supplies AC power.
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damage. These measures help prevent fires or electrocution 
during maintenance and installation.

The physical placement of solar panels should aim for space 
optimization on rooftops to maximize energy generation, tak-
ing into consideration the required access space for cleaning 
and maintenance. Solar panels should be installed in areas with 
maximum sunlight exposure, avoiding shaded areas, which 
might be a problem in densely populated areas in cities in Leb-
anon, and areas with poor urban design where tall buildings 
obscure sunlight from surrounding shorter ones.

Different types of battery options can be used for energy 
storage, with Lithium-Ion batteries being the most widely 
used option due to their long life span, low lifetime cost, and 
low fire risk. Lead-Acid batteries have a low initial cost, but 
require frequent maintenance and more ventilation, and have 
a shorter cycle life. Large-scale installations rely primarily on 
flow batteries. A new emerging technology replaces liquid 
electrolytes used in lithium batteries with solid materials such 
as ceramics or sulfides, increasing energy density and eliminat-
ing liquid leaks. These solid-state batteries remain expensive 
due to the cost of materials. Table 1 summarizes the efficiency, 
energy density, cost, and cycle life of different types of batter-
ies.

The capacity of the system is dictated by the number of so-
lar panels used and is measured in kWp (kW peak), which 
represents the maximum power output under ideal conditions. 
The capacity is calculated using the power rating of each panel 
multiplied by the number of panels used. The solar panels are 
installed in series (string) and/or in parallel (array).

The simplest way to calculate the number of panels need-
ed is to determine the daily energy needs based on historical 
energy data and the number of peak sun hours in the specific 
location.

Given that the rooftop areas in Lebanon are shared among 
residents of the building, another method of calculating the 
number of panels would be to determine the number of panels 
a rooftop can handle based on the available usable roof space. 
This method accounts for total roof area, safety clearance from 
the edge for maintenance and access, and space for other com-
ponents installed on roofs such as vents, satellite systems, and 
water tanks.

It is recommended that the solar panel system produce 20% 
more power than the average energy needs to serve as a buffer 
for factors like energy loss during conversion, external param-
eters including cloud cover, and any energy usage spikes.

In setting up the solar panels, the ideal direction of the sys-
tem is always in the direction of the equator, meaning towards 
the south in the northern hemisphere and towards the north 
in the southern hemisphere. The parameters needed to calcu-
late the optimal tilt include latitude, time, day, and orientation 
(north/south).

Various analytical formulas have been developed to calculate 
the optimal tilt position of the solar panels, and many have 
concluded that the annual optimal position is equal to the lati-
tude of the location of the panels. The tilt of the panels can be 
adjusted monthly or seasonally to achieve higher performance, 
as some studies have concluded that adjusting the tilt 6 times 
per year led to 99.5% of performance and energy yield.12

The optimal solar panel tilt should be based on the solar el-
evation angle and should match the zenith angle. The Zenith 
angle is smaller in the summer months when the sun has a 
higher elevation and is larger in winter months when the sun is 
at a lower elevation. The azimuth angle represents the optimal 
horizontal direction of a solar panel (Figure 3).

A study done on Lebanon calculated the optimal annual tilt 
position to be averaging between 31.25 and 32.67 degrees for 
Beirut, between 30.91 and 32.16 degrees for Tyre, and between 
31.58 and 33.15 degrees for Tripoli. The optimal tilt went up 
to the 60-degree range in winter months and down to the sin-
gle-digit range in summer months.13 The tilt should, in any 
case, exceed 10 degrees to create a slope for precipitation to 
flow, therefore limiting the accumulation of rain, snow, dirt, 
and dust on the panels.

The efficiency of solar panels is influenced by several external 
factors and parameters, including solar intensity, temperature, 
wind speed, cloud coverage, and humidity. A study done on 
the correlation between external parameters and the efficien-
cy of the solar panels using linear regression concluded that a 
positive correlation exists between solar intensity and output 
power, whereas a negative correlation exists when it comes to 
temperature, cloud coverage, and humidity and their effect on 
output power.14 With its high solar intensity, Lebanon can 
benefit from highly efficient solar energy if solar panel systems 
are correctly installed.

To increase the efficiency of systems and limit the effect 
of environmental factors, new technologies have emerged, 
including solar tracking systems that use a variable tracking 
device that sits on an axis to automatically change the tilt posi-
tion of the panels. These tracking devices are costly compared 
to the fixed system that is manually adjusted to achieve the 
optimal tilt. This high initial cost, coupled with continuous 
upkeep, outweighs the added energy yield of the solar panel 
system.

DOI: 10.36838/IJHSR820.1

Table 1: AC power. Batteries are used in the storage of solar energy.10

Figure 1: Different types of solar panels.11 Illustration of monocrystalline 
panels, which are darker in color with round edges and formed from silicon, 
and polycrystalline panels, which are blue in color with straight edges and 
formed from fragments of silicon.
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areas with heavy bird droppings. These systems are installed 
on the panels and use a combination of automatic sprays and/
or high-pressure water to remove dust and dislodge particles 
stuck on the surface of the panels. These water-based systems 
follow a preset daily or weekly schedule to optimize the effi-
ciency of the solar panels. To reduce the amount of water used 
in the cleaning of solar panels, these water-based systems rely 
on recycling rainfall or water previously used for cleaning the 
panels, filtering it, and reusing it in the water-based system for 
panel cleaning.

Another method for active cleaning is the use of automat-
ed waterless techniques that involve the installation of small 
brushes that are deployed based on a specific schedule, which 
help remove dirt and dust particles and prevent them from 
sticking to panel arrays in humid climates. Another emerging 
technique involves the automated use of ultrasonic or acoustic 
waves that shake the dirt and dust particles off the panels.18

Use of remotely deployed robots in the cleaning of solar 
panels is gaining popularity, particularly for large solar panel 
systems, as they can assist manual cleaners and reduce the time 
required to complete the cleaning process.

Generative AI is shaping the future of solar panel mainte-
nance by focusing on anticipatory and predictive vs. reactive 
maintenance to increase efficiency and reduce downtime, and 
is best used in large solar installations as opposed to residential 
areas. These systems are trained through the use of historical 
data and are fed with real-time data such as irradiance meters, 
thermal cameras, and inverter error logs to generate mainte-
nance forecasting.19 They also rely on satellite imagery and 
weather prediction data, including global horizontal irradiance, 
temperature, and humidity, to generate power forecasting for 
solar panels, and on drone thermal infrared footage and voltage 
readings to locate any potential problems and generate panel 
health reports and alerts for preventive maintenance.

These systems can be beneficial for Lebanon, given the lim-
ited access space to conduct manual maintenance, and would 
therefore limit any risk of injury to the maintenance crew, and 
increase efficiency and energy output of the solar panel sys-
tems.

Wind Turbines:
While Lebanon can benefit greatly from a large-scale im-

plementation of solar panels, wind proves to be another source 
of renewable energy that Lebanon can benefit from due to 
its high wind profile in a number of its areas. Wind turbines 
harvest energy from wind and convert the kinetic energy of 

Solar Panels Maintenance:
Proper maintenance of solar panel systems is a crucial as-

pect of achieving high efficiency and maximizing the life 
cycle. Maintenance includes regular cleaning for dust, bird 
droppings, and pollutants, inspection and testing of batteries, 
inverters, and wiring.15 Maintenance also includes repairing 
any roof leaks and checking for corrosion or cracks in the 
mounting structure.

Maintenance is a crucial element in Lebanon, given its high 
humidity, dust, pollution levels, as well as diesel smog and 
black carbon that accumulate on solar panels and severely im-
pact their efficiency, the severity of which was witnessed and 
confirmed during rooftop site visits.

Cleaning panels starts with removing any particles and then 
spraying the panels with water to ensure proper cleaning. Reg-
ular cleaning and testing ensure optimal efficiency and limit 
energy loss. The optimal time for manual cleaning of solar 
panels is early morning or late afternoon when the system is 
not actively storing energy.

Optimal maintenance of solar panels should rely on both 
passive and active cleaning. New innovative solutions are be-
ing deployed to optimize the efficiency of panels and reduce 
the need for manual intervention. Figure 4 lists the various 
types of mitigation techniques to decrease dust, pollutants, and 
buildup on solar panels, and to provide optimal conditions for 
solar panel performance.

Passive maintenance relies on environmental factors such as 
rain, wind, and gravity that help eliminate particles and de-
crease their adherence to the solar panels, and on the tilt of 
the solar panels, which helps these particles slide off the panels 
and limits their accumulation.

In contrast, active mitigation methods rely on intervening 
either through manual cleaning or through setting up auto-
mated systems to help with irrigation and cleaning. Manual 
cleaning should follow a specific schedule based on seasonal 
humidity, rainfall, and droppings in the area. AI tools can help 
with the scheduling of maintenance and cleaning of solar pan-
els by gathering historical data on cleaning and maintenance 
of panels in specific areas, and proposing a cleaning and main-
tenance schedule.17

The incorporation of water-based systems is another method 
of active maintenance that does not require manual interven-
tion. These systems are ideally used in dusty environments and 

DOI: 10.36838/IJHSR820.1

Figure 3: Optimal solar panel angles.16 Relationship between the zenith 
angle and the optimal tilt of a solar panel, where the zenith angle is calculated 
relative to the vertical axis, and the tilt is measured relative to the horizontal 
axis.

Figure 4: Various methods of cleaning solar panels.20 The chart lists the 
various mitigation methods used in cleaning and maintenance of solar panels 
and includes both passive and active mitigation methods.

ijhighschoolresearch.org
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the wind into mechanical energy and ultimately into electrical 
energy.

The global reliance on wind energy has significantly in-
creased in the last decade due to its efficiency and reliability as 
a source of sustainable energy. Many countries have expanded 
their use of wind energy, with Asia being at the forefront of 
this development. Figure 5 highlights the steady growth in 
installed wind power between 2011 and 2020, which reached 
over 700GW in global installed wind power.

Wind turbine installation takes place either offshore or on-
shore through what is referred to as wind farms. The taller the 
wind turbines, the higher the amount of energy generated, as 
these tall turbines access the stronger winds. Wind turbines 
include several components, starting with the blades and rotor, 
the hub, the nacelle, the generator, and the tower. Figure 6 pro-
vides a detailed view of the various components.

Wind turbines are classified as either horizontal or vertical 
based on their rotating axis. Horizontal wind turbines have 
their rotating axis parallel to the ground, whereas vertical tur-
bines have their rotating axis perpendicular to the ground. 
Most wind turbines rely on the horizontal rotating axis, with 
the vertical ones primarily used in smaller spaces and residen-
tial areas. Figure 7 shows the difference between the two types.

The installation of onshore wind turbines requires careful 
planning and proper resources to ensure a smooth and safe 
installation and functioning of the wind turbines.

The site for installation of wind turbines is selected based 
on terrain and soil, wind quality and strength, as well as envi-
ronmental factors. Onshore wind turbine installation requires 
logistical planning for the transportation of the large compo-
nents of the wind turbines to the site, and resourcing large 
enough cranes for lifting the components to the desired height.

The tower is secured to the ground by the use of long bolts to 
anchor the structure into a cylindrical pedestal that is attached 
to a block of reinforced concrete. The Cylindrical pedestal has 
a diameter of 4 to 5 meters, typically, whereas the concrete 
base has a diameter of 15 to 20 meters and has a thickness of 
around 4 to 5 meters to allow anchoring deep into the ground. 
Figure 8 shows the different shapes of foundations that are 
used in securing wind turbines.

The bolts used in securing the tower to the cylindrical base 
are long anchor rods with lengths of around 6 meters that are 
placed into the reinforced foundation before the concrete sets. 
The tower of wind turbines is then attached and secured to 
these bolts, as shown in Figure 9.

DOI: 10.36838/IJHSR820.1

Figure 5: Global growth in wind turbines.21 Charts illustrate the growth in 
installed wind power by continent and by country between 2011 and 2020, 
with Asia and China having the highest.

Figure 6: Components of wind turbines.22 Representation of the main 
components of a wind turbine, which include the tower, rotor, and nacelle 
with gearbox and generator.

Figure 7: Horizontal vs. vertical axis of wind turbines. 23 Representation of a 
horizontal wind turbine with a rotating axis parallel to the ground versus the 
vertical wind turbine with a rotating axis perpendicular to the ground.

Figure 8: Typical wind turbine foundation configurations: (a) octagonal; (b) 
circular; (c) circular modular/segmented.24

Figure 9: Representation of bolts used in the installation of wind turbines.25 
The illustration shows the long bolts used in securing the wind turbine tower 
into the concrete pedestal.
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The weight of the concrete foundation represents around 
75% of the weight of the wind turbine system as a whole, and 
it offers stability to the system against wind and environmen-
tal factors. Figure 10 shows the massive size of the reinforced 
concrete.

The cost of operating and maintaining onshore wind tur-
bines is fairly low and accounts for only 5% of their total cost,26 
where maintenance operations include servicing power and 
electrical wiring and systems, as well as maintenance of the 
main components, such as the blade and gearbox.

When it comes to undertaking an offshore wind farm initia-
tive, the installation of turbines proves to be the most critical 
phase due to the cost as well as logistical and environmental 
constraints. Lebanon has yet to take on such an initiative, pri-
marily due to its high cost and potential maritime border issues.

Installations of offshore wind turbines consist of different 
types of foundations, based on the size of the structure, the 
depth of the seabed, wind and wave intensity, as well as the cost 
and complexity of installation.

The majority of offshore wind turbines are bottom-fixed 
(Figure 11). These turbines can be fixed by either using a 
monopile foundation (a), which is suitable for depths of up 
to 40 meters, a gravity base foundation (b), suitable for water 
depths of up to 10 meters, or jacket-supported turbines, which 
are suitable for depths of up to 70 meters (c). For wind turbines 
installed in deeper water, floating wind turbines serve as the 
optimal solution and can be supported by anchors reaching the 
seabed (e). Lebanon’s deep-sea floor requires it to use floating 
wind turbines, which are more complex and costly to install.

Installations are generally affected by weather and wind con-
straints, and require the use of vessels, ships, as well as cranes 
suitable for the transport and installation of the large tower and 
blades. Installation typically begins with laying the foundation, 
securing the tower, placing the nacelle and blades, and then 
securing the electrical wiring and connection.

Given Lebanon’s location and high probability of seismic 
tremors, special consideration would need to be given in Leb-
anon to any potential seismic activity on the sea floor and its 
impact on the future of the wind turbines installed, as well as 
disturbing the marine ecosystems present in the selected loca-
tion.

Several international standards and guidelines issued by 
DNV govern the installation of offshore wind turbines (Table 
2). These industry standards include technical criteria and aim 
at ensuring the safety of the wind power structures, as well as 
the integrity of the structure.

New technologies in wind energy are emerging, some with 
the concept of including high-rise building- integrated wind 
turbines either on a horizontal or vertical axis, others with 
installing smaller appliance-sized wind turbines to generate 
an acceptable amount of energy, and are being used to power 
homes.27 Another new technology in wind turbines revolves 
around harvesting energy from bladeless systems that rely on 
vibrations of cylindrical turbines. These new bladeless turbines 
offer great advantages relating to size, weight, and cost of har-
vesting energy, and can generate higher amounts of energy due 

to their ability to capture the vortex-induced vibrations from 
the wind flowing around a circular object.

The new technological advances aim at reducing the cost 
of wind energy to achieve economies of scale and increase the 
total number of onshore and offshore wind turbines installed. 
Average costs of wind energy have been continuously decreas-
ing and are expected to decline by up to 35% by 2035 and by 
up to 49% by 2050. These new cost levels are attributed to a 
larger turbine size that produces higher energy levels and low-
er operating costs. The following image portrays the expected 
increase in onshore and offshore wind turbine size and their 
corresponding power generation by 2035 (Figure 12).

Wind Turbine Maintenance:
Maintenance of offshore wind turbines poses great finan-

cial cost and risk, due in large part to the cost of acquiring 
the necessary equipment and logistical needs to carry out the 
maintenance operations, and the safety of staff involved in these 
operations. Operating and maintaining offshore wind turbines 
amounts to 23% of their total cost, making the maintenance 
of these wind turbines an essential phase of their life cycle. 26

These maintenance operations can be categorized into three 
types of initiatives. Corrective maintenance takes place after a 
technical issue or failure is detected, which requires immediate 
remediation since it directly affects the level and amount of 
energy produced by the wind turbines. Preventive maintenance 
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Figure 10: Example wind turbine foundation.25 The picture shows the size of 
the concrete foundation used in installing a wind turbine.

Figure 11: Types of offshore wind turbine installations.28 Illustration 
shows different types of wind turbine foundations: (a) monopile foundation, 
(b) gravity base foundation, (c) jacket-supported foundation, (d) tripod 
foundation, (e) floating.
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relies on regular and frequent visits to prevent failures from 
happening in the first place. Opportunistic maintenance relies 
on performing maintenance whenever weather and other envi-
ronmental and marine factors permit, regardless of the state of 
the wind turbines and the need for their maintenance.

Failure can take place in any part of the wind turbine system, 
with the tower and the blades accounting for the largest per-
centage of failures, as shown in Figure 13.

Recent technological advances aim at maximizing the ef-
ficiency of maintenance operations and reducing costs by 
employing AI tools and monitoring systems to analyze envi-
ronmental factors that might affect the offshore wind turbines 
and conduct fault diagnoses to ensure their efficiency and 
schedule maintenance accordingly. Current advances in AI 
models use data on mechanical stresses of the gearbox and the 
blade, including data on oil temperature and vibration of the 
gearbox, to generate early warning reports for parts replace-
ment. AI models also rely on information on historical and 
current wind speed and wind flow to select optimal turbine 
placement and aerodynamic efficiency.

While advancements in the maintenance of wind turbines 
are paving the way for higher efficiency and more energy 
generation, high costs and financial constraints still pose im-
plementation challenges, particularly in markets and regions 
like Lebanon, where the adoption of wind power is still un-
derdeveloped. Nonetheless, these technological advances, if 
adopted, can provide long-term cost savings and can improve 
consistency and reliability.

Lebanon’s Potential in Solar Power:
With many advancements in renewable energy driving costs 

of installation and maintenance down, Lebanon can greatly 
benefit from its location to implement these reliable sources of 
energy. Lebanon’s Mediterranean climate allows it to benefit 
from year-round sunny weather, with a total of 300 sunny days, 
amounting to roughly 3000 hours of sunshine annually. This 
level of sunshine provides a solar irradiation level of approx-
imately 1900 kWh/m2 per year, making it an ideal location 
to benefit from solar energy for both residential and commer-
cial uses.32 Figure 14, given by the World Atlas, represents the 
average photovoltaic power generation potential by area in 
Lebanon.

Laws Governing Solar Power in Lebanon:
Decree No 6997 on the national standards relating to so-

lar energy and photovoltaic systems was issued in Lebanon on 
October 8, 2020, and mandates the use of the standards that 
are issued by the Lebanese Standards Institution (LIBNOR). 
These standards are based on international standards and cov-
er areas from components of PV systems to installation and 
safety. The decree designates the Industrial Research Institutes 
(IRI) or any other internationally accredited laboratory as the 
party responsible for ensuring adherence and compliance with 
these standards (Figures 15 and 16).

In December 2023, the Lebanese Parliament ratified 
the Decentralized Renewable Energy Production Law No. 
318/2023, which provides the legal framework for decentral-
ized renewable energy production and sets the ground rules 
for the exchange of electricity (net-metering) with the national 
grid through Electricité du Liban (EDL) up to a maximum of 
10 Mega-Watts (MW).33 The implementation of this law is 
pending the establishment of the Electricity Regulatory Au-
thority (ERA).

The concept of net metering allows owners of solar panels 
to share excess energy generated with EDL, with net metering 
calculated on a monthly basis by offsetting the amounts of en-
ergy provided to EDL with the amount of energy consumed.

DOI: 10.36838/IJHSR820.1

Table 2: Standards for installing offshore wind turbines.29

Figure 12: Characteristics of wind turbines in 2035.30 Comparison shows 
the expected characteristics of onshore and offshore wind turbines by 2035, 
including the increase in rotor diameter and hub height, with offshore wind 
turbines representing 11% to 25% of projects.

Figure 13: Percentage failures by system part.31 The chart shows the failures 
wind turbines can face, with the highest failures affecting the tower and the 
blades.

Figure 14: Photovoltaic potential by area in Lebanon.34 The map shows the 
photovoltaic potential of different areas in Lebanon, with the highest potential 
in parts of the Beqaa Valley.
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This law also allows for the exchange of electricity between 
residents of neighborhoods within a specific geographical area, 
as well as for municipalities to sell solar energy to their resi-
dents, without the need to go through EDL.

The transition to decentralized solar energy in Lebanon has 
emerged in response to the inability of the national electric-
ity system to provide reliable power. The solar energy boom 
and transformation in Lebanon stems from an energy crisis 
that was intensified by the financial and energy system collapse 
of October 2019. However, the decentralized current state 
of adoption of solar technology and installations in Lebanon 
shows the amount of chaos, injustice, and lack of safety in the 
installation of solar systems on residential rooftops.

Many installations of solar panels in Lebanon are performed 
by unqualified individuals who do not account for wind load in 
high wind areas. The installation of solar panels in Lebanon for 
personal use of up to 1.5 Mega-Watts does not require approv-
al from the Ministry of Energy and Water. The installation of 
the metal structures, however, is under the Directorate General 
of Urban Planning and requires the acquisition of the appro-
priate permits.36

A study done in 2022 by the Lebanese Center for Energy 
Conservation (LCEC) on the state of solar panel installation 
in Lebanon shows that in 2020, residential solar panel instal-
lation in Lebanon, in terms of kWp (kW peak), had increased 
by 93% year on year, with an investment of 26.6 million USD 
in the residential sector.37 The most used mounting system 
type according to the study is the railed mount, followed by the 
foundation mount, and then the ballasted mounting system.

Site Visits and Observations:
Several site visits were conducted in the last quarter of 2025 

in Beirut and neighboring areas to observe and document 
firsthand the current state of implementations of solar panels 
on rooftops. Sites were selected in areas with older buildings, 
newer buildings, and highly condensed areas. Observations 
focused on several criteria, including the mounting structure 
and foundation of the system, wiring, service clearance, corro-
sion, and dust accumulation. The observations did not address 
the amount of energy generated by the system, but focused 
primarily on installation. Digital photographs were taken of 
installations in 50 different sites. Photographs taken highlight-
ed several issues regarding structural integrity, electrical safety, 
accessibility, corrosion, and the lack of cleaning of panels. Table 
3 summarizes the main issues observed in solar installations 
and the frequency of these issues.

These field observations revealed the need to implement 
specific protocols with annual inspections to mitigate the risks, 
vulnerabilities, and hazards. Protocols need to address at a 
minimum the following needs to ensure safe and proper func-
tioning of installed systems:

- Certified installers
- Load calculation protocols
- Approvals from structural engineers
- Anchoring and mounting protocols

Figure 15: Decree No 6997 (Arabic) – introduction.35 The introduction 
section of the decree lays the legal obligation to comply with the standards 
issued by the Lebanese Standards Institution (LIBNOR).

Figure 16: Decree No 6997- specifications.35 This section includes the 
standards governing the PV solar devices, systems, terms, definitions, and 
symbols.

Table 3: Decree No 6997- specifications.35 This section includes the standards 
governing the PV solar devices, systems, terms, definitions, and symbols.
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- Electrical code for grounding and electrical testing
- Mandatory maintenance access
- Mandatory spacing from other utilities on the rooftop
- Use of anti-corrosion metal, such as aluminum, for the 

frames and mounting structure
A sample of these photographs is included in figures 17-30. 

Rust on the steel mounting structure, as shown in Figures 17 
and 18, poses risks to the integrity of the system. This con-
firms aluminum as the better material of choice in installing 
solar panels in Lebanon due to its resistance to weather and 
environmental elements. Lack of space around the solar panel 
system, as seen in Figures 19, 20, and 21, renders the main-
tenance, cleaning, and inspection of solar panels both unsafe 
and ineffective. Wiring exposed to weather and environmental 
elements in Figure 22, compared to cable protection used in 
Figures 23 and 24. No adherence to regulations in the use of 
space on rooftops, as solar panels are installed over water tanks, 
as seen in Figure 25. Figure 26 shows the effect of high wind 
on a poorly installed solar panel, which raises concerns about 
the safety of passersby, an issue raised by YASA (Youth Asso-
ciation for Social Awareness).38

Given the current political and economic environment in 
Lebanon, and the lack of equity and fairness in the current 
state of solar panels in residential buildings, community solar 
builds on previous experiences of resorting to neighborhood 
public generators to power homes, and has emerged as a via-
ble solution to improve access to electricity and decrease costs. 
By aggregating resources, participants in community solar can 
benefit from shared installation, making access to generated 
energy more affordable and efficient.

Access to empty pieces of land poses the main challenge in 
implementing community solar. Covering parking lots with 
solar panels can serve as one solution to the limited available 
space in cities. Figures 27-30 are taken from a current commu-
nity solar park being built. Given the size of the project and 
the monetary investment allocated, these figures show more 
adherence to safety rules and regulations, primarily with no 
exposed wiring.

Figure 17: Rust on the steel 
structure of a solar panel. The 
image shows the negative 
impact of using a steel 
structure in an environment 
with high humidity.

Figure 19: Solar panel 
installation. The image shows 
the installation of solar panels 
on rooftops with no spacing for 
maintenance work.

Figure 21: Anchoring of the 
solar panel on the edge of the 
building. Image shows the lack 
of planning and safety measures, 
as solar panels are anchored on 
the edge of the building, which 
allows for minimal space for 
maintenance.

Figure 23: Covered wiring of 
a solar panel installation. The 
image shows the use of covered 
wiring in the installation of solar 
panels.

Figure 25: Solar panel 
installation over water tanks. The 
image shows the lack of planning 
in space use on rooftops and the 
installation of solar panels and 
wiring over preexisting water 
tanks.

Figure 24: Wiring placement 
on rooftop installation. The 
image shows the placement of the 
wiring of solar panels.

Figure 26: Effect of high wind 
on solar panels.38 The image 
shows the collapse of solar panels 
on a road following a gust of high 
winds.

Figure 20: Solar panel 
installation on the edge of 
the rooftop. The image shows 
the installation of solar panels 
extending beyond the rooftop, 
which poses safety issues.

Figure 22: Exposed wiring of 
a solar panel installation. Image 
shows the lack of safety measures 
as wiring used is exposed to 
weather elements.

Figure 18: Rust on the anchoring 
connection of a solar panel 
installation. The image shows the 
impact of rust on the integrity of the 
anchoring system.
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Lebanon’s Potential in Wind Power:
Lebanon’s wind power potential is substantial and can pro-

vide the country with the much-needed relief in terms of 
electricity shortages. Figure 31 shows the wind speed in differ-
ent locations in Lebanon at an 80-meter height.

As part of its national strategy of increasing its reliance on re-
newable energy sources and reducing its greenhouse footprint, 
Lebanon has started to tap into its onshore wind farm poten-
tial by signing during the year 2018 three onshore wind farm 
projects located in North Lebanon in the Akkar region under 
the names Lebanon Wind Power (LWP), Hawa Akkar Wind 
Farm, and Sustainable Akkar Wind Farm, to install a total of 
54 turbines generating a total of 219 megawatts (MW). These 
projects have yet to be completed and made fully operational.39

Once operational, these projects will face some challenges 
primarily due to Lebanon’s, particularly Northern Lebanon’s, 
location in the migratory route of hundreds of millions of pro-
tected birds flying from Africa to Europe in the Spring, and 
from Europe to Africa in the Fall. Wind turbines operate at the 
same height and corridor that birds fly into. Measures would 
need to be taken to protect the safe passage of these birds, such 
as shutting off or slowing down the wind turbines during the 
migratory period. AI tools can also be used that can monitor 
and detect birds flying into the wind turbine region, and signal 

automatic shutdown of the blades until safe passage is com-
pleted.

When it comes to offshore wind farms, Lebanon’s offshore 
potential is largely affected by the high costs of such initia-
tives, its technical complexity, and the logistical implications of 
installing the foundational structures of wind turbines in the 
deep Mediterranean Sea.

Economic Comparison of Diesel Generators vs. Solar and 
Wind Power:

The cost of diesel per kWh has been increasing in the last 
few years and has reached a level of 55 cents per kWh in May 
2026 due to the ongoing conflict in the region and its effect on 
fuel prices.

In contrast, technological advances have driven down the 
upfront costs of solar and wind power systems, with a 90% 
decrease in the cost of Photovoltaic systems (PV) between 
2010 and 2023, putting these renewable energy sources at the 
lowest levelized cost of energy LCOE. The average LCOE in 
2023 of wind power systems is the lowest at 0.03 USD/kWh, 
followed by solar power with 0.04 USD/kWh, and diesel gen-
erators with 0.44 USD/kWh. By combining the three sources 
of energy, where diesel generators are used to cover the gap in 
solar and wind energy produced, the LCOE of a hybrid system 
amounts to an average of 0.28 USD/kWh.41

The initial capital expenditures (CAPEX) for solar and wind 
energy are high compared to diesel generators. In return, diesel 
generators have high fuel and other operational expenditures 
(OPEX), which make up about 80% of their LCOE. Despite 
having higher initial costs than diesel generators, both solar 
and wind power are economically more beneficial over the life-
time of the system. In contrast, EdL’s reforms aim to set the 
cost of electricity at $0.27/kWh. Table 4 provides a look at 
these costs for the different types of energy sources in Leba-
non, and the LCOE after accounting for maintenance and fuel 
price at $0.93/L for diesel generators.

Figure 27: Solar Park 
installation. The image shows an 
example of an installed solar park.

Figure 29: Anchoring is used in 
a solar park. The image shows the 
use of aluminum for the structure 
and anchoring of solar panels.

Figure 28: Site preparation for 
solar park. The image shows the 
extensive work needed for site 
preparation for the installation of 
solar panels in a solar park.

Figure 30: Battery installation 
in a solar park. The image shows 
an installation of a battery with 
covered wiring.

Figure 31: Wind speed in different areas in Lebanon.40 The map shows the 
different wind speeds for different areas in Lebanon, with the highest wind 
speed in the Akkar region.
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�   Conclusion 
In this paper, best practices for installation and maintenance 

of PV and wind power systems were explored, as well as devel-
opments in AI and machine learning to improve cleaning and 
maintenance of these systems and increase their efficiency and 
output power, and should serve as the foundation for the devel-
opment and the regulation of this sector in Lebanon.

This paper also looked at Lebanon’s potential in the solar 
and wind energy sectors. Lebanon’s persistent electricity prob-
lems were aggravated by the country’s financial crisis and the 
total collapse of EdL. Lebanon’s target of reaching 30% reli-
ance on renewable energy by 2030 puts the country at a major 
crossroads for the need for immediate adoption of both so-
lar and wind energy. Political, legislative, and financial accord 
needs to take place to lay the foundation for public and private 
initiatives to transpire.

A look at the economic comparison of the cost of power ob-
tained from diesel generators compared with solar and wind 
power shows the lower LCOE of renewable power sources, 
and the need to quickly adopt widespread government mea-
sures to move towards these renewable sources.

Figure 32 shows the decrease in cost per kW for solar and 
wind energy between 2010 and 2023, with the LCOE for both 
solar and wind energy falling dramatically.

Lebanon’s current economic instability and financial paral-
ysis, worsened by the prevailing security situation, hinder the 
progress of any sizable transformative renewable energy proj-
ects and impede further development of this sector. Regulations 
have been put in place, but not yet made effective, awaiting the 
establishment of the Electricity Regulatory Authority (ERA).

The significant growth in recent years in the large number of 
decentralized PV solar system initiatives in Lebanon, primarily 
in residential buildings, aims at mitigating the lack of electric-
ity by EdL and to offset the large cost of electricity obtained 
through private and neighborhood diesel generators, and re-
veals the lack of application of best practices for installations 
and maintenance of PV systems, safety concerns, as well as the 
lack of inclusivity and the inequity in the access to these PV 
systems. The installation of solar panels on residential build-

ings in Lebanon during the growth period relied partly on 
previously used or low-quality components, and/or damaged 
batteries. These components do not meet safety regulations 
and were prohibited by Decree 6997. The lack of inspectors 
in Lebanon to examine the installation of solar panels and the 
structural integrity of the rooftops led to widespread chaos in 
the installations of these systems and safety concerns, observed 
firsthand during rooftop visits in Beirut and surrounding areas.

Lebanon needs to adopt a centralized initiative to fix its 
ongoing electricity problem. Based on the LCOE of each of 
the energy sources available for Lebanon to take advantage of, 
which include EdL, solar power, wind power, and diesel gen-
erators, and taking into account the economic, political and 
financial environment that Lebanon is currently witnessing, 
the optimal solution for Lebanon is to implement a hybrid sys-
tem that focuses on addressing the challenges of EdL, adopting 
wide scale solar energy projects, putting into motion its wind 
power initiatives, and relying on diesel generators to cover the 
remaining gap in electricity supply. By doing so, Lebanon can 
benefit from uninterrupted electricity, decrease the chaos in in-
stallations of PV solar systems, lessen dependence on polluting 
diesel generators, and attract investors.
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ABSTRACT: The pursuit of interstellar travel has long pushed the boundaries of physics and engineering and has tested 
the limits of what humanity can utilize our resources to engineer a vision to escape the bounds of our solar system to reach 
nearby stars. The target is Alpha Centauri, which is 4.37 light-years away from Earth. Recent research in interstellar rocket 
designs, both theoretical and experimental, includes nuclear pulse rockets, nuclear thermal rockets, light sail propulsion, antimatter 
propulsion, and more designs. This review investigates the feasibility of such interstellar propulsion systems and designs, with 
practical constraints placed upon them, with an emphasis on the availability of resources and the constraints of physics. Through 
the amalgam of existing rocket propulsion studies and direct calculations using mathematical equations, this paper evaluates 
several leading propulsion models against the known limits of material endurance, physics, and energy scalability. Preliminary 
studies suggest that interstellar travel itself is practical based on physics, but achieving it within a century of travel is a vast 
aspiration beyond our Earthbound limitations, present-day energy production, and our technological limitations. This paper 
aims to contribute to interstellar exploration research by identifying pathways for feasible sub-century star transit among existing 
models and designs.

KEYWORDS: Propulsion Systems, Star Transit, Laser Lightsails, Alpha Centauri, Light Years. 

�   Introduction
Ever since the dawn of our journey to conquer space, human-

ity has pursued one question above all others: Are we alone? 
This was a daring question that we ourselves knew when we 
started our quest, an epiphany predating all our space efforts. In 
fact, it was in the 1830s that astronomer Thomas Henderson 
revealed the vast distance between us and the nearest possible 
source for life, another star,1 Alpha Centauri, then approximat-
ed at 3.57 light-years (ly), though later approximated at 4.37ly, 
a large distance we might never reach even with the technology 
of 2026 and beyond. Figure 1 shows how vast these distances 
really are, using a scaled measure to compare the distance be-
tween Earth and Alpha Centauri.

But years passed, new ideas came out; some were thought 
to be absurdities, yet some remain to this day a possibility for 
interstellar travel, not ruled out by science, formulated by the 
brilliance humanity has had to offer. These ideas include: nu-
clear pulse rockets; nuclear thermal rockets; laser lightsails, 
specifically Breakthrough Starshot;2 and other concepts3 which 
include theoretical/hypothetical models for interstellar explo-
ration, which include antimatter propulsion, warp drives, and 
many more, which will be explored thoroughly in this paper. 
Nonetheless, achieving a star transit, especially within our life-
times, has some requirements. These requirements all center on 
one particular necessity: a speed of around 10% of the speed 
of light (0.1c), the benchmark for interstellar travel.4 This 
would take us to Alpha Centauri in about 42 years or so with 
minimal time dilation and relativistic effects, a limitation of 
technology preventing us from traveling at further percentages 
of the speed of light (>0.3c). As per the principles of relativ-
istic energy proposed by Albert Einstein,5 it requires immense 
energy—beyond anything practical, considering the resources 
required for a small probe to reach even a fraction of the speed 
of light. Calculated by Einstein’s formula for relativistic kinetic 
energy, determined by 𝐾𝑖𝑛𝑒𝑡𝑖𝑐 𝐸𝑛𝑒𝑟𝑔𝑦 (𝐾.𝐸)=𝑚𝑐²(𝛾−1), where 
the Lorentz factor (𝛾) is given by 𝛾 =1/√1−(𝑣²/𝑐²). To put this 
into scale, using this formula, for a probe of around 1000 kg 
or 1 tonne to reach even 10% of the speed of light (threshold 
for relativistic speeds), it would take the object approximately 
4.53 x 10¹⁷ joules of energy, implausible at our current state. 
This paper aims to assess both realistic models and hypothetical 
models of interstellar vessels, with the final goal of determining 
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Figure 1: A visualization of the distance from the Sun to A.Centauri. Taken 
from R.Meraldt & P.Liever, JPL.
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the feasibility of all these concepts/models, as well as of what 
resources we have right now and what resources we may have 
in the future. This will result in the conclusion of whether or 
not the form of transport assessed can reach Alpha Centau-
ri within a century. Feasibility in this scenario is defined as 
whether or not a journey between two stars, specifically our 
Sun and Alpha Centauri, is possible with a balance of theoret-
ical and practical understandings of physics and engineering 
at play.

This paper demonstrates that laser lightsails are the most 
feasible interstellar transit method relative to the other models. 
This is because it has a comparatively lower resource require-
ment as well as more practical technology involved; both of 
these reasons will be explained during the course of the paper, 
specifically in the conclusion.

This paper is going to analyze the methods of “interstel-
lar travel” proposed by previous scientists, aiming to provide 
a framework for establishing which interstellar travel method 
or “vessel” would be the best chance humanity has as of right 
now to venture into interstellar territory. This paper analyzes 
multiple interstellar transport vessels, including recently devel-
oped models such as the Breakthrough Starshot lightsail and 
Antimatter Propulsion Rockets. It has a detailed and definite 
analysis of all such models identified, which separates it from 
most “older” papers and reviews that are not updated with 
analyses of modern scientific concepts.

�   Comprehensive Secondary Review
The paper utilizes a systematic literature review methodol-

ogy to critically analyze and assess the feasibility of interstellar 
travel vessels, both realistic and highly theoretical vessel de-
signs. The paper analyses prior studies that explore the same 
topic or a topic within the lines of what has been identified. 
Key papers are sourced (1970s-2026) from databases such as 
Google Scholar, BIS, AIAA, PDG, and NASA databases. 
These papers are filtered by their citation metrics, as well as 
their relevance to the analysis, ensuring that the papers are not 
only highly relevant but are taken from reputed journals with 
high credibility, indicated by a high citation count.

The paper also aims to provide analytical improvements to 
existing studies exploring the feasibility of interstellar travel 
with modern data calculations taken from other papers. The 
paper addresses the gaps identified in previous papers by 
acclaimed researchers such as I. A Crawford,4 Robert L For-
ward,7 and other researchers identified in the paper who are 
consistently referenced. The paper analyzes a few widespread 
gaps in identifying the feasibility of interstellar travel, which 
include:

1) Material Advancements: Considering the improvements 
in previous analyses with current materials that have increased 
performance,

2) Modern Developments: The paper keeps in mind mod-
ern concepts and ideas newly proposed, such as Breakthrough 
Starshot (proposed in 2016).

3) Energy Factor: The paper identifies the energy required 
to produce such vessels and successfully operate them.

4) Hypothetical Models: The paper explores hypothetical 
vessels, which are rooted in theory rather than practice, such 
as warp drives, antimatter propulsion systems, and wormhole 
transit.

The paper aims to use these gaps, paired with identified 
information in previous papers, to create a new analysis, ex-
plaining the feasibility of each possible vessel in relation to one 
another, and to create a complete analysis.

�   Discussion
This section of the paper analyzes the various propulsion 

systems and interstellar transit concepts identified as potential 
prospects for real-life implementation. Each section will use a 
comprehensive secondary analysis, as well as a detailed over-
view of whether or not a transit method is practically feasible 
and mathematically viable.

Laser Lightsails:
This section goes over the concept of laser lightsails, specif-

ically the ones modeled in the project Breakthrough Starshot. 
The section aims to identify whether this concept is practi-
cally feasible, with respect to the availability of resources as 
of right now and in the future. The mathematical feasibility 
of laser lightsails will be evaluated in this paper, as well as the 
resource requirements and theoretical performance for this 
vessel. A laser lightsail, also known as a laser-pushed lightsail, 
is an interstellar travel concept that relies on a regular solar 
sail being accelerated by a gigawatt-scale beam of light, push-
ing it to nearly 20% of the speed of light (0.2c). A lightsail is 
composed of 2 major parts: a highly reflective sail about a few 
nanometers thick, similar in purpose to a sailing ship, and a 
small probe at the center of the sail where crucial parts like 
communication gear, navigation, and a miniature camera are 
placed. The most important part of this design is the sail itself, 
one that is designed to reflect nearly all the rays of light that 
fall upon it. It works on the principle of light having momen-
tum (p), as discovered by physicist James Clerk Maxwell and 
later formulated into an equation by Albert Einstein,8 given by 
the formula 𝐸=𝑝𝑐. The lightsail uses this framework to gain 
momentum when photons bombard the sail and get reflected, 
transferring their momentum to the lightsail. However, this 
process is “too slow” for the lightsail to reach relativistic speeds, 
with a model lightsail sent into space by the Planetary Society 
only reaching a maximum of 8.89 km/s or 32000 km/h. This 
brings in the necessity to increase the number of photons that 
get reflected by the lightsail, which a laser can do. The light-
based laser, composed of a massive amount of photons and 
hence a massive amount of energy, can accelerate the lightsail 
to significant speeds using the energy-momentum relation, 
reaching up to 0.2c, and able to reach Alpha Centauri within 
20 years, as shown in Figure 2.

The following sections will identify the various hindrances 
that prevent the laser lightsail from being feasible as of right 
now. These hindrances include:

i) Mass scaling;
ii) Laser dynamics and sail material challenges;
iii) Communications, navigation, and camera systems;
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iv) Collisions with space dust;
v) Lack of a braking system.

Hindrance: Mass Scaling:
Breakthrough Starshot is a gram-scaled model of a la-

ser-lightsail designed for interstellar travel. The reason for 
this mass scaling is that it requires significantly less energy to 
accelerate a probe of a lower mass to relativistic speeds when 
compared to a probe of a higher mass, as dictated by Einstein’s 
general relativity. This mass is the f irst practical hindrance 
identifiable when looking at Breakthrough Starshot, with the 
idea of fitting in all navigation, communication, and camera 
technologies within a gram scale, unrealistic when thinking of 
current technology available as of 2026. It is extremely diffi-
cult for us to design a probe with a total mass of less than 1 
kg, let alone a gram-scale probe, with significant technologi-
cal advancement required to reduce this mass to the required 
amount of less than 1 gram.9

Hindrance: Laser Dynamics and Sail Materials:
The second practical hindrance of the Starshot laser lightsail 

is the phased array laser itself. Requiring a scale of energy too 
high, the laser array is something not achievable as of today. 
In this case, the laser would have to deliver an array with a net 
intensity of about 10 GW m-² across the sail of an area of 16 
m² for a 100 - second duration, a currently unachievable feat.9

The laser system is likely to be an optically dense phase array 
of many individual laser elements, such as kW-scale solid-state 
diode laser-amplifiers.10,11 The laser system would have to 
sustain a consistent array without overheating, without con-
sideration of the atmosphere absorbing energy from the laser. 
The laser system has to be precisely controlled, and nanoscale 
engineering has to be conducted to precisely control the tra-
jectory of the probe in the exact direction at which the probe 
could escape the solar system and go towards Alpha Centauri. 
Atmospheric refraction should be taken into account when the 
transition of the medium from the atmosphere (1.0003) to the 
vacuum of space (1.0000) takes place. This is to precisely con-
trol the direction at which the probe is pointed, ensuring that 
Starshot can travel precisely towards Alpha Centauri with a 
very low margin of error (<1%) for the directional travel.

The fact that the laser array is ground-based vastly ampli-
fies scintillation. Scintillation is where a material emits light 
after absorbing high-ionizing radiation, which, in the case of 

Starshot, can be a heavy downside. While space-based arrays 
counter this issue, they increase the price by countless magni-
tudes. This scintillation causes random intensity fluctuations 
and beam wander in the laser, distorting the array’s focused 
spot on the probe’s sail, which induces lateral accelerations 
and could potentially curve its trajectory off course. Thermal 
and material limits also hinder the effectiveness of the array,10 
while the sail is theorized to be a perfect reflector of light; 
that is not practically possible.10 This comes into play when 
considering the large scale of the laser, approximately 10¹⁶ J 
or more, with the sail needing to reflect 99.999% of light to 
prevent the material from heating or being damaged by the 
concentrated array.10

The leading prospect material for the sail is a dielectric mir-
ror, one of the few man-made materials capable of reaching 
and even exceeding the required reflectivity of 99.999%. The 
mirror works by layering thin, transparent materials with al-
ternating high and low refractive indexes, causing light waves 
to interfere with it constructively, resulting in extremely high 
reflectivity (>99.9%) for specific wavelengths.

The drawback with this material is that each layer of the 
mirror must be a quarter of a wavelength thick, and the mirror 
itself must have an area of 1 m², something that hasn’t been 
achievable to date. Materials research explores new materi-
als like graphene, a material actively being researched by the 
Breakthrough Starshot team to this day due to its extremely 
low thickness (0.34-0.35 nm), low mass (0.77 milligram (mg) 
per m²), and its high tensile strength, which could potentially 
withstand the laser array. The problem is that it isn’t very re-
flective at all (0.1-0.3%), meaning that an additional layer of 
reflective coatings or reflective material would be required for 
it to be used on a lightsail. Other materials, despite having low 
absorption coefficients, low mass densities, and high refractive 
indexes, have tradeoffs, as illustrated by Figure 3 shown above.9

Hindrance: Communication, Navigation, and Camera Systems:
The third major problem with the concept of a laser lightsail 

is the communication and navigation system, which, within 
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Figure 2: Vision for the Starshot nanocraft. A phased array of lasers, or a light 
beamer, will propel the nanocraft towards Proxima Centauri. The nanocraft 
consists of the lightsail, discussed in this Perspective, and a nanochip that will 
collect data to transmit back to Earth. Taken from Harry. A Atwater’s paper 
“Material challenges for the Starshot Lightsail.”

Figure 3: Graph of Refractive Index, Mass-density, and the absorption 
coefficient of potential materials that can be used for lightsails. Taken from 
Harry. A Atwater’s paper “Material challenges for the Starshot Lightsail.”
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precision required, especially important here considering the 
unpredictable forces and radiation at play when encountering 
the star system, requiring precise calculations, measurements, 
and orientation to achieve this, something practically improb-
able considering our lack of knowledge of the Alpha Centauri 
star system.

Despite these problems, the lightsail has emerged as the 
premier option for humans to send a fully operating probe to 
another star system, with most of the problems either already 
solved or close to being solved, far less “hypothetical” and “im-
practical” as compared to the other transit options, which will 
be discussed in this paper.

Nuclear Pulse Rockets:
This section reviews nuclear pulse rockets, determining the 

current feasibility of the design mathematically and practically 
based on resource availability. The section will utilize a com-
parative analysis in comparing the resources required for this 
project to go interstellar with the resources we currently have 
right now.

Nuclear Pulse Rockets, as envisioned in Project Orion,16 
propel spacecraft by detonating small nuclear fission/fusion 
bombs behind a pusher plate to generate thrust from expand-
ing plasma. The rocket works by detonating the bomb, which 
releases massive amounts of neutrons and X-rays that heat the 
propellant to millions of degrees in Kelvin.17 This propellant is 
instantly vaporized and ionized, releasing plasma that expands 
at 19-31 km/s in the form of a “fireball,” which creates impulse 
when striking the pusher plate and accelerates the rocket. The 
“fireball” accelerates at 10000 g peaks, which is theoretically too 
great for a pusher plate to handle. Due to this, a shock absorp-
tion mechanism is implemented in the rocket, which utilizes 
hundreds of hydraulic absorbers to convert these 10000 g peaks 
into a constant 1-4 g acceleration, distributing force evenly 
across the vehicle mass. Figure 4 shows the implementation of 
these systems into the rocket, with a detailed structure of where 
these mechanisms are implemented into the rocket, helping 
understand the thrust process through visual demonstration.

Concepts of nuclear pulse rockets enable interstellar travel 
by consistent thrust and impulse through controlled nuclear 
explosions, helping the rocket reach fractions of the speed of 
light, theoretically up to 10%, but practically up to 5% in ideal 
conditions.18 Fission rockets are capped at about 20-100 km/h, 

the weight of 1 g, can only communicate weak signals that will 
be impacted by a Doppler effect due to the high velocity of 
the spacecraft, causing a shift in the wavelength of the signal 
emitted.11 This problem can be solved in 1 major way: making 
the communication system more powerful (stronger signals), 
which would normally require a bigger antenna to be used. 
But this isn’t possible due to the strict constraints placed on the 
mass of the probe, with innovations required in the precision 
of the signal, a sub-arcsecond precision. Potential solutions in-
clude gravitational lensing, which is the use of a star’s gravity to 
focus the signal back towards Earth, laser communication, and 
a relay concept where a line of probes passes the data between 
each other, a complex and unlikely alternative. The expected 
data would consist of images of exoplanets, stars, and scientific 
measurements (such as radiation, magnetic fields, and gases in 
space). However, fitting all the required sensors into the cam-
era combined with the navigation and communication systems 
within a single gram is virtually impossible with present tech-
nology. When bringing in the idea of a navigation system, a 
gyro and a star tracker can likely be placed within a gram’s 
weight, but the idea that they can sustain the high acceleration 
undergone by the probe, which requires radiation-hardened 
MEMS that can survive 15000 g, is unlikely.12 When talking 
about the camera, while medical equipment for surgical pur-
poses can go beneath the gram-mark, none of them meet the 
image quality requirements for the Breakthrough Starshot 
mission, which requires a minimum of 2 megapixels (MP).13

Hindrance: Collisions with space dust:
The fourth problem that arises is the likelihood of collision 

with space dust, most likely to occur with interplanetary dust, 
a factor only limited by the low exposure time of the probe 
to this form of dust within the solar system. The problem of 
collisions lessens significantly when entering the Oort cloud 
and the interstellar space between our solar system and the 
Centauri system, with an approximate particle density of 1 
atom per cubic centimeter, making collisions unlikely. When 
setting aside the probability of collisions, an actual collision 
with interstellar and interplanetary dust could cause surface 
erosion over the sail itself; the erosion largely varies depending 
on the dust that it collided against, a factor purely determined 
by probability we ourselves don’t know yet, but one that is for 
sure not likely. The greatest risk comes with passing through 
interstellar clouds like the Oort cloud, with an approximate 
density of 10⁹ atoms per km³, where an impact is not likely but 
cannot be ruled out.14

Hindrance: Lack of a braking system:
The f ifth and last problem identified in this paper is the 

lack of braking in the probe,15 meaning the sail would drift 
past the Centauri system, leaving only a short window for 
capturing photos. Despite this issue, the braking system is 
seemingly impossible to place onto the lightsail, considering 
the mass requirements, with the use of stars' own radiation/
gravity to slow down the probe, or otherwise known as photo-
gravitational assist, theorized to be one of the solutions to this 
braking problem. The main challenge arising with this is the 
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Figure 4: The image above is a detailed structure of a nuclear-pulse rocket 
with numerous individual components identified, such as the propellant 
magazines and the payload section, among others. Taken from an article from 
the “Department of Electrical and Electronic Engineering” titled “nuclear 
pulse propulsion.”
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to fruition, ignoring all of the impractical aspects of the design, 
it could be viable with the use of cryogenic sleeper ships to 
sustain life for the extremely long travel time of 440 years. It 
is also possible to send unmanned missions using this form 
of transit. The travel time could also be improved if we could 
increase the velocity of the ship from 0.01c to 0.1c, reducing it 
to almost 44 years with the help of relativistic speeds and mas-
sive energy scaling. However, another reason this mission isn’t 
likely to happen is the 1963 nuclear test ban,20 which disallows 
the use of nuclear bombs in active testing, a major necessity 
for this program to become experimental, showcasing that po-
litical reasons could be at the forefront of why nuclear pulses

This leads to the conclusion that nuclear pulse rockets are 
currently unviable for sub-century transit times to Alpha Cen-
tauri, as well as transit to Alpha Centauri on a general basis 
within the next millennia, when considering the practicalities 
of the large-scale energy requirements to power the vessel.

Nuclear Thermal Rockets and Nuclear Fusion Rockets:
This section analyses the feasibility of nuclear thermal rock-

ets and nuclear fusion rockets, aiming to identify their practical 
and mathematical feasibility. It aims to identify the amount of 
fuel required for these rockets to successfully go interstellar, 
using that constant to identify whether or not the concept is 
feasible as of right now.

Nuclear Thermal Rockets:
A Nuclear Thermal Rocket21 (NTR) is a rocket ship that 

uses a nuclear reactor to heat a liquid propellant, typically liq-
uid hydrogen, which gets heated up to extreme temperatures 
and rapidly expands through a nozzle to create highly efficient 
thrust by expelling the gas at high exhaust velocities (ve). This 
is shown in Figure 5, as shown below, showing how plasma is 
expelled through the nozzle and how the process is undergone. 
The primary use of the NTR is to provide a more efficient 
alternative to chemical rockets via the use of nuclear fission 
for heat instead of chemical combustion. Liquid Hydrogen 
is among the most efficient fuels available, consistently per-
forming better in terms of specific impulse compared to other 
rocket fuels such as liquid oxygen and liquid methane.

whereas fusion-based rockets range from 0.01-0.1c. This is 
primarily due to the much higher plasma exhaust velocities, 
occurring due to fusion’s higher energy density and lighter 
reaction products. Plasma velocity scales as ve∝√2𝐸/𝑚 where 
ve is the exhaust velocity of plasma.19 The exhaust velocity is 
much higher for fusion reactions because the mass of the ions 
ejected/yielded is much lower compared to fission products 
from U-235 or Pu-239. This can be shown by the reactions 
themselves, with the example of deuterium and tritium fusion 
with Lithium-6 Deuteride (LiD) as a fuel being compared to 
U-235 fission as shown below:

Fusion: ⁶Li + ¹n → ⁴He + ³H + energy (fission reaction to 
produce tritium)

²H + ³H → ⁴He + ¹n + energy (Deuterium-Tritium Fusion)
Fission: ²³⁵U + ¹n → ¹⁴¹Ba + ⁹²Kr + 3¹n + Energy (splitting 

of uranium nucleus)
These reactions show that fission reactions have ions of 

much higher masses (Ba-141, Kr-92) when compared to Al-
pha particles released by fusion reactions, allowing for the 
exhaust velocity of fusion reactions to be much higher than 
that of fission reactions.

This can be further shown by the Tsiolkovsky rocket equa-
tion,19 which calculates the maximum velocity achievable by a 
propellant-based rocket, given by Δv = ve ln(m0/mf), utilizing 
mass ratios to show why fusion reactions are preferred, where 
mo is the total mass of the rocket and mf is the final total 
mass. When comparing fusion-based and fission-based rock-
ets, fusion has a much higher exhaust velocity (ve) as previously 
assessed. Now, comparing the two of them, with the final ve-
locity of fission being 25 km/s and for fusion being 3200 km/s, 
the mass ratio (mo/mf) in the Tsiolkovsky rocket equation re-
quired for fission rockets is 10¹²⁰, and the mass ratio required 
for fusion rockets is 6.52, the latter of which is the only feasible 
possibility. Assuming that we would want the rocket to travel 
at 0.01c, which would take approximately ~440 years for the 
fusion rocket to reach Alpha Centauri, whereas it is impossible 
for the fission rocket. The energy required for the rocket to 
travel at such speeds can be calculated using the formula for 
Kinetic energy, Ek = (1/2)mv², where v is the exhaust velocity 
of plasma. A total propellant mass of 5.2 x 10⁹ kg and a velocity 
of 0.01c is needed for an interstellar-scale version of the nucle-
ar pulse, with 2.3 x 10²¹ J of energy required for this. A vessel 
like this would be “city-sized”, as described by Project Orion 
itself.16 The amount of energy itself is practically implausible, 
with a scaled estimate of around ~ 1 million nuclear fusion 
bombs required to power this gargantuan vessel, each weigh-
ing approximately 5 tons. For instance, we only have around 
10,000 nuclear fusion missiles on Earth today. Not to mention 
that the scale of a vessel like this requires immense structural 
engineering, with the engineering required far beyond our ca-
pabilities today. The pusher plate would also have to be able to 
sustain the plasma “fireballs” expanding at considerably high 
speeds for nuclear pulse rockets to be a viable form of interstel-
lar travel. The pusher plate aspect is considered impractical as 
of today due to the lack of any such materials on Earth which 
can sustain extreme temperature plasma (1,000,000 K+) ex-
panding at rapid velocities.17 However, if ever this design came 
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Figure 5: A detailed model of an NTR rocket and its parts aimed at depicting 
how the rocket generates thrust. Taken from an article by “The Conversation” 
titled “Nuclear rockets could travel to Mars in half the time − but designing 
the reactors that would power them isn’t easy.”
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However, an NTR cannot scale up to being an interstellar 
vessel because liquid propellant cannot achieve high enough 
exhaust velocities to have interstellar capabilities. As per the 
Tsiolkovsky rocket equation, it cannot reach the desired veloc-
ities to make interstellar travel possible. This is shown by the 
calculations below:

Δv = ve ln(m0/mf)
Taking the velocity as 9 km/s with a velocity of 0.1c.
(m0/mf) = 10¹²⁰
This mass ratio is impossible with current technology and 

likely even with future technologies. This makes the NTR an 
unrealistic and implausible vessel for interstellar transit, rather 
emphasizing its use for interplanetary travel, which is a realistic 
possibility. Though the energy density of fuels drastically limits 
the possible expansion of propellant-based rockets to interstel-
lar levels, propellants in the future with GigaJoule/Kg energy 
densities have the potential to be used for interstellar transit, 
though none have been discovered as of yet and most likely will 
not be discovered in the near future. This is also its intended 
usage, with NASA having plans for using the vessel for Mars 
transit, among other possibilities.

Nuclear Fusion Rockets (Daedalus Project):
While a traditional propellant-based NTR cannot go in-

terstellar, another nuclear-rocketship was proposed to. That 
is Project Daedalus,22 a nuclear fusion rocket using deuteri-
um fusion as the core propellant and using nuclear reactors to 
fuse them at high temperatures to expel helium gas at high 
exhaust velocities along with plasma. The rocket contains mas-
sive spherical tanks containing highly pressurized helium-3 gas 
and deuterium gas, as shown in Figure 6.

While a Daedalus rocket is scientifically feasible with viable 
mass ratios as per the Tsiolkovsky rocket equation, it requires 
an extremely large amount of deuterium and helium-3 fuel, ap-
proximately 50000 tons.24

This is practically impossible to gather on Earth due to the 
scarcity of helium-3, so scientists proposed mining this fuel on 
Jupiter, a gas giant with abundant sources of helium-3. This 
is the first feasibility challenge of Project Daedalus, as space 
mining is a concept of the far future, one that we have not 

implemented successfully. The scale of space mining is also a 
massive limitation when considering the requirement of over 
50000 tons of fuel. The mining would also take a large amount 
of time, almost 20 years.

The second challenge is the necessity for pellet microfusion 
or inertial confinement fusion (ICF),23 where pellets con-
taining deuterium and helium-3 are compressed and heated 
to extremely high temperatures using precision lasers to drive 
fusion.

The lasers would have to be extremely precise for this task, 
with perfect timing required and high energy recovery, the 
latter of which has a 17.5% burn-up, or in other words, mean-
ing that only 17.5% of the deuterium and helium-3 undergo 
fusion.23 While the remaining 82.5% is unburnt propellant, 
which still provides momentum to the rocket but doesn’t add 
to the fusion energy of the rocket. In lab conditions, ICF can 
achieve a maximum of 2-4% burn-up, vastly different from the 
conditions of a space vacuum. This results in even lower prac-
tical burn-up rates, less than 1% when considering the massive 
scale-up from nanoscale experiments to space vessels operating 
on kg-scales.24

The vessel could reach approximately 12% of the speed of 
light and was targeting Barnard's star,22 a target it could reach 
in 50 years, whereas it could reach Alpha Centauri in about 
40 years. All said, the immense scale of this vessel combined 
with the impracticalities of its fuel usage renders the concept 
currently impractical; however, with future advancements in 
helium-3 production, laser internal confinement fusion (ICF), 
and rocket scaling, we may be able to go interstellar with the 
Daedalus fusion rocket.

Antimatter Propulsion Systems:
This section aims to analyze the feasibility of antimatter 

propulsion, identifying the concept’s feasibility through the 
calculation of the mass of antimatter required for rocketships 
to go interstellar at particular velocities. The review will use 
this calculation of the antimatter mass required to assess the 
feasibility of the concept; this is because antimatter can only 
be obtained in limited quantities, with the quantity being the 
primary requirement for propulsion systems.

“Antimatter” is defined as the mirror image of normal mat-
ter,25 the matter that surrounds us everywhere today. Normal 
matter consists of protons, electrons, neutrons, quarks, neu-
trinos, and more.25 Antimatter particles have the same mass 
as normal matter particles but have opposite charges and dif-
ferent quantum numbers (baryon and lepton numbers). Our 
solar system and the entire observable universe seem to be 
composed overwhelmingly of normal matter, rather than an-
timatter, a problem or “paradox” that has puzzled physicists for 
almost a century.26 This was due to the fact that most physi-
cists believed that when the Big Bang occurred, antimatter and 
normal matter should’ve been equally distributed, which isn’t 
the case as per our current identifications. When Antimatter 
and Normal Matter meet or “collide”, they “annihilate” and un-
dergo conversion into pure energy in the form of high-energy 
photons, neutrinos, or other particles.27 This can be modeled by 
Einstein's energy-mass equivalence, 𝐸=𝑚𝑐², where the energy 
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Figure 6: A hypothetical visualization of the Daedalus vessel traveling in 
space. Taken from an article by “The Velvet Rocket” titled “Project Daedalus.”
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released by annihilation can be measured by multiplying the 
combined mass (m) of the colliding particles by the speed of 
light squared (c²). This comes into play for propulsion systems 
when considering the immense energy produced by annihila-
tion compared to its mass. For a gram total of antimatter and 
matter, 9 x 10^¹³ joules of energy are produced in annihilation. 
Comparatively, one gram of enriched nuclear fuel composed of 
U-235 releases 8.22 x 10^¹⁰ joules of energy, and one gram of 
hydrogen fuel releases 1.2 x 10^⁵ joules of energy. Due to this 
significant energy density, matter annihilation is a huge pros-
pect for space propulsion systems, offering more advantages 
than any other propulsion system available to us.

When talking about propulsion, annihilation becomes a 
prospect when considering interstellar transit because it is one 
of the few propulsion systems— if not the only one— that can 
significantly scale up spacecraft velocities to relativistic scales 
purely based on meeting energy requirements. The annihila-
tion reaction most viable for space travel is proton-antiproton 
annihilation, where protons of positive charge collide with an-
tiprotons of negative charge. The reaction is shown below:

p + p̄ → 2𝜋- + 2𝜋+ + 𝜋⁰, where 𝜋 represents a pion, a primarily 
unstable particle which then further decays into electrons and 
positrons, gamma rays (photons), and neutrinos. The primary 
energy produced by these comes from gamma rays, which are 
high-energy electromagnetic waves. When used in propulsion, 
the electrons and positrons produced move at relativistic speeds 
of about 0.2c to 0.3c; this provides magnetic nozzle thrust in 
propulsion when these particles are fired out through the noz-
zle, accelerating the rocket. This can be put into perspective 
using the relativistic rocket equation,28 as shown below:

𝛥𝑣=𝑐𝑡𝑎𝑛ℎ−1(v/c)(ln(mo/mf))
where 𝛥𝑣 is the final velocity, and v is the exhaust velocity. Us-
ing this formula, the required mass ratios can be identified to 
produce speeds of 0.1c, 0.25c, and 0.50c. For 0.1c, the mass 
ratio of mo/mf is 1.49, which, in scale, is approximately 24.5 
kg of antimatter and 24.5 kg of matter. At this speed, it would 
approximately take 86 years to travel to Alpha Centauri. For 
0.25c, the mass ratio is 2.78, which, in scale, is approximately 
89 kg of antimatter and 89kg of matter. At this speed, it would 
take approximately 34.4 years to travel to Alpha Centauri. For 
0.5c, the mass ratio is 9.0, which, in scale, is approximately 400 
kg of antimatter and 400 kg of matter. At this speed, it would 
approximately take 17.2 years to travel to Alpha Centauri.

While Antimatter Propulsion would allow us to reach Alpha 
Centauri within a century of travel time, it is a technology be-
yond what we could achieve right now. This is primarily due to 
the 3 reasons. The first is the lack of production capabilities,29 
with CERN, one of the only facilities in the world capable of 
producing antimatter, and the largest one, only producing 1-2 
nanograms of antiprotons annually, at an efficiency of 10-⁹. This 
means that 10²⁷ joules of energy would be required to produce 
just a gram of antimatter, let alone the 24.5 kg required for 
the bare minimum required for sub-century interstellar transit. 
The second issue is the lack of storage technology, with pen-
ning traps only being able to hold micrograms for minutes at 
a time via magnetic fields.30 The environment in space, due to 

charge effects, can cause these antiprotons to leak at larger den-
sities and scales; with kilogram requirements posing significant 
storage risks due to annihilation from antimatter leakage. The 
third and last issue is the lack of thrust efficiency, with 40% 
of energy escaping as unstable gamma rays,31 combined with 
pion beams, as well as muons escaping the nozzle before decay, 
reducing practical efficiency to about 50%. This results in an in-
crease in mass ratios to accommodate this inefficiency, leading 
to almost double the amount of antimatter required to produce 
theoretical thrust, alongside the increased scaling requirements 
and containment requirements, making it highly unlikely that 
annihilation thrust can be efficient. This is further reinforced 
by Figure 7, as shown below, which shows how likely protons 
and antiprotons are to annihilate at different collision energies. 
It matches the data shown above by showing that low energies 
or slow particles give high annihilation rates with pion beams 
for thrust, as shown by the 0.2-0.3c speed of relativistic elec-
trons and positrons. High energies make annihilation rates low, 
explaining why CERN needed vast power to produce a tiny 
yield of antiparticles. This can be explained by quantum field 
theory (QFT), which states that protons and antiprotons are 
bundles of quark fields.32 When quarks and antiquarks touch, 
they cancel out via the strong force of gluons, releasing energy 
that forms pions. This explains why cancellation is easier at low 
speeds and harder at higher speeds, explaining efficient thrust 
from low annihilation or low speeds, and also why accelerators 
struggle to make antiprotons.

Solutions for the problem of producing antimatter are of-
ten difficult to find, but one proposed solution is to harvest 
antimatter from space,33 which is seemingly abundant in an-
tiprotons formed from cosmic rays and solar flares, found in 
trace amounts and low densities. Scientists have theorized 
finding large amounts of antiprotons in Jupiter, while unlikely 
due to the fact that antimatter annihilates very quickly when in 
contact with normal matter. This solution would require us to 
find antimatter hotspots in deep space, with abundant spots in 
the center of our galaxy, as well as spots near supernovas. This, 
alongside development in our particle accelerators, especially in 
improving the efficiency in producing antiprotons and antipar-
ticles, is key to increasing our antimatter production to reach a 
threshold where we can produce enough for interstellar transit, 
among other potential uses.
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Figure 7: log-log plot of proton-antiproton total/elastic cross-sections (mb) 
vs energy squared (GeV2). Taken from an article by “The Physics Stack 
Exchange” about quantum field theory in antiproton-proton collisions.
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Faster Than Light (FTL) Travel:
This section of the paper assesses the feasibility of hypo-

thetical frameworks for interstellar travel, including wormhole 
transit and Alcubierre warp drives. The review will analyze how 
“theoretical” these concepts are, with a practical assessment of 
whether or not these concepts can become viable in practice, 
rather than just being rooted in scientific theory.

Faster Than Light (FTL) travel34 is a theoretical and hy-
pothetical framework in which spacecraft can travel at speeds 
greater than the speed of light (c) of 3 x 10^⁸ m/s in a vacuum. 
FTL is currently considered impossible via relativity, where 
objects would need to have imaginary mass and infinite energy. 
This violates causality, which states that an effect cannot hap-
pen before its cause, with the violation occurring because FTL 
travel can allow time travel into the past, causing paradoxes 
such as the grandfather paradox.35 The grandfather paradox is 
a thought experiment in which a local contradiction is high-
lighted: if you travel back in time to before your father was 
conceived by your grandfather and kill your grandfather, you 
would never have been born, meaning you couldn’t have trav-
eled back in time to kill your grandfather in the first place, 
creating an impossible-to-imagine loop or “paradox”. FTL 
travel would allow us to reach Alpha Centauri and beyond, in 
near-instantaneous times, due to the nature of FTL travel ex-
ceeding the speed of light, allowing for infinite speeds.

The main forms of FTL travel proposed by researchers in-
clude the Alcubierre Warp Drive36 and Wormhole Travel.37 
The Alcubierre drive proposes that space-time can be warped, 
contracting space in front of the ship and expanding it at the 
back of the ship, creating a “warp bubble” that carries the ship 
along FTL speeds as shown by Figure 8. While mathematical-
ly consistent with Einstein’s general relativity, it requires exotic 
matter37 with negative energy density and immense energy, 
negative in nature.

The warp drive is often conceived in science fiction, without 
much practical experimentability, due to its nature of violating 
the fundamental laws of relativity and causality.

22The other solution is wormholes, which act as shortcuts 
through space-time, essentially creating a direct path between 
two discrete points in space-time without traveling to them in 
a direct path, as shown by Figure 9. General Relativity suggests 
that they would collapse instantly and that they would need 
exotic matter with infinite energy to be stabilized.36 Worm-
holes are also not proven to exist, with no observational proof, 
further adding to their “hypothetical” state of conceivability. 
Wormholes are often present in science fiction rather than 
real-life experiments and studies, due to their requirement of 
exotic matter, another term unproven.

Summary of discussion and comparison between interstellar 
vessels:

This section of the paper is the summary of all the analyses 
of the "feasibility of different interstellar space travel vessels 
and the methods they utilize”. This paper hypothesizes that 
laser lightsails are the most feasible interstellar transit meth-
od relative to both realistic and theoretical models due to the 
resource scaling and technological requirements being much 
lower relative to these systems.

The hypothesis restated above holds after the analysis con-
ducted. This is because the laser lightsail is not only the vessel 
that needs the least energy to operate when compared to other 
models, as shown above by Figure 10; it is also the most prac-
tically applicable model among the lot. This is because much 
of the laser lightsail’s design is grounded in realistic modeling, 
without any design being explicitly implausible, with the aspect 
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Figure 8: A visualization of the Alcubierre warp drive, contracting Space at 
its front and expanding it at the back, “warping space-time”. Taken from an 
article about the warp drive by the Space Newsletter.

Figure 9: A visualization of a wormhole creating a hole in space-time, 
allowing for a means to travel between two points in 3D space directly. Taken 
from an article by “Medium” about the latter.

Table 1: A comparison of the energy requirements of different interstellar 
vessels and their respective transit times. Made with the help of the findings 
in this paper.
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of the laser array being a bit unrealistic due to the significant 
energy requirements, but something that can be achieved in 
the future with significant advancements in energy production. 
With the development of the laser, the development of reflec-
tive sail technologies is advancing, already being developed in 
the form of a dielectric mirror; this will likely be achieved in 
the near future with significant scientific advances in the study 
of reflective materials. The other unrealistic aspect is the con-
trolled mass of only 1 g, with the lack of sufficient parts to build 
a navigation system, communication system, and a camera be-
ing evident. With these implementations in order, the lightsail 
is proven to be capable of achieving interstellar travel to Al-
pha Centauri within 20 years at a velocity of 0.2c, grounded 
in physics and accurately modeled far less than the sub-cen-
tury transit requirement posited as a metric of "feasibility" in 
the introduction. Even though it isn’t likely that we achieve a 
fully operating model of Starshot within our lifetimes, it isn’t 
something too unrealistic. Especially when compared to the 
other interstellar vessel designs, which is the next part of the 
discussion. While significant advances are required in the field 
of science to create a fully functional and operating laser light-
sail as described in Breakthrough Starshot, these advances are 
significantly more rooted in realism when compared to nuclear 
pulse rockets, nuclear fusion rockets, nuclear thermal rockets, 
and antimatter propulsion systems.

To start, nuclear pulse rockets are completely unrealistic due 
to their substantial size and scale, paired with the requirement 
of up to a million nuclear fusion bombs. This count is not only 
hyper-unrealistic in terms of our current production capabil-
ities, but also unrealistic in terms of the amount of uranium 
and plutonium deposits present on Earth, not enough to build 
a million nuclear fusion bombs. This also pairs with our lack 
of infrastructure capabilities to build a “city-scaled” vessel, 
which is required to pursue interstellar destinations such as Al-
pha Centauri. Alongside this, we would have to discover new 
materials capable of withstanding high-temperature plasma 
constantly barraging against them to ensure a working pusher 
plate is designed to allow the rocket to work. All these factors 
combine and make a concise point against the possibility of 
nuclear pulse rockets being used for interstellar travel, due to 
the implausibility in its design, even though they can theoreti-
cally reach Alpha Centauri within a century.

Secondly, Nuclear Thermal Rockets (NTR) are chemical 
rockets using a fusion or fission reactor to generate thrust by 
rapidly heating liquid hydrogen. The fact that it is a chemical 
rocket itself proves that the design isn’t feasible for interstellar 
travel, especially interstellar travel within a century’s duration. 
This is because the liquid propellant cannot produce enough 
exhaust velocity to accelerate the rocket to the required rela-
tivistic speeds. While not shown in the figure above, no NTR 
rocket will ever be capable of achieving interstellar travel due 
to the combustion-oriented process of flight.

The other nuclear rocket considered is the nuclear fusion 
rocket, as imagined in Project Daedalus. The reason this de-
sign is also impractical and not feasible is that it relies on laser 
inertial confinement fusion (ICF), a process that has less than 
1% efficiency in terms of fusing deuterium and helium-3 mol-

ecules into sufficient gas to create enough thrust, rendering the 
exhaust velocities too low to even consider going interstellar. 
The other reason being that there is no possible way to gener-
ate enough helium-3 on Earth to power this rocket, with the 
idea of space-mining/harvesting being considered but implau-
sible due to insignificant advancements in the field of space 
harvesting in the current day.

When talking about antimatter propulsion, it has significant 
groundwork and theory laid upon it to prove that it is possi-
ble, with antiproton annihilation creating more than enough 
energy to take us to Alpha Centauri if enough antimatter is 
accumulated. Only 89 kg of antimatter is required to take a 
spaceship to 0.25c. However, when you look at the key term 
only, it reveals a lot, because we are only able to produce a few 
nanograms of antimatter on an annual basis. While antimatter 
propulsion is the most energy-dense form of propulsion avail-
able to us, we simply can’t get our hands on enough antimatter 
to make this system possible. Even if we can scale up antimatter 
production with the increase in the number of particle accel-
erators, we wouldn’t be able to contain or store the antimatter 
without risking leakage, which can lead to annihilation and 
hence major safety concerns. This, paired with the inefficiency 
of antimatter production, currently at 10-⁹, makes antimatter 
propulsion improbable to be implemented in the near future, 
rendering it unfeasible even though it theoretically can achieve 
sub-century star transit.

The last option explored, FTL travel — that of the Alcu-
bierre warp drive and Wormhole travel — is heavily rooted in 
theory but completely neglected in practice. While wormholes 
and the Alcubierre warp drive do offer us a direct path to a 
potential interstellar system, they aren’t proven, and they might 
not be proven in the near future, rendering them unfeasible as 
of right now without any significant scientific advancements in 
the field. These transit methods require the discovery of exot-
ic matter, matter with negative energies and immense energy, 
often infinite. FTL travel itself is highly paradoxical in nature, 
with the specifications of going faster than light with an object 
of mass impossible as per general relativity, allowing an object 
to go back in time, creating paradoxes like the grandfather par-
adox, violating causality, and hence unfeasible as of right now.

This analysis shows that while all of these designs may be un-
feasible as of right now, the laser lightsail is the most practical 
because it is the least impractical, which proves the hypothesis 
stated in this paper's introduction to be correct, based on the 
extensive analysis conducted on each interstellar transit vessel.

�   Conclusion 
Continuing directly from the discussion, the laser-lightsail 

has been identified as the most effective and “practically fea-
sible” interstellar travel vessel. Restated from the discussion, 
the laser-lightsail is the most “feasible” because it has the least 
energy requirements relative to the other vessels (referenced 
in Table 1), alongside having the most realistic material re-
quirements, while also having the quickest travel times when 
compared to the other vessels.
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However, other key findings include: Antimatter Propulsion 
could be the future of interstellar travel if we can find a way to 
produce enough antimatter and store it. The mass requirements 
are around 24.5 kg to reach Alpha Centauri in a sub-century 
time of 89 years. Nuclear Pulse Rockets remain largely imprac-
tical due to the large quantity of nuclear-fusion bombs required, 
on the scale of millions. This is further perpetuated by the fact 
that no pusher plate can withstand the extreme temperatures of 
the plasma produced (upwards of a million K) from the fusion 
process undergone in the rocket; While contained fusion rock-
ets expelling fusion byproducts as propellant, such as Project 
Daedalus, are mathematically consistent, they require tons of 
helium-3 fuel. This is not achievable, as we cannot produce 
large amounts of helium-3 fuel, meaning that we would have to 
invent new methods of production. Furthermore, laser internal 
confined fusion (ICF) is a new–modern nuclear fusion method 
using highly precise methods that is used in this rocket, how-
ever it only has an efficiency of around 2-4%, meaning that we 
would have to improve the efficiency of laser ICF for this to be 
applicable; Nuclear thermal rockets (NTR) using liquid hydro-
gen propellant and nuclear fusion to expel this propellant are 
impossible for interstellar travel. This is because unobtainable 
amounts of propellant would be required, exceeding 10¹⁰⁰ kg, 
for this rocket to be viable. However, NTR can be feasible for 
interplanetary travel to nearby planets like Mars, Jupiter, and 
further beyond, as nuclear fusion is extremely efficient with 
liquid-hydrogen combustion when covering smaller distances 
within our solar system. Moreover, wormholes and Alcubierre 
warp drives are purely theoretical prospects for interstellar 
travel. While they do not exist and cannot exist according to 
the laws of physics, as they require exotic matter, if they did, 
they would certainly be the most efficient process for interstel-
lar travel due to near-instantaneous transit times.

All in all, using this explanation, it is understood that la-
ser lightsails (Starshot) are the most feasible as of today, with 
Nuclear Pulse Rockets following (fusion-based), then the An-
timatter Propulsion System, followed by the Daedalus Project 
model, after which the theoretical models of wormholes and 
warp drives enter the frame. This clear order showcases that 
Laser lightsails, while still not being practical as of today, have 
the most potential to become a realistic solution in the future, 
with the rest being less practical comparatively.

To conclude, while interstellar travel remains largely imprac-
tical as of 2026, it could be feasible with future advancements 
in physics and propulsion, which scientists predict could hap-
pen by the year 2113, keeping our hopes of going interstellar 
alive, helping us possibly answer the famed question proposed 
eons ago: are we alone? All in all, from the extensive analy-
sis conducted, it is highly recommended that researchers look 
into advancing our research on laser lightsails and the Starshot 
model, working on improving current material and technology 
constraints, followed by energy practicalities.
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ABSTRACT: This literature review explores the effects of early intervention and its impacts on cognitive and socio-emotional 
development in infancy and early childhood with Down Syndrome. Being a neurobiological disorder, it affects key areas of cognitive 
and socio-emotional functioning. As a disorder characterized by its congenital nature, key developmental phases wherein emotional, 
social, and cognitive skills are meant to mature are inevitably affected. This leads to irregularities in behavioral traits, emotional 
perception, interpersonal and situational interaction and awareness, and more, which present significant barriers to maintaining a 
successful professional lifestyle and an emotionally fulfilling personal and social lifestyle. While the structural differentiations are 
incurable, early intervention plans targeted at the cognitive and socio-emotional consequences of these structural differentiations, 
implemented in the early stages of Down Syndrome, at infancy and childhood, can support and enhance development, showcasing 
short-term and long-term benefits. This literature review posits that while there are varied results to early intervention plans and 
treatment plans that focus on supporting development at early stages to take advantage of the neuroplasticity of the brain at young 
ages, they are largely beneficial and pose no harm in their contribution to social and emotional development. This literature review 
expands the in-depth understanding of how and why early intervention plans, in particular, benefit cognitive and socio-emotional 
development, contributing to the knowledge base of early intervention research for people with Down Syndrome during the 
infant and childhood stages.

KEYWORDS: Behavioral and Social Sciences, Neuroscience, Down Syndrome, Cognitive and Socio-Emotional Development, 
Early intervention.

�   Introduction
Down Syndrome is characterized by challenges with respect 

to reciprocating someone's feelings, communicating what 
they think verbally and through body language, and more. 
Defined as an intellectual disability, it impacts cognitive, so-
cio-emotional, behavioral, and physical development and traits. 
Phenotypic traits include distinctively flattened facial features 
and upward-slanting eyes,1 while behavioral, socio-emo-
tional, and cognitive differentiations include difficulties with 
maintaining attention, short- and long - term memory, social 
navigation skills, and executive function.2 Down Syndrome is 
a developmental disorder caused by a genetic mutation - Tri-
somy 21, a biological phenomenon entailing a supernumerary 
chromosome 21. This occurs when an extra chromosome 
appears in the 21st autosome, which leads to certain differ-
ences in cognitive and socio-emotional development.3 This 
mutation leads to certain structural differences in the brain; 
neurons experience stunted dendritic growth, resulting in a 
smaller overall brain size, which is considered to play a sig-
nificant role in cognitive and socio-emotional developmental 
difficulties. While the biological root cause of these difficulties 
cannot directly be addressed or cured in any way with current 
technology and scientific knowledge, early intervention plans 
target working directly on the hampered skills - for eg. social 
interaction - and have been known to have beneficial short 
and long - term benefits, of which improved intellectual and 
adaptive function (long - term) and higher IQ levels, though 
these tended to recede slightly with age (short - term) are some 

of the most significant.4 These results are primarily the result 
of early intervention plans, as implementing programs along-
side key developmental phases allows this development to be 
supported and guided at its most crucial and delicate stages. 
Research into the impacts of responsive teaching and model 
preschool programs displays considerable improvements in 
patients with Down Syndrome with respect to cognitive and 
socio-emotional developmental areas while addressing minor 
ethical risks, overall outlining the largely beneficial nature of 
early intervention plans and their valuable contribution to 
cognitive and socio-emotional development. This literature 
review analyses the structural differentiations in the brain and 
provides a baseline association with cognitive and socio-emo-
tional development in Down Syndrome, highlighting the root 
cause of the underdevelopment of these traits. It then covers 
cognitive and socio-emotional development in Down Syn-
drome as a separate topic, establishes the connection between 
the two more strongly, and introduces responsive teaching and 
model preschool programs as successful early intervention 
plans, highlighting their advantages, disadvantages, and risks, 
and provides an overall view and details the reasons behind 
the outcomes of early intervention plans. It then evaluates the 
real-life implications of early intervention programs and how 
they longitudinally influence the well-being of Down Syn-
drome patients.
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�   Discussion 
Cognitive and socio-emotional development in patients with 

Down syndrome:
Cognitive and socio-emotional processes are crucial to effec-

tive thought and emotion control. Processes such as executive 
function (the lack, inhibition, or delay of executive function 
referred to as executive dysfunction) are found to undergo 
delayed or insufficient development in patients with Down 
Syndrome, leading to difficulties in social cognition skills and 
interpersonal communicative skills. Social understanding and 
engagement skills are central to intellectual development and 
a significant driver of overall development,5 especially during 
younger years at peak neuroplasticity levels when the brain is 
still forming and developing cognitive and socio-emotional 
structures and processes.6 Many children with IDs (intellec-
tual disabilities) display a difference in rate of development of 
normal cognitive and socio-emotional abilities rather than a 
big difference in the development of the abilities themselves,7 
and behaviors exhibiting typical social behaviors occurred at a 
lower frequency as compared to typically developing children 
- especially in self-reliant and competitive contexts.8

In Down Syndrome, on the other hand, there are multiple 
early indicators of emerging cognitive understanding that 
develop atypically, including dyadic interactions between the 
adult and the infant (mutual gaze, focal nature of gaze, reading 
of social signals, etc).5 Early dyadic interactions between infants 
and adults serve as a critical foundation for socio-cognitive 
development, interactions which are normally characterized 
by the infant's steadily growing receptiveness to subtle social 
and communicative signals.5 These interpersonal exchanges 
facilitate the transition to more complex interpersonal inter-
actions within the first year of life, including the emergence 
of joint attention, intentional pointing, requesting behaviors, 
and imitative learning, wherein infants assume an increasingly 
leading role. This is instrumental in cultivating higher-order 
cognitive skills, most notably emotional recognition and theo-
ry of mind,5 which are essential for successful social navigation 
and interpersonal understanding,9 which are also, in turn, big 
factors of socio-emotional development through further years 
of childhood. Mutual gaze, an important marker of typical 
Early dyadic interaction, is slow to emerge in infants with 
Down Syndrome, but is then maintained at a high level in 
the middle of the first year,5 which is when it declines in typi-
cal development as the infant begins to pay more attention to 
the wider social and physical world, perhaps due to a need for 
more looking time to obtain the same amount of information 
or hypotonia. The ‘focal nature’ of the gaze of children with 
Down Syndrome entails a fixation on the parent’s/caregiver’s 
eyes rather than exploring other facial features, which could 
signify potential future implications in emotional recognition, 
leading to a significant hurdle in their ability to read critical 
social cues.5 The lack of the utmost foundational interpersonal 
skills compromises intellectual as well as overall development 
in the brain, as the knowledge garnered from social explora-
tion is not gathered, and development in children with Down 
Syndrome builds onto already existing manifestations of exec-
utive dysfunction. This inhibition of development is mirrored 

in structural differentiations visible in the anatomical devel-
opment of the brain, affecting cognitive and socio-emotional 
development.

The structural differentiations in the brain associated with 
cognitive and socio-emotional development due to Down Syn-
drome:

The main basic structural difference exhibited in brains af-
fected by Down Syndrome includes dendritic atrophy, which 
strongly affects cognitive and socio-emotional development.10 
There are some set criteria against which the extent of den-
dritic atrophy is measured: the number of dendritic branches, 
the number of dendritic branch segments, and dendritic length 
and growth, the underdevelopment of which leads to cognitive 
impairment.11

The above diagrammatic representations, Figure 1 and Fig-
ure 2, demonstrate how brains impacted by Down Syndrome 
undergo dendritic atrophy, where the number of dendritic 
branches forming from the neurons reduces, and the frequen-
cy of growth decreases, leading to lower dendritic density and 
weaker neural connections. The neural networks formed in 
brains that are regularly developing demonstrate significantly 
higher levels of complexity, interconnectedness, and strength.

A study on the dendritic growth of brains impacted by 
Down Syndrome was conducted with a group of Down Syn-
drome patients and a control group ranging from infancy to 
early childhood stages.10 While the total number of dendritic 
branches was higher in infants affected by Down Syndrome, 
it quickly reduced in comparison to the control group. By 
around 5 years old, DS patients had a significantly lower total 
number of dendritic branches as compared to 5-year-olds in 
the control group, wherein the number had slightly increased 
with age. A similar effect was seen considering the number 
of dendritic branches - while infant Down syndrome patients 
displayed a high number of dendritic branch segments, they 
quickly fell with age, while unaffected children in the control 
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Figure 1: Representation of regular development of neural networks in 
neurotypical brains showing an approximation of dendritic branching and 
density.

Figure 2: Representation of the development of neural networks in the brains 
with Down Syndrome, showing an approximation of dendritic branching and 
density as a result of dendritic atrophy.
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group experienced a quick increase in the number of dendritic 
branch segments.

Dendritic growth exhibited, again, similar tendencies - while 
there was a visible spurt in growth in the first four months of 
life, dendritic development significantly deteriorated after. In 
the control group, dendritic growth and expansion continued 
through early developmental stages and through childhood, 
the end age being unclear, but definitely continuing up to the 
age of five. Dendritic length, however, decreases from infancy 
itself in direct contrast to the control group, where dendrit-
ic length continues to increase as age increases. There is also 
often a lower number of neurons overall in Down Syndrome 
patients, the existing neurons solely exhibiting underdeveloped 
dendritic arborization - a characteristic of old age, earning the 
label of premature neuron aging. Abnormal dendritic length 
of the spines and underdeveloped dendritic arborescence are 
particularly identified in cortical pyramidal neurons, crucial 
to cognitive functioning.11 This significantly hinders neuron 
connection, and the consequent reduction in synaptic density 
significantly hinders neuron connection, and negatively affects 
the brain's ability to form proper neural networks. These struc-
tural changes in the brain circuitry affect the processing and 
transmission of information and brain plasticity, including the 
ability to form new connections and the capacity for learn-
ing and adaptation. Due to its nature, the cognitive gaps grow 
along with patients, and cognitive learning slows down, under-
going a ‘progressive postnatal degenerative process’.11

Other structural abnormalities include an immature gyral 
pattern,12 which inhibits neural processing;13 irregular neo-
cortical laminar formation,14 essential for higher cognitive 
function; and delayed myelination of cortical fibers,15 the neu-
ral pathways in the cerebral cortex responsible for a multitude 
of cognitive and sensory functions.16 While these changes are 
hard to control or slow down after a certain age, intervention 
plans targeted at slowing down or stabilizing cognitive and so-
cio-emotional degeneration at an early, developmental stage 
have a significant positive impact on people with Down Syn-
drome’s lives.

Early Intervention plans aimed at improving cognitive and 
socio-emotional development:

Early intervention plans have higher success rates as com-
pared to therapies conducted for older individuals with Down 
Syndrome,17 as they take advantage of the high neuroplasticity 
of infant brains, intervening during periods of crucial, foun-
dational, cognitive and socio-emotional (as well as overall) 
development.18 Responsive Teaching, or RT, is one example of 
an early intervention plan. The program trains parents/caretak-
ers of the patient on how to navigate interpersonal interactions 
with the patient to facilitate optimum developmental progress 
with more ease. The introduction of responsive interaction 
strategies into everyday correspondence encourages active en-
gagement and learning processes, supporting more beneficial 
socio-emotional and cognitive development. There are 5 re-
sponsive interaction strategies. Reciprocity (using mirroring to 
join in an activity, being physically available and interactive, 
sustaining repetitive play, and maintaining face to face play 

void of external distractions such as toys), Contingency (tak-
ing the child's perspective, rapid identification and response to 
non-verbal requests, translating the patients actions into words, 
acknowledging unintentional vocalisations), Shared control 
(communicating without asking questions, imitating the pa-
tient's actions, giving the patient frequent opportunities to 
make independent choices, waiting for more mature respons-
es rather than accepting every immature response from the 
patient), Affect (being animated, accompanying verbal com-
munication with non-verbal communication, talking about 
novel or valuable actions of the patient), and Match (adjusting 
requests and interactions to the patient’s unique developmen-
tal level). In a study conducted throughout the duration of a 
year, with 50 children with Down Syndrome and other similar 
developmental disorders, the developmental rate was proven to 
increase significantly with large jumps in the patients’ capaci-
ties for expressive and receptive language.19 Specifically, there 
was a 64% increase in cognitive development, 167% increase in 
expressive language, and 138% increase in receptive language, 
resulting in a 123% overall increase in developmental rate.

Another example of an early intervention plan is an ear-
ly intervention preschool program. One empirical study 
investigating the early intervention focused on 4 key de-
velopmental areas in infants with Down Syndrome - Gross 
motor development, Fine motor development, Socio-emo-
tional development, and cognitive and language development. 
The intervention plan implemented activities that encouraged 
movements such as turning, crawling, sitting, and walking, 
tailored to each infant's unique capabilities and progress, to 
support gross motor development. Activities centered around 
hand-eye coordination and manipulation skills were imple-
mented to strengthen fine motor development. Instruction 
supported family activities and parent/caretaker involvement 
in aid of social and emotional development, and encourage-
ment of communication through activities such as singing, 
finger games, and responsive talking was implemented to 
support cognitive and language development. Another study 
targeted and evaluated six key skill areas - gross and fine mo-
tor, cognition, receptive and expressive communication, and 
social self-help. Similar to the first study, parent involvement 
and instruction in all areas of instruction played a critical role 
in supporting the development of the children. Both stud-
ies display significant improvements in overall development. 
Hines and Bennett’s study employed the Gesell Infant De-
velopment Scale (which assesses development in four areas 
- motor, adaptive, language, and personal-social skills) and 
assessed the infants with Down Syndrome at 4 - 6 months, 
at one year, and then at regular annual intervals. Tracking 
gross and fine motor skills, cognitive and language abilities, 
adaptive and interpersonal behavior, DQ(developmental quo-
tient) of participants of the intervention plan were proven to 
remain stable, contrary to the trademark decrease in cognitive 
and socio-emotional abilities usually seen in patients of Down 
Syndrome, and directly in contradiction to the biological de-
velopment of Down Syndromic brains.4 Fewell and Oelwein’s 
study assessed the DQ of its participants as well, but through 
calculation of the IR (Intervention Rate, the rate of develop-
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school programs and responsive teaching, target maintaining 
or improving cognitive and socio-emotional developmental 
rates through targeting the symptoms, including interpersonal 
interactions, social engagement, and awareness, etc., and are ef-
fective in increasing the rate and the peak levels of cognitive and 
socio-emotional development.4,8,17–20 Longitudinal research on 
early intervention programs is not available in large quantities, 
and therefore, this domain requires more extensive research 
to be done to more reliably gauge the general effectiveness of 
early intervention programs through childhood and adulthood, 
across children with Down Syndrome across the spectrum of 
severity. Structural abnormalities associated with Down Syn-
drome pose a considerable opportunity to learn more about the 
developmental barriers and causes of the atypical development 
but are not explored in depth past dendritic atrophy and a basic 
understanding of the visually atypical elements of the brain; 
an aspect that therefore demands to be researched more in-
depth to investigate its role in socio-emotional and cognitive 
development more thoroughly, and gradually lead to a sure 
command of the causes of Down Syndrome and effective early 
intervention plans. Research on social cognition is another vast 
gap in research about DS, due to an inaccurate perception that 
children with Down Syndrome have high socio-cognitive abil-
ities due to high levels of sociability, which is not and should 
not be considered a true indicator of the necessary socio-cog-
nitive abilities required to maintain a healthy, social life, and 
longitudinal and bidirectional relationships.5 Therefore, future 
research should focus on socio-cognitive challenges that people 
with Down Syndrome face, particularly emotional recognition 
and Theory of Mind.
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ABSTRACT: Indigenous lands host 80% of the world’s biodiversity. However, their environmental stewardship—driven by 
their high awareness of nature and confirmed by the UN Declaration on the Rights of Indigenous Peoples (UNDRIP)—is often 
viewed as an obstacle for industrial projects and global market access. While the conflict between sovereignty and globalization 
is well-documented, a significant gap remains in understanding how Investor-State Dispute Settlement (ISDS) mechanisms 
use data manipulation to bypass treaty-protected rights. This paper argues that, within ISDS arbitrations, private corporations 
use non-objective information, failing to meet standards of Free, Prior, and Informed Consent (FPIC) and violating Indigenous 
sovereignty. By analyzing the 1855 Treaty of Point Elliott, the USMCA, UNDRIP, the technical reports, and Joint Aquatic 
Resources Permit Applications ( JARPA), this research examines the 2011–2016 conflict over the Gateway Pacific Terminal at 
Cherry Point (Xwe’chi’eXen). The findings suggest that corporations provide reconstructed data and non-objective environmental 
projections to subvert Indigenous opposition in favor of market access. This dysregulation is empowered by the ISDS mechanism, 
which allows foreign investors to sue Indigenous autonomies and host states in private tribunals if any protections interfere with 
expected profits. Ultimately, this paper demonstrates the vulnerability of Indigenous rights within modern trade regimes.

KEYWORDS: Human Rights, UNDRIP, ISDS, Lummi Nation, the Gateway Pacific Terminal. 

�   Introduction
Only 6% of the world’s population is Indigenous. All In-

digenous peoples—ranging from the Inuit (North America) 
to the Māori (New Zealand)—occupy approximately 20% of 
the Earth’s landmass, yet their territories preserve an estimated 
80% of the world’s remaining biodiversity.¹ This careful re-
lationship with nature is inherent in Indigenous culture and 
lifestyle; formally, the ecological stewardship of Indigenous 
peoples is officially recognized and protected by international 
frameworks, such as the United Nations Declaration on the 
Rights of Indigenous Peoples (UNDRIP). UNDRIP protects 
individual and collective rights to self-determination, culture, 
identity, and land of Indigenous peoples. Moreover, introduced 
by UNDRIP, Free, Prior, and Informed Consent (FPIC) en-
sures that Indigenous communities have the right to give or 
withhold approval for projects on their lands, so that no work 
on their reservations can be started without the awareness 
and consent of Indigenous peoples. However, as global mar-
kets expand, Indigenous ancestral lands are not recognized as 
sovereign territories; instead, they are framed as obstacles to 
economic growth. International companies and private cor-
porations, which aim to use Indigenous territories for their 
projects, operate through Investor-State Dispute Settlement 
(ISDS). This legal mechanism has threatened vulnerable In-
digenous sovereignty, clashing environmental protection and 
Indigenous rights with corporate interests. Within the ISDS 
arbitration processes, investors present non-objective, recon-
structed data that, in this case, was implemented to subvert 
Indigenous governance. In fact, ISDS lacks objective informa-
tion in the context of Indigenous consent, allowing investors to 

disregard the standards of UNDRIP and FPIC. This demon-
strates that FPIC and UNDRIP are “soft law” that fail to 
advocate for and protect Indigenous peoples.

A primary example of this struggle is found in the Salish 
Sea, an international waterway managed by over 65 Tribes and 
the home of First Nations—Coast Salish Sea People. Between 
2011 and 2016, this region became the site of a critical juris-
dictional dispute when project developer Pacific International 
Terminals (a subsidiary of SSA Marine) proposed the Gate-
way Pacific Terminal (GPT)—the largest coal export facility 
in North America—to be built on the Lummi Nation’s sacred 
site, Cherry Point (Xwe’chi’eXen).

While the Lummi Nation’s rights to withhold consent were 
promised by FPIC, SSA Marine pushed their project further 
with reconstructed environmental data and economic benefits, 
thus bypassing legal standards and Indigenous rights. This re-
search argues that the eventual defeat of the GPT proposal was 
not achieved through the “soft law” of UNDRIP or FPIC, but 
rather through the domestic enforcement of the 1855 Treaty of 
Point Elliott. This “hard law” treaty provided a legal shield that 
resisted information manipulation within ISDS and preserved 
Lummi’s land. Eventually, this dispute highlights a jurisdic-
tional asymmetry, suggesting that Indigenous sovereignty 
remains in a globally vulnerable position unless substantive 
protections are integrated into the international trade regime 
itself.

In the first section, I present the work of modern scholars on 
the key concepts and legal frameworks central to this study. In 
the second section, I provide the synthesized methods used to 
demonstrate the violation of Indigenous rights within mod-
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ern trade agreements. In the third section, I introduce the case 
study, establishing the historical, ecological, and cultural back-
ground of the Lummi Nation as well as the legal basis of their 
rights. Moreover, this third section analyzes the Gateway Pa-
cific Terminal project, including its scale, environmental impact 
assessments, and the non-objective data provided by the devel-
oper. Finally, by examining the intervention of the high-level 
organization, I highlight the vulnerability and dependence of 
Indigenous rights within modern trade agreements.

�   Literature Review
Trade agreements and ISDS:
To cover the conflict between the Lummi Nation and the 

Gateway Pacific Terminal, it is first necessary to examine the 
evolution of the regional trade framework under which the 
dispute happened. The dispute over the terminal original-
ly manifested under the 1994 North American Free Trade 
Agreement (NAFTA), which was subsequently replaced by 
the United States–Mexico–Canada Agreement (USMCA) 
on July 1, 2020. The USMCA was designed to transform the 
regional economy, aiming to be “a mutually beneficial win for 
North American workers, farmers, ranchers, and businesses.”² 
The new agreement promised to create “more balanced, re-
ciprocal trade supporting high-paying jobs for Americans and 
grow the North American economy.”² While it boosted the 
North American trade economy, it also narrowed the "regu-
latory policy space" for governments to fulfill environmental 
and Indigenous treaty obligations.³ To assess the broader legal 
framework underlying these disputes, it is necessary to exam-
ine the architecture of international arbitration. The structural 
mechanism driving these narrow regulation policies is the in-
vestor-State dispute settlement system (ISDS).

ISDS Criticism and Regulatory Chill:
The following section reviews existing scholarship on the 

structural biases of the ISDS framework and the phenomenon 
of “regulatory chill.” Legal scholars, such as Barnali Choudhury, 
José E Alvarez, Sergio Puig, and Anton Strezhnev, have long 
been criticizing the ISDS system, arguing that it is controver-
sial and biased.⁴-⁶ During the ISDS arbitrations, investors can 
bring claims against government actions, even in domestic pol-
icy areas such as environmental protection and public health.⁷ 
As Perrone notes, protections provided by the ISDS system are 
extended specifically to private corporations.⁸ A primary con-
sequence of the ISDS framework is the “regulatory chill”—a 
phenomenon in which governments refrain from enacting 
public interest policies due to the threat of costly arbitration 
or substantial compensation to foreign investors.⁹ The conse-
quences of ISDS within independent, specifically developing, 
states have already been meticulously studied. Specifically, case 
studies in the Global South—including environmental liti-
gation in African countries, challenges against public health 
regulations in Latin America, and mining disputes in Central 
Asian countries—demonstrate that ISDS favors capital-ex-
porting states.¹⁰-¹³ However, little research has been conducted 
on how the ISDS mechanism impacts vulnerable Indigenous 
autonomies that operate under different legal protections than 

those of independent states. Moreover, there is a conceptual 
gap in studying methods used by investors, such as the utiliza-
tion of reconstructed data and the violation of domestic law, to 
bypass Indigenous sovereignty and reframe their treaty-based 
status as right-holders to economic stakeholders. While schol-
ars like Wang, Ning, and Zhang have begun studying how 
investors bypass local law, they have not yet applied it to tribal 
treaty rights in developed nations like the U.S.¹⁴

By ignoring Indigenous treaty rights, human rights, and 
environmental threats, the conflict within ISDS becomes 
“two-dimensional.” This systematic limitation of disputes 
within ISDS is demonstrated by Lorenzo Cotula; in his work, 
he compares case studies of indigenous and agrarian groups, 
demonstrating that their human rights have been appropriated 
by social actors who reclaim their land, resources, and territo-
ries.¹⁵ As Lorenzo Cotula demonstrates, ISDS excludes local 
communities, framing the disagreement as a binary struggle 
between a Host State and an Investor over a financial asset.¹⁶ 
This challenge of exclusion is further analyzed by Gus Van 
Harten.¹⁷ Van Harten’s work supports the claim of one-sid-
ed wins, exploring how the public law system of ISDS allows 
corporations to challenge sovereign acts, like environmental 
protections and, in this case, treaty rights, in a private forum. 
As the environmental consequences and minority rights are 
often neglected within the ISDS arbitrations and placed in a 
private, commercial arbitration setting, host states tend to be 
“chilled” on regulatory policy and environmental protections.¹⁷ 
The primary consequence of this dysregulation is the “regula-
tory chill”. As Soloway observes, in international investment 
law, the phenomenon of the “regulatory chill” occurs when a 
government refrains from enacting or enforcing public interest 
policies, such as environmental protections, due to potential 
disputes with foreign investors.¹⁸ Consequently, policymakers, 
such as the U.S. government, prioritize avoiding disputes and 
costly claims “over the development of efficient regulation in 
the public interest.”¹⁹ This asymmetry in regulation policies 
directly undermines Indigenous rights and challenges their 
environmental stewardship.

International protections for Indigenous rights:
The counterweight to the corporate pressure toward In-

digenous communities is the United Nations Declaration on 
the Rights of Indigenous Peoples (UNDRIP). UNDRIP is 
more contemporary and global than the domestic 1855 Trea-
ty, which will be mentioned and analyzed in the following 
sections. However, it does not introduce new or ‘extra’ rights 
to Indigenous peoples. In reality, its purpose is to guarantee 
Indigenous communities the same protections and access to 
justice as any other group.²⁰ To meet this goal, the UNDRIP 
has introduced Free, Prior, and Informed Consent (FPIC), 
providing the progressive right of self-determination for In-
digenous Peoples.²⁰,²¹ It is important to acknowledge that the 
FPIC mechanism was introduced “exclusively for Indigenous 
and other ‘traditional peoples’, such as quilombolas in Brazil 
and tribal peoples in Africa”, becoming a foundation for In-
digenous peoples and local communities to shape the direction 
and consequences of resource interventions.²¹,²² Specifically, 
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the goal of FPIC is to ensure that, giving or withholding their 
permission, Indigenous Peoples are consulted and cooperate 
in good faith with States before the implementation of any 
legislative or administrative measures that may affect their 
lands.²³ Article 32 highlights that “Indigenous peoples have 
the right to determine and develop priorities and strategies for 
the development or use of their lands or territories and other 
resources.” In order to obtain Indigenous approval of any proj-
ects affecting their territories and resources, states shall consult 
with indigenous peoples through their own representative in-
stitutions. As stated in Article 32, Indigenous consent is highly 
required in projects connected to the development, utilization, 
or exploitation of mineral, water, or other resources.²⁴ Finally, 
Article 32 ensures states are responsible for the consequences 
of any projects developed on Indigenous land, affirming that 
“States shall provide effective mechanisms…for any such ac-
tivities, and appropriate measures shall be taken to mitigate 
adverse environmental, economic, social, cultural or spiritual 
impact.”

UNDRIP Limitations:
While UNDRIP has to protect Indigenous rights and ad-

vocate for their self-determination, it functions primarily as 
a non-binding moral framework. The limitations of the UN-
DRIP standards to protect Indigenous sovereignty are studied 
by Stavenhagen, who notes that Indigenous rights violations 
keep occurring, and the consequences of resource extraction on 
sovereign Indigenous lands remain a major problem for Indig-
enous peoples.²⁵ Further substantive work on the UNDRIP 
limitations has been done by Maro Barelli. Barelli argues that, 
while UNDRIP is a significant legal document, it remains 
"soft law."²⁶ Because it is a Declaration and not a formal Trea-
ty, it does not create legally binding obligations for states in 
the same way a trade or investment agreement does. Moreover, 
with the rise of economic globalization, the responsibility to 
meet FPIC standards has moved from states to private cor-
porations.²⁷ This created a significant implementation gap in 
the FPIC duties, reducing equal negotiations between Indig-
enous peoples and investors to a bureaucratic formality. The 
next phenomenon of the “governance gap” was mentioned, 
defining the failure of states’ obligation to protect Indigenous 
rights.²¹ This negligence is explained by a lack of “mechanisms 
to verify compliance with human rights responsibilities” and 
the absence of “legal instruments at the international level 
to enforce companies to comply.”²¹ This demonstrates a sys-
tematic failure in the implementation of human rights within 
Indigenous territories. Both private investors and states view 
UNDRIP standards as aspirational rather than mandatory, 
thus frequently circumventing critical responsibilities such as 
the FPIC process.

The further violation of Indigenous rights, UNDRIP, 
and FPIC within the ISDS system includes systematic data 
asymmetry. Corporate information manipulation has been 
thoroughly documented in traditional market contexts; specifi-
cally, Healy and Palepu analyze how firms maintain a technical 
monopoly by distorting financial statements and management 
disclosures.²⁸ However, little research has explored how the 

same information distortions within ISDS are applied to 
ecological data. In the context of the Gateway Pacific Termi-
nal dispute, this asymmetry shifted from the financial to the 
environmental field. The project investors did not merely mis-
represent the economic projections of their proposal; crucially, 
they presented reconstructed environmental risk assessments 
designed to minimize apparent impacts on local ecosystems, 
thus subverting the requirements of FPIC.

�   Methods
Through a single-case study of the conflict between the 

Lummi Nation and Pacific Terminals (PIT) over the pro-
posed Gateway Pacific Terminal (GPT) at Cherry Point, 
this research aims to demonstrate the broad concept of In-
digenous rights within modern trade agreements. The dispute 
over the GPT serves as a perfect critical case study as it in-
tersects sovereign domestic Indigenous treaties, international 
trade agreements, globally recognized “soft law” frameworks, 
and corporate environmental reporting. Ultimately, this paper 
examines micro-mechanisms of corporate behavior and legal 
navigation within modern trade regimes toward vulnerable 
communities that may be missed in a broad multi-case study.

This study is built on three primary legal frameworks to de-
termine the extent to which the territorial and human rights 
of Indigenous peoples are protected and respected within con-
temporary trade regimes. First, the study examines the power 
of the Treaty of Point Elliott (1855) with a specific focus on 
Article 5 regarding "Usual and Accustomed" fishing grounds, 
thus demonstrating how Lummi’s territories and resources 
define tribal sovereignty and fishing rights within the Salish 
Sea. Besides, the paper analyzes the international "soft law" 
protections outlined in the UNDRIP and its core mechanism, 
FPIC. After legal sovereign protections, the research evaluates 
the specific environmental and logistical information sub-
mitted by the project developer within their official report of 
Joint Aquatic Resources Permit Application ( JARPA). Sub-
sequently, the study synthesizes official public interest letters 
from environmental advocacy groups like Salish Land Policy 
Solutions and the U.S. Army Corps of Engineers (USACE).

The analytical process was conducted in two stages. First, 
the legal basis for veto power under domestic treaty law was 
determined and compared with the consultation standards 
required by FPIC. Second, a cross-analysis of the data was 
conducted to identify information asymmetry. This was ac-
complished by comparing technical indicators provided by the 
developer (such as vessel traffic frequency and local pile driving 
zones) with biological and geographic impacts documented by 
independent federal and tribal agencies. By measuring the gap 
between corporate projections and empirical reality, the meth-
odology allows us to identify “data reconstruction” strategies 
used to circumvent Indigenous sovereignty. To observe how 
these data strategies manifest in an actual regulatory dispute, 
this methodology must be attached to a specific geographic 
and ecological area. Consequently, the following section in-
troduces the primary case site of this research, detailing how 
corporate industrial ambitions directly collided with the an-
cestral waters of the Lummi Nation.
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markets annually, with coal accounting for 48 million tonnes of 
that total.³⁶ As the University of Washington Environmental 
Law and Regulation Practicum reports, the terminal construc-
tion would have excavated an estimated 3.4 million cubic yards 
of material—equivalent to over 680,000 dump truck loads—to 
grade the site for rail service, resulting in high levels of earth 
disturbance and increased soil vulnerability.³⁸,³⁹ The Earth 
disturbance to construct the proposed project would have 
negatively impacted the rare biodiversity, local economy, and 
traditional life of the Salish Sea region. According to the JAR-
PA filed by SSA, over 50 species of fish and larger organisms 
would have likely been affected. The proposed project encom-
passes 560 acres, 255 acres of which would have been directly 
disturbed. While some of the wetlands lost would have been 
attempted to be recreated on site, 140.6 acres were planned to 
be mitigated through means that had not been determined.³⁸ 
This severe disruption extends into the marine environment. 
Initial technical metrics framed the proposed 3,000-foot 
multi-berth wharf as standard marine infrastructure; however, 
independent empirical assessments revealed that driving hun-
dreds of large-diameter steel piles into the coastal soil would 
permanently destroy herring spawning habitats, which are crit-
ical to the Salish Sea ecosystem (Table 1). Furthermore, data 
from BNSF Railway indicates that loaded railcars can lose up 
to 3% of their total mass as fugitive dust during transit.⁴⁰ Ap-
plied to the Gateway Pacific Terminal's maximum proposed 
volume of 48 million annual tons of Powder River Basin coal, 
a constant 3% transit loss would yield a projected atmospheric 
and terrestrial emission of approximately 1.44 million tons of 
fugitive coal dust per fiscal year.³⁸

Data Asymmetry and Informational Gatekeeping:
In addition to the hazardous scale of the project, a further 

concern of this proposal was a lack of administrative transpar-
ency and rigorous data verification. According to Ehrlichman 
and Dykes, policy consultants have raised concerns regarding 
the “lack of good information and analysis available to the 
public” during the early stages of the GPT review process.⁴¹ 
Specifically, Ehrlichman and Dykes’ work indicated that SSA 
Marine’s “factual premises about key planning numbers” were 
not supported by any documented evidence and lacked criti-
cal baseline information necessary to commence SEPA review. 
The lack of transparency effectively concealed the associat-
ed cross-border environmental risks inherent in the project's 
logistics. Specifically, the Washington State Department of 
Ecology's climate projections warned of intensifying precipi-
tation and winter storm events; however, the project developer 
failed to account for the cumulative impact of stormwater leach-
ing. The operation of 18 daily trains, each consisting of 125 
coal cars, represents a significant, uncontrolled, non-point 
source of hazardous material discharge. Because active public 
rail lines border the Salish Sea coastline for extensive stretches 
and cross dozens of critical river and stream tributaries, this 
uncontrolled leaching of toxic substances threatens widespread 
water pollution—a vulnerability that national regulators have 
not addressed under standard Clean Water Act protocols.⁴¹ 
Furthermore, the core operational parameters submitted by 

�   Case study 
The Lummi Nation and The 1855 Treaty:
The Salish Sea is a complex international inland sea known 

for its rich and diverse marine life and ecosystem that contains 
37 mammal species, 172 bird species, 261 fish species, and over 
3,000 invertebrate species.²⁹ Being located in the Canadian 
province of British Columbia and the U.S. state of Washing-
ton, its waters are managed not only by the U.S. and Canadian 
governments but also by over 65 Tribes.³⁰ These tribes are con-
sidered to be the First Nations of the Salish Sea—Coast Salish 
peoples. In 1855, Coast Salish peoples signed with Washing-
ton Governor Issac Stevens the Treaty of Point Elliot.³¹ In 
exchange for millions of acres of land, the U.S. government 
recognized and established independent reservations, includ-
ing the Lummi Nation. The contemporary Lummi’s estimated 
population is 5,000 tribal members, and its self-governing 
community manages around 13,000 acres of tidelands, includ-
ing Bellingham Bay, the Strait of Juan de Fuca, parts of the 
Georgia Strait, and Cherry Point.³² As “People of the Sea”, 
the Lummi Nation relies on its waters: Lummi are famous for 
their reef-netting system, and their primary source of survival 
is salmon.³³ Cherry Point serves as a site of profound cultural 
and spiritual significance to the Lummi Nation, as this terri-
tory has been the ancestral homeland of their people for over 
3,000 years.³⁴ As a result of the Point of Elliot Treaty—specifi-
cally Article 5 that guarantees all the Salish Sea tribes the right 
to fish at their “usual and accustomed grounds” (U&A), pro-
viding access to traditional food resources, tribal sovereignty, 
and resource management—Lummi Nation obtained perpet-
ual rights to access and control their lands and resources. The 
1855 Treaty of Point Elliot has been a legal shield for Coast 
Salish sovereignty for more than 160 years; however, in 2011, 
Indigenous rights protected by the treaty were challenged by 
private corporations and their multibillion-dollar proposal. In 
2011, the project developer, Pacific International Terminals (a 
subsidiary of SSA Marine), proposed to construct the Gateway 
Pacific Terminal on the Lummi Nation’s sacred site—Cherry 
Point (Xwe'chi'eXen).

The GPT proposal and Environmental Impact:
Before introducing the Gateway Pacific Terminal proposal, 

it must be acknowledged that, based on the employment report 
of Hodges, H., & Beyers, B., Cherry Point had already been 
used in heavy industry—specifically for large-scale fossil fuel 
refining, propane export, and aluminum smelting—for nation-
al and international markets.³⁵,³⁶ Hosting major facilities like 
the BP refinery, Phillips 66 refinery, and former Alcoa plant, 
Cherry Point has experienced a severe decline in fisheries over 
the past half-century, with some populations facing total col-
lapse.³⁷ Consequently, Cherry Point’s vulnerable ecological 
position would have been threatened further by the construc-
tion of the massive coal terminal, and the proposed volume 
of extraction that will be mentioned in the following passage.

The Gateway Pacific Terminal (GPT) would have become 
the largest North American coal export facility. According to 
Pacific International Terminals, the project was designed to 
export up to 54 million metric tonnes of dry bulk to Asian 
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Skagit County, Burlington, and others, a seat at the ORA 
table. Excluding affected Indigenous communities made it 
impossible to track regional environmental damage and verify 
data presented by the project developer. Without this shared 
and transparent data, true informed consent could not happen.

Economic Benef its over Environmental Risks:
However, minimizing environmental impact and excluding 

locals was not enough to win in arbitrations. The greater strat-
egy to obtain permission for construction, especially within the 
ISDS system, is to demonstrate economic benefits and project-
ed profits. The construction of the GPT promised to stabilize 
the economy of Whatcom County and Washington State by 

the developer lacked any mandatory regulatory or voluntary 
limits. Although Pacific International Terminals claimed that 
the terminal's maximum capacity would be strictly limited to 
18 trains per day and 48 million tons of exports per year, Erli-
chman and Dykes revealed that no such restrictive conditions 
or legal commitments were included in the JARPA applications 
or official project plans.⁴¹ This structural omission allowed for 
potential, unregulated expansion driven by future improve-
ments in the technological efficiency of the loading terminal. 
Finally, the applicant's projections relied on an unsubstantiat-
ed net-traffic assumption: that Canadian coal rail shipments 
would completely cease upon the GPT's completion, resulting 
in a net-zero increase in regional rail traffic. The developer did 
not provide any empirical data on current daily rail traffic vol-
umes to Canada, thus failing to establish a verifiable historical 
baseline. The resulting lack of data has led independent policy 
advocates to demand that the Environmental Impact Assess-
ment (EIA) report consider the proposed 18 daily trains not 
as a replacement, but as a massive, additional environmental 
burden on the regional ecosystem.⁴¹

Ergo, SSA Marine practiced informational gatekeeping, 
avoiding Indigenous concerns and ensuring that the regula-
tory process began on terms favorable to the investor. This 
regulatory deficit illustrates the specific patterns of corporate 
behavior examined by Van Harten.¹⁷ This strategy forced the 
Lummi Nation into a reactive position, as tribes had to use 
their own limited resources to challenge and correct the initial-
ly reshaped data. Furthermore, this control over the initial data 
narrative represents a severe violation of FPIC. For consent to 
be "informed," the information provided must be transparent, 
objective, and accessible. However, the 2014 Vessel Traffic and 
Risk Assessment Study, conducted by The Glosten Associates 
for SSA Marine (Pacific International Terminals), contravenes 
the FPIC standards, containing further data reconstruction.⁴² 
For instance, SSA Marine vice president Bob Watters argued 
that the study showed the terminal would have a "less than 1 
percent impact" on treaty fishing. However, the same report 
contained data indicating that intense shipping would actu-
ally increase disruptions to Lummi fishing by 76%.⁴²-⁴⁴ This 
finding shows the statistical erasure that was practiced by SSA 
Marine. By making the legal violation of Indigenous rights 
and environmental standards appear “de minimis,” or too small 
in a court of law, SSA Marine pushed their project proposal 
forward. This broader strategy of statistical erasure is demon-
strated in Table 1, which contrasts the developer's self-reported 
metrics against the empirical findings verified by independent 
tribal and federal agencies.

Subsequently, the lack of data integrity was maintained 
through the exclusion of Indigenous peoples from important 
negotiations. As Lummi’s land was at the center of the dis-
pute, the Lummi Nation, according to FPIC standards, had 
to be informed first about any project developments. However, 
based on the Salish Land Policy Solution report, the Office 
of Regulatory Assistance (ORA) MAP Team process exclud-
ed avenues for factual input from affected cities and counties 
along the transit line.⁴¹ Specifically, Faith Lumsden, Direc-
tor at ORA, had denied impacted jurisdictions, Bellingham, 
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creating 430 permanent jobs and by generating approximately 
$11 million in annual state and local tax revenues.³⁶ Being pri-
oritized over environmental risks, economic projections served 
as a primary instrument for SSA Marine to push their project 
further through the U.S. domestic permitting process, directly 
challenging the U.S. federal government's legal obligation to 
uphold Lummi treaty protections. These numbers were pro-
vided to minimize and replace the potential hazards to human 
health and the environment. In this case, the emphasis on job 
creation serves as a distraction technique, attempting to justify 
the permanent ecological destruction of Cherry Point through 
temporary economic incentives. While jobs and tax revenues 
are subject to market fluctuations and have a limited trend, the 
destruction of the Pacific herring and Chinook salmon popu-
lations at Cherry Point is irreversible.

The conflict resolution and its factors:
The massive scale of this environmental damage and physi-

cal disturbance shows why the final legal decision was based on 
protecting treaty rights rather than taking economic promises 
into account. The conflict was resolved on May 9, 2016, by the 
United States Army Corps of Engineers (USACE) following 
the final and successful objection by the Lummi Nation. In 
cooperation with Pacific International Holdings, LLC, Lummi 
provided vast information regarding fishing practices, potential 
impacts, and mitigation to support their objective claims. After 
careful consideration of all the information available, including 
environmental assessment, the U.S. Army Corps of Engineers 
(2016) reported that it could not permit the terminal because 
the project's impacts on Lummi Nation treaty rights were 
found to be “greater than de minimis,” and violated the Lummi 
Nation’s U&A rights. According to the U.S. Army Corps of 
Engineers, “The district’s evaluation of effects of the proposal 
on the Lummi’s U&A fishing rights is undertaken to fulfill the 
federal government’s responsibility to protect treaty rights.⁴⁵

The Corps may not permit a project that abrogates treaty 
rights.” While the five-year conflict over the GPT proposal 
ended in favor of the Lummi Nation, this fair and legal out-
come was not guaranteed by the UNDRIP. As the case of the 
Belo Monte dam in Brazil—a large hydroelectric facility built 
without obtaining FPIC—shows, the “soft law” of the UN-
DRIP can be easily ignored by the government.⁴⁶ The mining 
activities of AngloGold Ashanti in the Canamomo Lomapri-
eta Indigenous Reserve, which were completed without the 
consent of the Indigenous communities, further demonstrate 
the lack of authority of the UNDRIP standards.⁴⁷ In the case 
of the Lummi Nation, the important factors of its success were 
the USACE intervention and the 1855 treaty. Firstly, the Lum-
mi’s inherent rights were effectively used by a federal agency 
that held the final power of interpretation. The Corps has cho-
sen to honor its federal trust responsibility, thus prohibiting 
the project. However, had the USACE adopted a different 
definition of what constitutes a "de minimis" impact, or had 
political priorities shifted within the administration, the Lum-
mi would have had a limited opportunity to stop the project. 
Secondly, the 1855 Treaty of Point Elliott is recognized under 
the U.S. Constitution as the "supreme law of the land".⁴⁸ It cre-

ated a mandatory legal obligation for the federal government 
that could not be as easily bypassed as UNDRIP standards. 
The 1855 treaty has proven that Indigenous protection is most 
effective when it is grounded in domestic "hard law" that is 
non-negotiable to corporate expansion. Because of this chilled 
environment and systematic exclusion, the Lummi Nation had 
been fighting for its inherited rights and opposing the GPT 
for five years while its sovereignty was being silenced. By de-
sign, ISDS does not recognize the Lummi as a third sovereign 
state with an interest and rights in the land. Instead, the pro-
cess treats the tribe’s ancestral territory as part of state property 
or an investment site that the U.S. government is managing. 
This not only violates the legal protections, such as the 1855 
treaty and the UNDRIP, but also ignores the sufferings and 
sacrifices, including the cession of 5 million acres of land, that 
Indigenous peoples have experienced to become independent.

�   Conclusion 
Is the sovereignty of Indigenous peoples protected with-

in modern trade agreements, and is this protection enough? 
While internationally recognized mechanisms are established, 
they fail to prevent human rights violations against Indigenous 
peoples.

As this research showed, the Lummi Nation’s victory over 
corporate interests was achieved because of the exclusive “hard 
law” of the 1855 Treaty. The Treaty of Point Elliott could 
not be easily bypassed, as FPIC standards were. Additional-
ly, the treaty found recognition and support among the U.S. 
Army Corps of Engineers. This big intervention is the second 
important factor of the Lummi’s victory; it reveals the vulner-
ability of Indigenous rights, as not international organizations, 
but a high-level federal agency, was able to end this dispute. 
Nevertheless, the GPT conflict serves as a critical case study 
of how procedural formalism can be used to challenge tribal 
resources and defer sovereign justice to meet investor expecta-
tions. Future research should examine whether these findings 
hold in other global contexts, such as the Global South, where 
Indigenous communities may lack the “hard law” protections 
of historical treaties and must rely on “soft law” international 
frameworks. Furthermore, investigating how these legal vul-
nerabilities extend beyond land disputes to issues of cultural 
and intellectual property will be essential. Consequently, this 
case demonstrates that without robust domestic enforcement, 
the power of Indigenous sovereignty remains globally threat-
ened; the GPT resolution may serve as a precedent for similar 
jurisdictional disputes across North American resource zones. 
Therefore, this paper highlights that until structural reforms 
are made to the international trade system, Indigenous sover-
eignty will remain dependent on the inconsistent protection of 
domestic courts.
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ABSTRACT: Vascular malformations comprise a diverse group of congenital vascular disorders that often decrease the quality 
of life through symptoms of pain, hemorrhage, and organ dysfunction. The protein VEGF modulates vascular remodeling and 
angiogenesis, as well as vascular permeability and tissue repair, by binding to receptors; excessive VEGF signaling in the presence 
of vascular malformations often intensifies structural abnormalities. Targeting VEGF can therefore help mitigate the effects of 
vascular malformations and slow progression, yet VEGF inhibitors remain underexplored. Initial druggability tests were conducted 
with geometric, energetic, and machine learning based site prediction tools to find and evaluate several potential ligand-binding 
pockets. To further match compound candidates with the potential sites, Pharmit's pharmacore-based virtual screening tool was 
used to discover 15 possible drugs with satisfactory overlays on the 7 selected interactions of the VEGF protein. Each candidate 
virtually simulated molecular docking using SwissDock, and all 15 had satisfactory or better binding affinity and orientation. 
Prioritizing medical relevance, Lipinski’s Rule of Five was applied using SwissADME to eliminate 7 candidates. Finally, ProTox-
II’s silico toxicity test showed that 5 of the 8 remaining drugs had tolerable levels of toxicity according to their predicted LD50 
and toxicity class data. The findings shed light on 5 new VEGF inhibitors that demonstrate strong efficacy, availability, and safety. 
These drugs represent potential and progress in inhibiting vascular malformation growth and development as a new form of non-
surgical therapy for such.

KEYWORDS: Chemistry, Medicinal Chemistry, Drug Discovery, VEGF, Vascular Malformation.

�   Introduction
Vascular malformations are congenital abnormalities in blood 

vessels that stem from a variety of rare diseases and disorders.1-3 
These abnormalities often form during fetal development but 
can sometimes form as a result of an injury during adoles-
cence or pregnancy.4,5 Genetic mutations, such as hereditary 
hemorrhagic telangiectasia (HHT), can also contribute to the 
likelihood of a vascular malformation.6-8 The severity of such 
malformations can range from asymptomatic lesions to severe 
lumps causing pain, bleeding, or organ dysfunction.9-11 Despite 
progress in classification and treatment, essential information, 
such as precise causes or ideal treatment, for vascular malfor-
mations continues to remain unknown.10,12,13

Current standard strategies used to address vascular malfor-
mations are limited and cannot serve as long-term solutions.14-16 
Traditional approaches like surgical excisions, sclerotherapy, 
and embolization are effective in localized control but fail to 
exhibit preventative care.7,15 Drug therapies such as the mTOR 
inhibitor sirolimus are promising and are considered the most 
optimal treatment, but their potential side effects and pro-
longed treatment present issues in use.1,14,17 The absence of any 
FDA-approved pharmaceuticals for the treatment of vascular 
malformations also poses an issue for patients.13,18 Thus, there 
is an urgent need for the development and discovery of safer, 
long-term treatments with greater efficacy.10,19

To address such concerns, recent efforts to find drugs have 
centered around the identification and inhibition of relevant 
molecular pathways.9,20 Inhibitors for the PI3K/AKT/mTOR 
and RAS/MAPK/ERK pathways are seen as those with the 

most potential, due to their importance in endothelial cell pro-
liferation, migration, and differentiation.3,21 PIK3CA inhibitor 
alpelisib and other MEK inhibitors have promising preclinical 
trial results that could reduce lesion size or alleviate symp-
toms.19,22 However, the challenges of shifting scientific findings 
to accessible treatments with long-term safety remain and pre-
vent such drugs from becoming mainstream therapies.

The signaling protein vascular endothelial growth factor 
(VEGF) regulates angiogenesis and is related to processes such 
as embryonic development. VEGF can trigger the prolifera-
tion and migration of new blood vessels through its binding 
to receptors such as VEGFR-1 and VEGFR-2.15,22 While 
VEGFR-1 plays the role of regulating VEGFR-2, VEGFR-2 
is the main receptor that drives endothelial cell angiogenesis. 
The main process related to VEGF remains angiogenesis, but 
its signaling also relates to vascular permeability and tissue re-
pair.4,17 With its diverse functions, VEGF remains relevant for 
physiological and pathological vascular processes.

Recent findings have shown a link between excessive VEGF 
signaling and the growth of vascular malformations.21,22 Ab-
normally high VEGF signaling often disrupts normal vessel 
development and stability, which creates structurally anoma-
lous vessels. Especially in AVMs, elevated VEGF levels can 
also exacerbate vascular malformations and foster further de-
viation.5,12 The obstruction of VEGF signaling, on the other 
hand, using agents like bevacizumab has proven to decelerate 
lesion growth or even reverse early-stage vascular malforma-
tions.3,21 VEGF signaling also often triggers other pathways 
related to vascular malformations, such as the PI3K/AKT/
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mTOR and RAS/MAPK/ERK pathways, enhancing the ef-
fectiveness of VEGF drug targets as candidates for vascular 
malformation therapy.9,19 The discoveries related to VEGF 
signaling and vascular malformation open up a new field of 
research for therapeutic strategies in addressing vascular mal-
formations.10,16,18

The 2025 review “Genetic Insights Into Hemorrhag-
ic Stroke and Vascular Malformations: Pathogenesis and 
Emerging Therapeutic Strategies” reveals VEGF’s therapeutic 
potential in vascular malformation treatment.23 The discovery 
of an intersection between RAS/MAPK/ERK pathways and 
VEGF signaling to trigger and manage function. There was 
also a strong link between VEGF drug candidacy and effec-
tive treatment for specifically AVMs and CCMs. The use of 
VEGF-inhibiting drugs such as bevacizumab was shown to 
normalize vascular permeability and to lessen lesion growth. 
Such efficiency was also extended to effectively address HHT 
through VEGF regulation.

Another 2025 study, “Extracranial arteriovenous malfor-
mations: towards etiology-based therapeutic management,” 
focused on the treatment of AVMs by reducing VEGF over-
expression.24 Increased VEGF levels were shown to cause a 
greater risk of hemorrhage and vascular malformation relapse 
even after embolization. Preclinical settings demonstrated 
how bevacizumab reduced dysplasia, and early human clinical 
trials also yielded efficacy. Such promising findings prompted 
the BevacizuMAV phase II-III trials to begin to evaluate op-
timal dosing.

The recent 2025 paper “Vascular endothelial growth factor 
signaling in health and disease: from molecular mechanisms 
to therapeutic perspectives” focused on the phosphorylation 
of VEGFR2 to study how VEGF signals endothelial cell 
growth.25 Specific phosphorylation sites on VEGFR2, such as 
Y951 or Y1214, were shown to be critical in processes like an-
giogenesis seen in vascular malformations. Mice with targeted 
mutations at specific phosphorylation sites were able to reduce 
vascular leakage and improve vessel stability, highlighting the 
possibility of precise interventions for VEGFR1/VEGFR2 
signaling to treat vascular malformations.

�   Methods
Geometric-Based Binding Site Identification:
The ProteinPlus tool was accessed through the internet: 

ProteinPlus is a tool that identifies possible binding sites on 
different proteins based on their size and shape.26 It main-
ly uses volume and surface area to determine how ideal the 
site is. To identify the VEGF protein, its PDB, a protein data 
bank code that is uniquely assigned to each discovered protein, 
of “4AF8” was typed into the blank text box. After clicking 
“go!”, the “DoGSiteScorer Binding Site Detection” and then 
the “DoGSiteScorer” were clicked to access the actual geo-
metric-based binding site identification tool. As there are 
no special complications, standard settings were set and then 
“Calculate” was clicked. To see each respective site’s size, shape, 
location, and configuration in a different color, “show all pock-
ets” was checked off.

Energetic-Based Binding Site Identification:
The FTSite tool was accessed through the internet: FTSite 

is a tool that identifies possible binding sites on different pro-
teins based on their interactions with van der Waals probes.27 
To distinguish the identification of VEGF from other pre-
vious identifications, the job name was titled “VEGF.” To 
identify the VEGF protein, its PDB ID of “4AF8” was typed 
into the blank text box. After clicking “Find My Binding Site”, 
each binding site candidate was shown in a different color, but 
no additional information was given.

Machine Learning Site Identification:
The PrankWeb tool was accessed through the internet: 

PrankWeb is a tool that displays a molecular model of the pro-
tein with its possible binding sites.28 It uses a variety of factors 
to score each site, but the amino acids making up each site 
can also be accessed. “Experimental Structure” was clicked to 
access the machine learning site identification tool. To iden-
tify the VEGF protein, its PDB of “4AF8” was typed into 
the “PDG” text box. After clicking “Submit”, a model of the 
VEGF protein appeared, which could be moved and zoomed 
in to show specific details in the protein and its sites, as well as 
the amino acids that make up the protein and its sides.

Virtual Screening:
The Pharmit tool was accessed through the internet: Phar-

mit is a virtual screening tool that uses interactions in different 
proteins to match them with existing small-molecule drugs.29 
To identify the VEGF protein, its PDB of “4AF8” was typed 
into the “PDB” text box. After clicking “submit” and turning 
“Receptor Surface Opacity” to the lowest, a model of the inter-
actions within the VEGF protein appeared. “Receptor Surface 
Opacity” is the opacity of the VEGF protein, and setting it to 
low ensured that the interactions are more visible. Clicking 
“ON” for all “Hydrogen Donor”, “Hydrogen Acceptor”, and 
“Hydrophobic” interactions balanced the the seven interac-
tions are balanced between too many and too few so that there 
were a large amount of results, but also so that all the results 
had low enough RMSDs.

Molecular Docking:
The ChemDiv website was accessed through the internet to 

identify each small molecule. The each name small molecule 
““X###-####” was typed into the blank text box. After clicking 
“enter” and clicking “compound profile”, finding and copying 
“smiles” noted the SMILES, or the code that describes the 
structure of a compound or molecule in a way that is readable 
by online chemistry tools, for further processes. The Swiss-
Dock tool was accessed through the internet: SwissDock is 
a tool that virtually runs molecular docking to see if selected 
compounds are able to dock and bind to a protein target.30 To 
identify the small molecule, its SMILES from was typed in 
the “Provide a SMILES” box, and “Prepare ligand” was clicked 
to prepare the small molecule. To identify the VEGF protein, 
its PDB of “4AF8” was typed in the “Provide a PDB ID” box, 
and “Prepare target” was clicked to prepare the protein. The 
“Define search space” was used to remodel the cross-section, 
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and trial and error was led to the initial values 22, 23, 32 for 
the "Search box center” box and the values 44, 46, 51 for the 
“Search box size” box. Clicking “Check parameters” provided 
an estimated time, and, depending on the small molecule, if the 
estimated time was over 1:00:00, going back to “Define search 
space” and shrinking the cross-section size until the estimated 
time was under 1:00:00 made the process more efficient. To be 
notified of the results after the listed time, email and docking 
name were entered before clicking “START DOCKING.”

Drug Properties:
The SMILES for each small molecule was found and copied 

before accessing the SwissADME tool through the internet: 
SwissADME is a tool that finds drug properties to see if they 
follow Lipinski’s rules and can serve as a satisfactory drug.31 
The previously copied SMILES was pasted in the “Enter a list 
of SMILES here:” box, and “Run!” was clicked.

Toxicity:
The SMILES for each small molecule was found and cop-

ied before accessing the ProTox-II tool through the internet: 
ProTox-II tool is a tool that identifies the level of toxicity in 
different drugs.32 Clicking “TOX PREDICTION” led to a 
“Canonical Smiles” box where the previously copied SMILES 
was pasted, and clicking “smiles”, “All”, and “Start-Tox Predic-
tion” began the process.

�   Results and Discussion 
Geometric-Based Binding Site Identification:
Generally, a 300-700 Å² surface area is considered “drug-

gable” for binding sites based on geometric analysis.33 Smaller 
or larger sizes are often difficult to bind small molecules to 
efficiently. With surface areas smaller than 300 Å², a lack of 
contact points can obstruct proper binding.34 On the other 
hand, surface areas greater than 700 Å² can lead to weak or 
nonspecific binding, as well as insufficient concavity to contain 
the drug.35 Thus, when analyzing the 10 possible sites found 
based on geometric-based identification, G_P6, G_P7, G_P8, 
and G_P9 are all undruggable due to their less than 300Å² 
surface area (Table 1). While G_P0 is also larger than typical 
druggable sites, it remains the ideal candidate due to its loca-
tion (Figure 1). As the site is a pocket with most of its sizable 
surface area being enclosed within the protein, concerns about 
concavity and nonspecific binding are better addressed.

Energetic-Based Binding Site Identif ication:
For a binding site to be “druggable” based on energy, sites are 

identified based on the levels of energy and interactions within 
pockets. Size and location are less important than the pres-
ence of sufficient interactions that allow for small molecules 
to reach the pockets and bind to the protein to initiate inhi-
bition. In analyzing the resulting figure, three colored pockets 
near the center of the protein prove the protein is druggable 
(Figure 2).

Machine Learning Site Identif ication:
In terms of the machine learning tools used by Prankweb to 

identify binding sites, a virtual model of the protein is analyzed 
to factor in location and amino acids making up pockets and 
assign “scores.” Scores above 1.0 are considered satisfactory, 
and scores above 5.0 are considered ideal. As ML_P1, ML_P2, 
and ML_P3 are each above 1.0 (Table 2), VEGF displays sat-
isfactory sites, and ML_P0’s score of 38.53 provides the most 
ideal binding site for small molecules (Figure 3).
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Figure 1: The protein plus site identified 10 different binding sites on the 
VEGF protein based on the size and location of each pocket. Each pocket 
is color-coded and has “druggability” evaluated based on accessibility and 
suitability for small molecules. From left to right and top to bottom, the colors 
of the pockets are: indigo, yellow, pink, orange, muddy green, purple, neon 
green, teal, blue, red. The yellow pocket shown in the figure is the most ideal 
binding site candidate.

Figure 2: The FTSite identified binding sites marked by colors, based on 
the energies of sites on the protein. All three colored pockets can serve as 
sufficient binding sites.

Table 1: This table contains data representing the 10 binding sites found 
through geometric analysis. Each row lists the volume (Å³), surface area (Å²), 
color code, and druggability based on the previous factors. G_P0 is the most 
ideal binding site candidate.

Figure 3: The Prankweb site identified four, color-coded binding sites 
based on machine learning, with key factors for each pocket being spatial 
distribution and amino acid composition. Each pocket was scored and ranked 
based on such factors. The red pocket is the most ideal binding site candidate.
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Molecular Docking:
Molecular docking is one of the most important experiments 

in a drug discovery project. Using a virtual model of the pro-
tein and compound, realistic simulations are run between the 
drug and every possible docking point and approach on the 
VEGF protein’s surface. Testing docking evaluates how well 
a compound can approach and bind to the protein in order to 
begin any sort of inhibition.37 The results from this experiment 
portray the true feasibility of small molecule drugs in acting as 
a possible therapeutic for vascular malformations.

To determine the spontaneity of docking each drug can-
didate, the SwissDock tool was used to simulate molecular 
docking across the entire VEGF protein’s surface. The pa-
rameters for each molecular docking simulation were set after 

Virtual Screening:
Using the tool Pharmit on a pharmacore map with 7 in-

teraction spheres (Figure 4), an RMSD score is given to each 
compound that is virtually screened based on how well it layers 
with the protein. RMSD scores, or root mean square devia-
tion scores, are, in simplest terms, calculations of the average 
distance between two sets of values. In the context of Pharmit 
and pharmacore mapping, RMSD scores are used to calculate 
how well compounds can fit a protein.36 Such is done by align-
ing the two in the most ideal overlay and comparing distances 
between corresponding atoms (Figures 5-19). Beyond simple 
molecular structures, however, the pharmacore map uses exist-
ing interactions within the VEGF molecule to ensure that the 
small molecules are able to interact and potentially bind with 
the protein.

Scores between 0.5 and 0.7 would be considered acceptable. 
Of the 15 drug candidates that were virtually screened, only 
ChemDiv-4393-0009 has an RMSD score below 0.7 (Figure 
5). However, since the other 14 candidates each have RMSD 
scores that have a deviation of less than 0.1, greater than the 
acceptable range of 0.5-0.7 (Table 3), the virtual screening can 
be considered successful for these candidates as well.

DOI: 10.36838/IJHSR820.5

Table 2: This table lists each pocket’s color, number of amino acids, and a few 
of the amino acids making up the pocket. The greatest comprehensive score 
ranks the four pockets based on the listed properties.

Table 3: The table lists each compound, its SMILES, corresponding figure, 
and data from the virtual screening. With small molecule mass and interaction, 
an RMSD score is given to evaluate how well each candidate interacts with 
the protein. ChemDiv-4393-0009 is the most ideal candidate, but all 14 are 
acceptable.

Figure 4: The protein VEGF is shown on a pharmacore map with 7 main 
interactions in different colors: white represents a hydrogen donor, yellow 
represents hydrogen acceptors, and green represents hydrophobic interactions.

Figure 5: Compound 
4393-000. Interacting 
with the target.

Figure 11: Compound 
V015-2773. Interacting 
with the target. 

Figure 8: Compound 
V015-7427. Interacting 
with the target. 

Figure 14: Compound 
C260-0238. Interacting 
with the target. 

Figure 17: Compound 
V004-4933. Interacting 
with the target. 

Figure 6: Compound 
V029-1633. Interacting 
with the target.

Figure 12: Compound 
K305-0525. Interacting 
with the target. 

Figure 9: Compound 
V027-6087. Interacting 
with the target. 

Figure 15: Compound 
G923-0287. Interacting 
with the target. 

Figure 18: Compound 
L299-0508. Interacting 
with the target. 

Figure 7: Compound 
8017-4590. Interacting 
with the target.

Figure 13: Compound 
V013-5298. Interacting 
with the target. 

Figure 10: Compound 
V027-2157. Interacting 
with the target. 

Figure 16: Compound 
V010-4661. Interacting 
with the target. 

Figure 19: Compound 
L299-3577. Interacting 
with the target. 
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various trials and adjustments to determine the minimum pa-
rameters that would account for the maximum surface area. 
Each candidate’s attempt at docking was given a SwissParam 
score, with an absolute value of 7-8 being satisfactory, 9 being 
great, and 10 being ideal (Tables 4-18).38 As the compound 
ChemDiv-V027-6087 had a SwissParam score of -10.0058 
(Table 8), it is considered an ideal candidate. Additionally, 
there were also 4 candidates that had SwissParam scores of -9, 
which provided great results as well (Table 6, Table 9, Table 
13, Table 14). The 10 other candidates each had scores ranging 
from -7 to -8, with none having an absolute value less than 7, 
so all 15 compounds can be considered for the next phase of 
research.

DOI: 10.36838/IJHSR820.5

Table 4: Molecular docking of compounds on the VEGF protein.

ijhighschoolresearch.org



	 43	DOI: 10.36838/IJHSR820.5

	 ijhighschoolresearch.org



	 44	

Drug Properties:
While structure and compatibility are important for bind-

ing with proteins, small molecules must first permeate through 
membranes and cycle out of the body system after their work 
is done. Factors such as hydrogen bonds, mass, and solubility 
each affect how permeable compounds are, according to obser-
vations made by Christopher A. Lipinski in his Rule of 5.39 As 
his conditions are maximums, any compounds with qualities 
less than his standards are more likely to be permeable and 
absorbable. Thus, the 8 qualified candidates are proven fully 
adequate in all aspects, and the only trial that remains is to 
evaluate their toxicity.

SwissADME tests compounds for absorption to ensure that 
drugs can reach their protein targets. Lipinski’s Rule factors 
multiple qualities of a compound, such as molecular mass and 
hydrogen bond donors, to determine if it is permeable. Follow-
ing the maximum of 5 hydrogen bond donors, the maximum 
of hydrogen bond acceptors, the maximum LogP value of 5, 
and the maximum molecular mass of 500 daltons, 8 of the 15 
compounds are realistically able to be absorbed by the body 
and circulated to reach proteins, while 7 of the 15 compounds 
fail to be realistic candidates (Table 5).

DOI: 10.36838/IJHSR820.5

Table 5: Qualities of ChemDiv compounds and passing/failing of Lipinski’s 
Rule. 8 candidates “pass” and 7 candidates “fail”.
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Toxicity:
As a drug cannot be fully “safe”, the best method to measure 

hazard is the level of toxicity, and whether the human body 
can handle the compound without experiencing serious side 
effects. Thus, the LD50 dosage observes how much dosage of 
the compound would be lethal for half of a test sample, mean-
ing that a higher LD50 indicates a safer drug. The predicted 
toxicity class describes a range of values, with the class of 4 be-
ing mildly hazardous but not acutely dangerous. That said, the 
generally accepted LD50 dosage is 500 mg/kg, but anything 
above 1000 is considered more ideal.40 While all 8 compounds 
are still viable, the compounds ChemDiv-V027-2157, Chem-
Div-L299-0508, and ChemDiv-L299-3577 have LD50 scores 
close to the more hazardous 500 mg/kg dosage and so cannot 
be considered successful candidates (Table 6). Of the 8 via-
ble candidates, ChemDiv-V027-6087 is the most ideal, as the 
LD50 dosage is safely at 1000 mg/kg, and the molecular dock-

ing was ideal (Table 4,6).

�   Conclusion 
The results of this project were successful in identifying 5 

small-molecule drug candidates to target VEGF as potential 
treatments for vascular malformations. The overall ideal com-
pound is ChemDiv-V027-6087, as its results in each of the 
experiments were highest when taken from a holistic point of 
view. With the best molecular docking SwissParam score of 
-10.0058 and a safe 1000 LD50 dosage, the candidate is able to 
bind, permeate, and inhibit the VEGF protein to reduce vascu-
lar malformation symptoms and stagnate further development. 
These results provide a new foundation for further research in 
long-term therapeutics for those with vascular malformations. 
However, it must be noted that as the majority of these exper-
iments were conducted through computer simulations and in 
silico models, further validation through in vitro and in vivo 
studies must be conducted to account for complex biological 
variables, such as off-target effects, systemic toxicity, and met-
abolic stability.

Table 6: Level and kinds of toxicity of each compound, followed by a 
figure comparing each drug to FDA-approved toxicity levels. The most ideal 
candidate is ChemDiv-V027-6087.

Table 7: Structures of the 5 small molecule drug candidates.

DOI: 10.36838/IJHSR820.5

	 ijhighschoolresearch.org



	 46	

�   References
1. Adams, D. M.; Trenor, C. C., III; Hammill, A. M.; Vinks, A. A.; 

et al. Efficacy and Safety of Sirolimus in the Treatment of Com-
plicated Vascular Anomalies. Pediatrics 2016, 137 (2), e20153257. 
https://doi.org/10.1542/peds.2015-3257.

2. Tran, A. Q.; Shoji, M. K.; Levitt, A.; Lee, W. W.; et al. Vascular En-
dothelial Growth Factor Receptor Expression in Orbital Cavernous 
Malformations and Lymphatic Malformations. Ophthalmology and 
Vision Care 2021, 1 (1), 1003.

3. Muster, R.; Ko, N.; Smith, W.; Su, H.; et al. Proof-of-Concept 
Single-Arm Trial of Bevacizumab Therapy for Brain Arteriove-
nous Malformations. Stroke 2021, 52 (3), e123–e127. https://doi.
org/10.1136/bmjno-2020-000114.

4. Bates, D. O. Vascular Endothelial Growth Factors and Vascular 
Permeability. Cardiovasc. Res. 2010, 87 (2), 262–271. https://doi.
org/10.1093/cvr/cvq105.

5. Bhari, N.; Agarwal, A.; Asritha, C. V. V.; Panda, M.; et al. Vascu-
lar Malformations. Indian Dermatology Online Journal 2024, 15 (3), 
415–430. https://doi.org/10.4103/idoj.idoj_633_23.

6. Walker, E. J.; Su, H.; Shen, F.; Jun, K.; et al. Bevacizumab Attenu-
ates VEGF‑Induced Angiogenesis and Vascular Malformations in 
the Adult Mouse Brain. Stroke 2012, 43 (7), 1925–1930. https://
doi.org/10.1161/STROKEAHA.111.647982.

7. Snellings, D. A.; Gallione, C. J.; Clark, D. S.; Vozoris, N. T.; et 
al. Somatic Mutations in Vascular Malformations of Hereditary 
Hemorrhagic Telangiectasia Result in Bi‑allelic Loss of ENG or 
ACVRL1. Am. J. Hum. Genet. 2019, 105 (5), 894–906. https://doi.
org/10.1016/j.ajhg.2019.09.010

8. Kirkorian, A. Y.; Grossberg, A. L.; Püttgen, K. B.; Pepin, M. G.; et al. 
Genetic Basis for Vascular Anomalies. Semin. Cutaneous Med. Surg. 
2016, 35 (3), 128–136. https://doi.org/10.12788/j.sder.2016.051.

9. Queisser, A.; Seront, E.; Boon, L. M.; Vikkula, M.; et al. Genetic 
Basis and Therapies for Vascular Anomalies. Circ. Res. 2021, 129 (1), 
155–173. https://doi.org/10.1161/CIRCRESAHA.121.318145.

10. Seront, E.; Queisser, A.; Boon, L. M.; Vikkula, M.; et al. Molecular 
Landscape and Classification of Vascular Anomalies. Hematology 
Am Soc Hematol Educ Program 2024, 2024 (1), 700–708. https://doi.
org/10.1182/hematology.2024000598.

11. Mansur, A.; Radovanovic, I. Vascular Malformations: An Over-
view of Their Molecular Pathways, Detection of Mutational Profiles 
and Subsequent Targets for Drug Therapy. Front. Neurol. 2023, 14, 
1099328. https://doi.org/10.3389/fneur.2023.1099328.

12. Seebauer, C. T.; Wiens, B.; Hintschich, C. A.; Batista da Silva, 
N. P.; et al. Targeting the Microenvironment in the Treatment of 
Arteriovenous Malformations. Angiogenesis 2023, 27 (1), 91–103. 
https://doi.org/10.1007/s10456-023-09896-3.

13. Borst, A.; Vinks, A. A.; Ricci, K.; Hammill, A. M.; et al. Tar-
geted Medical Therapies for Vascular Anomalies. Hematology Am 
Soc Hematol Educ Program 2024, 2024 (1), 709–717. https://doi.
org/10.1182/hematology.2024000599.

14. Hammer, J.; Seront, E.; Duez, S.; Dupont, S.; et al. Sirolimus Is 
Efficacious in Treatment for Extensive and/or Complex Slow‑Flow 
Vascular Malformations: A Monocentric Prospective Phase II 
Study. Orphanet J. Rare Dis. 2018, 13, 191. https://doi.org/10.1186/
s13023‑018‑0934‑z.

15. van der Vleuten, C. J. M.; Kater, A.; Wijnen, M. H. W. A.; Schul-
tze Kool, L. J.; et al. Effectiveness of Sclerotherapy, Surgery, and 
Laser Therapy in Patients with Venous Malformations: A System-
atic Review. Cardiovasc. Intervent. Radiol. 2014, 37 (4), 977–989. 
https://doi.org/10.1007/s00270-013-0764-2.

16. Kane, G.; Fernandez‑Pineda, I.; et al. Targeted Therapies for Vas-
cular Malformations. Front. Med. 2024, 11, 1446046. https://doi.
org/10.3389/fmed.2024.1446046

17. Bao, P.; Kodra, A.; Tomic‑Canic, M.; Golinko, M. S.; Ehrlich, H. 
P.; Brem, H.; et al. The Role of Vascular Endothelial Growth Factor 
in Wound Healing. J. Surg. Res. 2009, 153 (2), 347–358. https://doi.
org/10.1016/j.jss.2008.04.023

18. Zerbib, L.; Ladraa, S.; Fraissenon, A.; Bayard, C.; et al. Target-
ed Therapy for Capillary‑Venous Malformations. Signal Transduct. 
Target. Ther. 2024, 9, 146. https://doi.org/10.1038/s41392-024-
01862-9.

19. Delestre, F.; Venot, Q.; Bayard, C.; Fraissenon, A.; et al. Alpelisib 
Administration Reduced Lymphatic Malformations in a Mouse 
Model and in Patients. Sci. Transl. Med. 2021, 13 (614), eabg0809. 
https://doi.org/10.1126/scitranslmed.abg0809.

20. Kobialka, P.; Sabata, H.; Vilalta, O.; Graupera, M.; et al. The 
Onset of PI3K‑Related Vascular Malformations Occurs during 
Angiogenesis and Is Prevented by the AKT Inhibitor Miransertib. 
EMBO Mol. Med. 2022, 14 (7), e15619. https://doi.org/10.15252/
emmm.202115619.

21. Wang, K.; Zhao, S.; Liu, B.; Zhang, Q.; et al. Perturbations of 
BMP/TGF‑β and VEGF/VEGFR Signalling Pathways in 
Non‑Syndromic Sporadic Brain Arteriovenous Malformations. J. 
Med. Genet. 2018, 55 (10), 675–684. https://doi.org/10.1136/jmed-
genet-2017-105224.

22. Revencu, N.; Boon, L. M.; Mulliken, J. B.; Clapuyt, P.; et al. Vascu-
lar Anomalies of the Head and Neck: A Review of Genetics. Semin. 
Pediatr. Surg. 2014, 23 (4), 227–232. https://doi.org/10.1053/j.
sempedsurg.2014.06.016.

23. Kalailingam, R. P.; Rannikmae, K.; Hausman‑Kedem, M.; Mu-
solino, P. L.; et al. Genetic Insights into Hemorrhagic Stroke and 
Vascular Malformations: Pathogenesis and Emerging Therapeutic 
Strategies. Stroke 2025, 56 (5), 1298–1311. https://doi.org/10.1161/
STROKEAHA.124.045182

24. Coulie, J.; Seront, E.; Vikkula, M.; Boon, L. M. Extracranial Ar-
teriovenous Malformations: Towards Etiology‑Based Therapeutic 
Management. J. Clin. Invest. 2025, 135 (6), e172837. https://doi.
org/10.1172/JCI172837

25. Lee, C.; Kim, M.-J.; Kumar, A.; Lee, H.-W.; et al. Vascular En-
dothelial Growth Factor Signaling in Health and Disease: From 
Molecular Mechanisms to Therapeutic Perspectives. Signal Trans-
duct. Target. Ther. 2025, 10 (1), 170. https://doi.org/10.1038/
s41392-025-02249-0.

26. Fährrolfes, R.; Bietz, S.; Flachsenberg, F.; Meyder, A.; Nittinger, 
E.; Otto, T.; Volkamer, A.; Rarey, M. ProteinsPlus: A Web Portal 
for Structure Analysis of Macromolecules. Nucleic Acids Res. 2017, 
45 (W1), W337–W343. https://doi.org/10.1093/nar/gkx333.

27. Ngan, C.‑H.; Hall, D. R.; Zerbe, B.; Grove, L. E.; Kozakov, D.; 
Vajda, S. FTSite: High Accuracy Detection of Ligand Binding 
Sites on Unbound Protein Structures. Bioinformatics 2012, 28 (2), 
286–287. https://doi.org/10.1093/bioinformatics/btr651.

28. Jendele, L.; Krivák, R.; Skoda, P.; Novotný, M.; Hoksza, D. 
PrankWeb: A Web Server for Ligand Binding Site Prediction and 
Visualization. Nucleic Acids Res. 2019, 47 (W1), W345–W349. 
https://doi.org/10.1093/nar/gkz424.

29. Sunseri, J.; Koes, D. R. Pharmit: Interactive Exploration of 
Chemical Space. Nucleic Acids Res. 2016, 44 (W1), W442–W448. 
https://doi.org/10.1093/nar/gkw287.

30. Daina, A.; Michielin, O.; Zoete, V. SwissADME: A Free Web 
Tool to Evaluate Pharmacokinetics, Drug‑Likeness and Medici-
nal Chemistry Friendliness of Small Molecules. Sci. Rep. 2017, 7, 
42717. https://doi.org/10.1038/srep42717.

31. Banerjee, P.; Eckert, A. O.; Schrey, A. K.; Preissner, R. ProTox‑II: 
A Webserver for the Prediction of Toxicity of Chemicals. Nucleic 
Acids Res. 2018, 46 (W1), W257–W263. https://doi.org/10.1093/
nar/gky318.

DOI: 10.36838/IJHSR820.5

ijhighschoolresearch.org



	 47	

32. Kozakov, D.; Grove, L. E.; Hall, D. R.; Bohnuud, T.; et al. The FT-
Map Family of Web Servers for Determining and Characterizing 
Ligand‑Binding Hot Spots of Proteins. Nat. Protoc. 2015, 10 (5), 
733–755. https://doi.org/10.1038/nprot.2015.043.

33. Hajduk, P. J.; Huth, J. R.; Fesik, S. W. Druggability Indices for 
Protein Targets Derived from NMR‑Based Screening Data. J. 
Med. Chem. 2005, 48 (7), 2518–2525. https://doi.org/10.1021/
jm049131r.

34. Hopkins, A. L.; Groom, C. R.; Alex, A. Ligand Efficiency: A 
Useful Metric for Lead Selection. Drug Discov. Today 2004, 9 (10), 
430–431. https://doi.org/10.1016/S1359-6446(04)03069-7.

35. Schinkel, A. H.; Wagenaar, E.; van Deemter, L.; Mol, C. A.; Borst, 
P. Absence of the Mouse mdr1a P‑Glycoprotein Leads to a High 
Oral Bioavailability and Brain Penetration of Many Drugs. Proc. 
Natl. Acad. Sci. U.S.A. 1996, 93 (18), 10346–10351. https://doi.
org/10.1172/JCI118699.

36. Chen, Z.; Li, H.‑L.; Zhang, Q.‑J.; Bao, X.‑G.; et al. Pharma-
cophore‑Based Virtual Screening versus Docking‑Based Virtual 
Screening: A Benchmark Comparison against Eight Targets. Acta 
Pharmacol. Sin. 2009, 30 (12), 1694–1708. https://doi.org/10.1038/
aps.2009.159

37. Sadremomtaz, A.; Ali, A. M.; Jouyandeh, F.; Balalaie, S.; et al. 
Molecular Docking, Synthesis, and Biological Evaluation of a Vas-
cular Endothelial Growth Factor (VEGF) B‑Based Peptide as an 
Antiangiogenic Agent Targeting the Second Domain of the Vas-
cular Endothelial Growth Factor Receptor 1 (VEGFR1D2) for 
Anticancer Application. Signal Transduct. Target. Ther. 2020, 5, 76. 
https://doi.org/10.1038/s41392-020-0177-z.

38. Ramírez D, Caballero J. Is It Reliable to Take the Molecular 
Docking Top Scoring Position as the Best Solution without Con-
sidering Available Structural Data?” Molecules. 2018, 23 (5), 1038. 
https://doi.org/10.3390/molecules23051038

39. Benet, L. Z.; Hosey, C. M.; Ursu, O.; Oprea, T. I. BDDCS, the 
Rule of 5 and Drugability. Adv. Drug Deliv. Rev. 2016, 101, 89–98. 
https://doi.org/10.1016/j.addr.2016.05.007.

40. Wang, Y.; Cui, C.; Ren, X.; Dong, X.; Cui, W.; et al. Cardiovascular 
Toxicity Associated with Angiogenesis Inhibitors: A Comprehen-
sive Pharmacovigilance Analysis Based on the FDA Adverse Event 
Reporting System Database from 2014 to 2021. Front. Cardiovasc. 
Med. 2022, 9, 988013. https://doi.org/10.3389/fcvm.2022.988013.

�   Author
Andrew Wi is a senior at Archbishop Mitty High School 

with a passion for chemistry and its biomedical applications, 
such as drug discovery. His work targets the vascular endo-
thelial growth factor (VEGF) for the treatment of vascular 
malformations by using methods such as virtual screening and 
molecular docking to find a small molecule that can inhib-
it the VEGF protein. He plans to continue his education in 
biochemistry and medicine to discover alternative, better treat-
ments for similar diseases. In his spare time, Andrew serves as 
a representative on his school’s student government, captain of 
his school’s speech and debate, and plays clarinet and tennis for 
his school’s Wind Ensemble and Men’s Varsity Tennis Team.

DOI: 10.36838/IJHSR820.5

	 ijhighschoolresearch.org



© 2026 Terra Science and Education	 48	

The Effect of PIEB vs CEI for Quality of Parturient Care and 
Neonatal Outcomes: A Comparative Review      

Angelica C. Cheng        
Dulwich College, 71 Bukit Batok West Avenue 8, 658966 Singapore; Angelicacheng814@icloud.com 

ABSTRACT: Epidurals are the gold standard for pain relief in labor analgesia worldwide. However, reports on the effects of 
PIEB compared to CEI on rescue bolus, motor block, and adverse effects remain unclear. This research paper aims to review the 
effect of PIEB and CEI on rescue bolus, motor block, and adverse effects. Existing literature found that there was an overall lower 
incidence of requirement for rescue bolus, similar levels of motor block, and either lower or no statistically significant difference 
in PIEB compared to CEI in terms of adverse effects. Additionally, higher maternal satisfaction was reported in PIEB compared 
to CEI. Overall, more research is needed to determine whether the results from the studies reveal a general trend or if one or two 
studies are outliers. Further research on the varying effects of PIEB and CEI can help healthcare suppliers improve pain relief for 
patients as well as long-term neonatal outcomes.  

KEYWORDS: Health and Medicine, Labor Analgesia, Epidural, Programmed Intermittent Epidural Bolus (PIEB),
Continuous Epidural Infusion (CEI). 

�   Introduction
Approximately 135 million births occur annually worldwide.1 

Global epidural rates vary, but are usually lower in developing 
countries.2 For example, China has an epidural rate of 30%,3 
whereas for some developed countries like Finland, the rate 
can be as high as 83.4%.4 Continuous epidural infusion (CEI) 
is the traditional epidural method of use, where anesthesia is 
continuously dripped through a catheter inserted into the epi-
dural space in the spine.5 CEI is associated with increased risk 
of hypertension, motor block, and numerous other complica-
tions, yet it remains the industry’s standard.5 Perhaps this may 
contribute to the rapidly declining global fertility rate, with the 
drastic reduction of 5.31-2.25 live births/woman globally from 
1963 to 2023.6 Thus, there has recently been a rise in research 
related to new epidural methods that aim to improve the qual-
ity of pain relief and minimize side effects.5

Programmed intermittent epidural bolus (PIEB) is a mod-
ern epidural method in which a fixed amount of anesthetic is 
administered to the patient at pre-programmed intervals using 
a computer-controlled pump.7 PIEB has been hypothesized 
to reduce rescue bolus (amount of analgesia required to reach 
pain relief ), motor block (interruption of motor nerve fibers 
which allows for pain relief ),8 and adverse effects (side effects 
incurred due to the analgesia) more than CEI.9 However, the 
exact effect on rescue bolus, motor block, and adverse effects 
between PIEB and CEI remains unclear.

Therefore, the primary purpose of this review is to compare 
the effects of PIEB versus CEI on rescue bolus, motor block, 
and adverse effects. The secondary aim of this review is to un-
derstand the effect of PIEB versus CEI on women of different 
parities across parities and maternal satisfaction. By thoroughly 
reviewing the existing literature surrounding modern epidural 
methods, this further educates providers on the effect of PIEB 
across parities, subsequently allowing patient anesthesia to be 

better tailored to their unique needs and effectively relieving 
pain during labor and delivery.

�   Methods
Literature Search Strategy:
PubMed and Google Scholar were the databases used to 

search for existing literature for review. These databases were 
utilized from the 5th of October to the 11th of December 
2025. Search terms used included “labor,” “analgesia,” “PIEB,” 
“CEI,” “rescue bolus,” “motor block,” “adverse effects,” “parity,” 
“compare,” “multicenter,” “randomized controlled trial,” “qua-
si-experimental,” and “maternal satisfaction.”

After applying the search terms mentioned above, 38 studies 
were determined to be sufficient but required further review. 
Before screening, 3 duplicate research articles were removed. 
During the screening process, 28 papers were excluded due to 
the eligibility criteria. After eligibility criteria were met, 7 pa-
pers were included in the review (Figure 1).

Eligibility Criteria:
Randomized and quasi-experimental studies that includ-

ed patients from obstetric populations who requested labor 
analgesia and agreed to take part in studies that compared 
continuous epidural infusions (CEI) and programmed inter-
mittent epidural bolus (PIEB) were included in this review.

Additionally, eligible studies included women between 18 
and 40 years of age, ≥37 weeks’ gestation, with singleton preg-
nancies and cephalic presentation, without contradictions to 
labor analgesia. Studies included women with fetuses that had 
a healthy baseline fetal status (normal fetal heart rate, absence 
of decelerations, normal amniotic fluid, and good fetal move-
ment). Lastly, only studies that directly compared the effect of 
PIEB and CEI on rescue bolus, motor block, and adverse ef-
fects were included.
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Non-eligible studies included women with multiple ges-
tation, preterm labor, non-cephalic presentation, unhealthy 
fetal baseline status, and contradictions to labor analgesia. Ad-
ditionally, studies that did not directly compare the effect of 
PIEB and CEI on the effect of rescue bolus, motor block, and 
adverse effects were excluded.

�   Discussion 
Rescue Bolus:
Dangers of Excessive Rescue Bolus:
Rescue bolus is the additional amount of labor analgesia re-

quired for pain relief to occur. Lower rescue bolus requirement 
is important for labor analgesia as it means pain relief can be 
achieved with lower analgesic consumption. This is cost-effec-
tive and minimizes potential adverse effects from the rescue 
boluses. For example, if high volumes of epidural analgesia 
are administered, it can lead to severe consequences such as 
stroke due to increased epidural pressure (ICP).10 This increase 
in ICP may rupture epidural blood vessels and nerve tissue, 
which could result in ischemia (reduced blood flow) of the 
cauda equina (nerve roots extending from the lower end of the 
spinal cord)11 or distal spinal cord (lower spinal cord),12 result-
ing in neurological deficits (CNS impairment) in patients.13

Requirement for Rescue Bolus:
Of the seven studies included in this review, six reported that 

PIEB reduced rescue bolus requirement more than CEI; how-
ever, whether this was statistically significant varied between 
studies.9,14-18 One study reported that CEI reduced rescue bolus 
requirement more compared to PIEB.19 For example, in 2011, 
Capogna and colleagues compared the effect of PIEB and 
CEI on labor analgesia in terms of incidence of motor block 
and labor outcomes.9 These researchers found that PIEB had 
a statistically significantly lower number of patient-controlled 
epidural analgesia (PCEA) boluses per patient and number 

of patients requiring additional PCEA boluses (p<0.001) 
compared to CEI.9 Additionally, in 2024 Ou and Chen in-
vestigated the amount of work in obstetrics anesthesia units 
between PIEB and CEI and found that PIEB had a statisti-
cally significantly lower proportion of patients (females about 
to give birth) that required unscheduled visits from healthcare 
professionals ((20.8% to 27.7%) (p=0.033) (RR=0.69, 95% 
CI=(0.48-0.97)) compared to CEI (Table 1).15 Unscheduled 
visits are defined as “unplanned visits by healthcare staff to 
control issues outside routine scheduled checks” e.g., require-
ment for rescue bolus and side effects.15 Additionally, Haidl et 
al., in 2022, investigated the effect of PIEB compared to CEI 
on labor analgesia using an adrenaline epidural solution and 
reported that the mean number of PCEA boluses required per 
patient was statistically significantly lower for PIEB compared 
to CEI (3.9 (SD 4.1) vs 1.9 (SD 2.0)) (p<0.001).14 Lin et al., in 
2016, also investigated differences in PIEB and CEI as it re-
lates to the safety of techniques for patients and neonates; the 
authors reported a statistically significantly lower requirement 
of PCEA rescue bolus in PIEB compared to CEI (1.27±0.26 
vs 5.71±1.03) (p=0.00).17 Lastly, Liu et al., in 2020, determined 
the efficacy and safety of PIEB and CEI and found there was 
a statistically significant decrease in total rescue bolus require-
ment from PIEB compared to CEI (p=0.030) (RR=0.61, 95% 
CI).20 These studies all suggest a trend that the requirement 
for rescue bolus was statistically significantly lower in PIEB 
groups compared to CEI. However, a 2024 study by Kim et al. 
compared PIEB and CEI on the effects of the flow rates for 
labor analgesia and found that PIEB did not have a statistical-
ly significantly lower percentage of patients requiring rescue 
bolus (65.5% in PIEB vs 78.9% in CEI) (p=0.081) compared 
to CEI.16 Furthermore, Wang et al., in 2021, which compared 
PIEB and CEI for duration of labor, mode of delivery, side 
effects, and maternal satisfaction score, found a statistically 
significant difference in the number of patients who required 
PCEA bolus, with PIEB being higher than CEI (425 in PIEB 
vs 423 in CEI) (OR = 0.27, 95% CI=(0.14–0.51), p <0 .0001, 
I2 = 65%, p for heterogeneity =0 .01).19 This is the converse 
to the other studies, as in this case, PIEB required more rescue 
bolus compared to CEI. This key difference in results in the 
Wang et al. study19 may be because this study includes several 
variables that are not accounted for in the other studies and 
thus, evaluates the relationship between the amount of res-
cue bolus required and pain relief more thoroughly. Therefore, 
further research is required to understand whether this study 
was an anomaly of the trend or whether other studies do not 
have enough variables included in the analysis to detect accu-
rate differences if they do exist. Overall, these findings show a 
consensus of reduced rescue bolus requirement with the use of 
PIEB compared to CEI.

Motor Block:
Impact of Motor Block on the Labor Experience:
Motor block occurs when labor analgesia temporarily blocks 

nerve signals to muscles, causing reduced or temporary im-
mobility in the legs.21 This block targets specific spinal levels 
(e.g., T10-lower sacral nerve roots (S2-4)),21 which reduces 
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Figure 1: Review inclusion and exclusion criteria PRISMA flowchart. 38 
records identified, 35 screened, 23 assessed for eligibility, and 7 studied were 
included in the review after screening.
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the patient's ability to push during labor as contractions of 
the abdominal and pelvic floor muscles are weakened, which 
could prolong the secondary stage of labor.22 Such weakened 
muscle contraction can be harmful to both the patient (more 
exhaustion and increased chance of instrumental delivery) and 
fetus (lower Apgar scores or shoulder dystocia).23 Lower inci-
dence of motor block is extremely important to prioritize due 
to its ability to improve the quality of the parturient’s birth. 
By reducing motor block, this allows the patient to have more 
mobility and to find a comfortable birthing position, as well 
as being able to actively push out the fetus during the second 
stage of labor.24

Incidence of Motor Block:
Of the seven papers referenced above, two found that PIEB 

had a statistically significantly lower incidence of motor block 
compared to CEI,15 one reported PIEB had a statistically sig-
nificantly higher incidence of motor block compared to CEI,19 
while four reported no statistically significant difference be-
tween the two methods of epidural analgesia for labor.14-16,17-20 
For example, Capogna et al. found that PIEB had a statistical-
ly significantly lower incidence of motor block compared to 
CEI (2.7% vs 37%) (p<0.001) (OR=21.2, 95% CI=(4.9-129.3), 
HR=7.8, 95% CI=(1.9-30.8)) (Table 1).9 Additionally, Ou and 
Chen found there to be a statistically significantly lower in-
cidence of motor block in PIEB compared to CEI (7.1% vs 
2.1%) (p=0.03).15 Together, these results suggest that PIEB is 
more favorable compared to CEI in terms of minimizing the 
incidence of motor block. Conversely, Wang et al. found that 
PIEB was more prone to extensive motor block than CEI.19 
However, Haidl et al. found that there was no statistically sig-
nificant difference in motor block for PIEB compared to CEI 
at delivery.14 Similarly, Kim et al. reported there was no statis-
tically significant difference in motor blockade between PIEB 
and CEI after 4 hours of labor analgesia (p=0.224).16 Fur-
thermore, Lin et al. reported no difference in motor block for 
PIEB compared to CEI.17 Lastly, Liu et al. found that PIEB 
had a lower risk of motor blockade than CEI; however, these 
findings were not statistically significant. Thus, there was no 
statistically significant difference between PIEB and CEI for 
the risk of motor blockade (p=0.058) (95% CI = (0.19–1.03, 
RR=0.44) (Table 1).20 Despite not being statistically signif-
icant, there was a 56% reduction in motor blockade, which 
may be due to over-adjustment of covariates, which may have 
adjusted away a possible true difference. Over-adjustment 
occurs when mediators are included, which results in biased 
results, usually towards the null. Therefore, the results of these 
4 studies suggest that there is no statistically significant differ-
ence between PIEB and CEI usage in terms of the incidence 
of motor block. Overall, due to the varying reports of these 
studies, a larger, more in-depth multicenter study is needed to 
determine whether PIEB is associated with a higher, lower, or 
no statistically significant difference in motor block incidence 
than CEI.

Adverse Effects:
Risk of Adverse Effects:
Adverse effects are unintended side effects that negatively 

harm the physical or mental health of the parturient or in-
fant.25 These are important to consider as it allows healthcare 
professionals to conduct a risk-benefit analysis for the parturi-
ent and infant to consider whether the potential complications 
of using either epidural method outweigh the improved pain 
relief caused by it.26

Impact on Adverse Effects:
Of the seven studies included, three found statistically sig-

nificant differences in PIEB compared to CEI for adverse 
effects,15-19 while four found no statistically significant dif-
ference.9,14,17,20 Firstly, in 2024, Ou and Chen discovered that 
PIEB had a higher rate of episiotomy than CEI, regardless of 
parity, 210 (92.5%) compared to 159 (83.2%) (p<0.01).15 This 
suggests that PIEB is worse compared to CEI in terms of the 
occurrence of the adverse effect of an episiotomy. Conversely, 
the degree of perineal laceration was statistically significantly 
lower in PIEB 2(2-3) compared to CEI 3(2-3) (p<0.01) for 
nulliparous women but not statistically significantly the same 
for parous women, 2(2-2) (p=0.67).15 Together, these results 
indicate that PIEB results in fewer adverse effects in mothers 
compared to CEI after labor. However, in 2021, Wang et al. 
showed that there was no statistically significant difference in 
nausea, vomiting, need for norepinephrine therapy, and time to 
first passage of flatus or feces (p=0.06) when comparing PIEB 
to CEI.19
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suggesting either can be used when considering side effects for 
patients and the fetus. However, it is important to consider that 
most studies considered varying adverse effects, meaning it is 
difficult to directly compare the adverse effects in each study.

Further Explorations of Maternal and Fetal/Neonatal Ad-
verse Effects of PIEB and CEI:

For this paper, the reviewed literature identified a larger 
number of maternal effects compared to fetal/neonatal (Table 
2). However, the adverse effects on the fetus are critical as it 
can be directly impacted by the adverse effects of the mother.27

An episiotomy is carried out to prevent perineal laceration.28 
Ou and Chen found that although there was a higher episi-
otomy rate using PIEB, there was ultimately lower severity of 
perineal lacerations amongst nulliparous women (Table 2).15 
This suggests there are mixed effects on perineal trauma over-
all. Maternal discomfort can include nausea, vomiting, and 
itching, and can cause discomfort to the parturient and affect 
their birthing experience. There was no statistically significant 
difference in maternal discomfort, such as nausea, vomiting, 
and itching, in PIEB in both Wang et al. and Liu et al.19,20 

This indicated similar rates of maternal discomfort in both. 
Norepinephrine therapy utilizes synthetic norepinephrine to 
maintain blood pressure in patients suffering from severe hy-
potension.29 Wang et al. and Heidl et al. found no statistically 
significant difference between PIEB and CEI for norepineph-
rine therapy and anesthetist intervention, suggesting similar 
rates of clinically significant hypotension requiring interven-
tion.14,19 Moreover, heightened duration of labor increases the 
likelihood of instrumental delivery, infections, and maternal 
exhaustion.30 Wang et al., Capogna et al., and Lin et al. found 
no statistically significant difference between PIEB and CEI 
for time to first passage of feces and duration of first and sec-
ond stage labor.9,17,19 Therefore, it can be concluded that there 
was a similar recovery of gastrointestinal function postpartum 
in both, and risks associated with longer labor in PIEB and 
CEI. Instrumental-assisted delivery can cause maternal pelvic 
injury, postpartum hemorrhage, and infection.31 Interestingly, 
while Kim et al. reported lower instrumental delivery rates with 
PIEB compared to CEI, Lin et al. found no statistically signif-
icant difference between PIEB and CEI.16,17 This may require 
further research to conclude whether PIEB has statistically 
significant benefits in relation to assisted delivery compared 
to CEI. Excessive postpartum hemorrhage increases blood 
loss, which results in hypotension.32 Liu et al. and Wang et al. 
both found that there was a statistically significant difference 
between PIEB and CEI.18,19 Thus, this indicates similar risks 
of severe maternal blood loss. High intrapartum fever can in-
crease postpartum hemorrhage and, in severe cases, be fatal, 
even leading to organ failure.33 Liu et al. found no significant 
difference between PIEB and CEI for intrapartum fever.18 In 
conclusion, while PIEB was associated with higher episiotomy 
but lower severity of perineal laceration and assisted deliveries, 
other maternal effects had no statistically significant difference 
between PIEB and CEI.

In terms of neonatal/fetal effects, fetal bradycardia refers 
to a sustained fetal heart rate below 110 bpm,which can lead 

Additional adverse effects evaluated include numbness, du-
ration of labor, and rate of instrumental delivery. For example, 
in 2024, Kim et al. reported a lower instrumental rate in PIEB 
compared to CEI (0 out of 29 vs 3 out of 28).16 Within this 
same study, of the 85 participants (PIEB=29, CEI=28, and 
manual=28), 3 participants (1 in PIEB and 2 in CEI) com-
plained of numbness in the lower extremities immediately after 
labor analgesia induction, but all recovered within 4 hours.16 
In 2011, Capogna et al. reported no difference in duration of 
labor between PIEB and CEI.9 Similarly, in 2022, Haidl et 
al. found there was no significant difference in need for anes-
thetist intervention between PIEB and CEI.14 Additionally, 
in 2016, Lin et al. found there to be no statistically signifi-
cant difference in labor instrument usage when compared with 
normal age between the two epidural groups.17 Furthermore, 
there was not a statistically significant shorter first and sec-
ond stage labor in PIEB compared to CEI (420.35±20.29 vs 
431.51±19.09) (p=0.75) and (55.31±9.71 vs) (p=0.68).17 Lastly, 
in 2020, Liu et al. discovered no statistically significant dif-
ference in pruritus (p=0.703, RR=1.03), nausea and vomiting 
(p=0.435, RR=1.44), hypotension (p=0.084, RR 1.43), shiver-
ing (p=0.913, RR=0.98), fetal bradycardia (p=0.944, RR 1.04), 
postpartum hemorrhage (p=0.607, RR=0.73), and intrapartum 
fever, perineal tears, retained placental products between PIEB 
and CEI.20 Overall, these studies do not support the theory 
that PIEB is more favorable than CEI in terms of maternal 
adverse effects.

In addition to maternal adverse effects, epidurals can also 
result in neonatal complications. For example, in 2021, Wang 
et al. outlined how there were statistically significantly higher 
Apgar scores at 1 and 5 minutes for PIEB compared to CEI 
(WMD = 0.07, 95% CI: 0.02-0.13, p=0.007, I2 = 55%, p for

heterogeneity = 0.04), (WMD = −0.08, 95% CI=(−0.12-
−0.05, p < 0.00001, I2 = 21%, p for heterogeneity =0 .27).19 
Additionally, in Ou and Chen, both PIEB and CEI had the 
same non-statistically significant Apgar score at 1 and 5 minutes 
for both parous and nulliparous women. At 1 minute, nullip-
arous women had non-statistically significant Apgar scores of 
8(8-9) (p=0.82), while multiparous women had average Apgar 
scores of 9(8-9) (p=0.36).15 Similarly, at 5 minutes, there was 
a nonstatistically significant average Apgar score of 9(8-9) for 
both nulliparous (p=0.30) and multiparous women (p=0.49).15 
Lastly, in 2024, Kim et al. found the same non-statistically sig-
nificant Apgar scores at 1 minute (PIEB=9(9,9), CEI=9(9,9), 
manual=9(9,9), p=0.666) and at 5 minutes (PIEB=10(9,10), 
CEI=10(10,10), manual=10(9,10), p=0.798).16 Also, there 
was no statistically significant difference in Apgar score at 1 
minute in PIEB compared to CEI (8.62±0.29 vs 8.57±0.16) 
(p=0.74).17 Moreover, Apgar scores at 5 minutes were lower in 
PIEB compared to CEI (9.03±0.18 vs 9.13±0.16) (p=0.06).17 
Together, these studies generally indicate that neither PIEB 
nor CEI is more favorable when considering the effect they 
have on neonatal Apgar scores. However, more research is 
needed to determine if this is true, given that the study did 
find there to be a statistically significant difference.

Overall, most of the studies indicated there was not a statis-
tically significant difference in adverse effects in both groups, 
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(VAS) measured from 0-100 to determine the patient’s satis-
faction with the labor and delivery process.38

Parity refers to the number of pregnancies that reached 20 
weeks’ gestation regardless of the outcome that a parturient 
has experienced.39 Being able to separate maternal and labor 
outcomes based on parity (parity stratification) is important, 
as nulliparous women tend to have longer, more challenging 
labors as their cervix and pelvic tissues are undergoing the la-
bor process, specifically stretching and opening, for the first 
time.40 Furthermore, there is a lower risk of obstetric and 
sphincter injuries (OASIS) in multiparous compared to nul-
liparous women.41 Additionally, parous women usually have 
shorter lengths of labor, so having a mixed parity group and 
not stratifying by parity may skew conclusions and lead to an 
underestimation of the length of labor.41 Lastly, stratifying by 
parity allows the results of the study to be applied more spe-
cifically to all women, which makes the findings applicable to 
a larger demographic.

Effect on Maternal Outcomes and Parity Consideration:
Of the seven papers included, five papers reported maternal 

satisfaction,15-20 while the remaining two did not.9-17 Firstly, in 
2024, Ou and Chen discovered there was a statistically sig-
nificantly higher maternal satisfaction in PIEB compared to 
CEI (p = 0.0003) (WMD = 0.91).15 Also, this is the only study 
that stratified adverse effects by parity.15 It was found that the 
degree of perineal laceration was lower in PIEB compared to 
CEI for nulliparous women but the same for parous wom-
en; however, these results were not statistically significant.15 
Furthermore, both PIEB and CEI had the same Apgar score 
at 1 and 5 minutes for both parous and nulliparous women; 
however, these results were also not statistically significant.15 
Moreover, in 2021, Wang et al. found a statistically signifi-
cantly higher maternal satisfaction in PIEB compared to CEI 
(WMD = 0.91, 95% CI = (0.42–1.39), p = 0 .0003, I2 = 98%, p 
for heterogeneity<0.00001).19 Lastly, in 2020, Liu et al. discov-
ered that using CEI had lower maternal satisfaction compared 
to PIEB.20 Together, these three studies indicate that PIEB is 
more favorable compared to CEI in terms of parturient satis-
faction. However, in 2024, Kim et al. reported no statistically 
significant difference in maternal satisfaction score (9(8,10) in 
CEI compared to 9(9,10) in PIEB) (p=0.287).16 Additionally, 
in 2022, Haidl et al. found there was no statistically significant 
difference in maternal satisfaction between PIEB and CEI.14 
Overall, the method to measure maternal satisfaction for each 
study must be considered, as well as the different preferences 
of patients regarding their labor experience, as this may explain 
the varying maternal satisfaction. Similarly, maternal satisfac-
tion is subjective and cannot be quantitatively measured and 
accurately compared across studies, especially across studies 
conducted in different facilities and regions that have access to 
varying qualities ofequipment and training.

�   Strengths and Limitations 
This review offers a balanced and unbiased consideration 

of the compared effects of PIEB and CEI on the incidence of 
motor block, requirement for rescue bolus, and adverse effects. 

to hypoxic-ischemic injury and even severe acute hypoxia.34 
Liu et al. found no statistically significant difference between 
PIEB and CEI for fetal bradycardia, suggesting similar fe-
tal cardiovascular safety profiles.18 Lastly, Apgar scores are a 
test performed on a neonate 1 and 5 minutes after birth. The 
1-minute score determines how well the baby has tolerated 
the birthing process, while the 5-minute score exemplifies how 
the neonate is adapting to living outside the mother’s womb.35 
Ou and Chen, Kim et al., and Lin et al. found no statistical-
ly significant difference in Apgar scores at 1 and 5 minutes; 
however, Wang et al. reported slightly higher scores with PIEB 
compared to CEI.15-17,19 Overall, Apgar scores are similar in 
both PIEB and CEI. Conclusively, there is no large statistical-
ly significant difference in the neonatal/fetal effects of PIEB 
and CEI.

Comparative Effect of PIEB and CEI on Maternal Factors 
and Outcomes:

Importance of Parity Stratif ication and Maternal Satisfaction:
Maternal satisfaction scores are a crucial indication of the 

quality of the labor experience for patients. These scores also 
allow the parturient to feel more included and that their opin-
ion is valued. Furthermore, having a positive birth experience 
boosts self-esteem.36 Conversely, low satisfaction may lead to 
increased risk of postpartum depression, anxiety, post-trau-
matic stress disorder (PTSD), and weakened mother-infant 
bonding.37 Maternal satisfaction scores are usually collected 
through questionnaires, for example, the “Childbirth Expe-
rience Questionnaire (CEQ)” which contains 22 questions 
combining a 4-point Likert scale with a visual analog scale 
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This literature review addresses a key gap in labor analgesia 
literature. This is because no known literature reviews simulta-
neously offer information on the requirement for rescue bolus, 
incidence of motor block, adverse effects, and maternal satisfac-
tion, as well as consider parity stratification. Furthermore, this 
review included two multicenter studies to improve reliability, 
as well as studies from multiple countries. This increases the 
generalizability of the findings to a larger geographical popu-
lation. Additionally, this review included papers that stratified 
by parity to allow results to be applied to both parous and nul-
liparous women.

One of the limitations of this review is the limited number 
of studies included, this being largely because many studies 
failed to meet the eligibility criteria. This limits the scope of 
information that the review can consider, so a strong conclu-
sion cannot be formed based on the limited evidence. Similarly, 
only one study stratified by parity, a secondary aim of this study, 
meaning researchers and providers may be wary of trusting the 
findings based on parity. Lastly, studies included were very het-
erogeneous and varied in the type of analgesia used, dosage, 
and point of labor at which it was administered, which makes 
the results difficult to compare.

Several methods were used to minimize the limitations. 
Firstly, the eligibility criteria were broadened to allow more 
research papers to be included. Additionally, to minimize het-
erogeneity, this review clearly stated the type of analgesia used, 
dosage, and point of labor at which it was administered. This 
helps emphasize that the results cannot be directly compared 
and only suggest a general trend.

�   Conclusion 
Overall, labor analgesia is important to relieve pain during 

labor and delivery. Two common epidural methods are PIEB 
and CEI. Of the studies reviewed, 86% reported a rescue bolus, 
and 67% of the findings were statistically significant in terms of 
whether PIEB led to a higher or lower requirement for rescue 
bolus compared to CEI.9,14,19 There was an overall reduction in 
rescue bolus in PIEB compared to CEI, apart from one anom-
aly,19 which could be due to adjusting covariates. All papers 
reported the incidence of motor block (43% statistically sig-
nificant) and adverse effects (43% statistically significant).15-19 
Additionally, 71% reported secondary outcomes (maternal 
satisfaction or parity stratification), 60% of which were statisti-
cally significant.15-19 Furthermore, motor block was found to be 
lower in PIEB groups than CEI; however, the statistical signif-
icance of these findings varied. Similarly, adverse effects varied 
between statistically significantly higher in PIEB compared 
to CEI, as well as no statistically significant difference. Lastly, 
maternal satisfaction was either statistically significantly higher 
in PIEB compared to CEI, or there was no statistically signif-
icant difference between the two groups. Future studies should 
stratify by parity and be conducted over multiple facilities, and 
also choose only a few of the same adverse effects instead of a 
large range. Furthermore, future studies should avoid including 
indiscriminate variables by using a theory-driven approach in-
stead to only identify the necessary confounders and minimize 

overadjustment. Further education on PIEB compared to CEI 
can improve the quality of parturient care and neonatal out-
comes.
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ABSTRACT: We investigate plasma braking in sub-critical X-ray pulsars (XRPs), where radiation pressure is negligible and 
infalling protons are decelerated primarily by Coulomb collisions in a strongly magnetized neutron-star atmosphere. Our key 
advance is a self-consistent numerical model that couples the evolution of the flow velocity and the atmospheric density, rather 
than prescribing a fixed background atmosphere or an ad hoc stopping depth. The model integrates the coupled momentum 
and deceleration equations while evaluating a generalized Coulomb logarithm applicable across classical, quantum, and strongly 
magnetized regimes, incorporating the Debye length, quantum diffraction, and electron gyroradius (Larmor radius). We compute 
stopping lengths and compression profiles across a range of magnetic field strengths, temperatures, densities, and compositions. 
We find that self-consistent atmospheric compression steepens the upper-layer density gradient and can significantly modify 
the depth and shape of the braking region compared to fixed-density estimates. These vertical structure profiles have direct 
implications for radiative transfer and vacuum-resonance mode conversion, providing physically grounded inputs for spectral and 
polarization modeling of accreting neutron stars.  

KEYWORDS: Physics and Astronomy, Astrophysics, Neutron Stars, X-Ray Pulsars, Plasma, Atmospheres. 

�   Introduction
Accretion of matter onto a strongly magnetized neutron star 

(NS) gives rise to X-ray pulsars (XRPs).1 In XRPs, the surface 
magnetic field strength is confirmed to be at least ≳ 1012 G, 
which drastically alters both the accretion flow geometry and 
the microphysics of radiation–matter interaction.2 The lumi-
nosities of XRPs span an enormous range, from about 1033 erg 
s−1 up to ~10⁴1 erg s−1. At the low end, accretion either halts 
due to the transition into the “propeller” regime3-5 or proceeds 
in a stable fashion from a recombined cold disc.6 At the high-
est luminosities, some XRPs are classified as ultra-luminous 
X-ray sources.7,8 The strong magnetic field channels matter 
onto small regions near the magnetic poles of the NS, where 
most of the gravitational energy is released. The structure 
of this emission region is determined by the mass accretion 
rate and corresponding luminosity. At relatively low luminos-
ities (L ≲ 10³⁷ erg s−1), the accretion flow is stopped in the 
NS atmosphere, and radiation escapes from hot spots of area 
∼ 10⁹ cm².9,10 When L ≳ 10³⁷ erg s−1, the deceleration occurs 
above the surface in a radiation-dominated shock, producing 
extended accretion columns.11-13 Spectra of XRPs are usually 
modeled with a power law plus a high-energy cutoff. At very 
low accretion rates (L ≲ 10³⁵ erg s−1), some sources display a 
spectral transition and develop a two-component spectrum.14-16 
Although models exist for both the low-luminosity regime17,18 
and standard luminosity states,19 no single theory yet explains 
the spectral transitions self-consistently. Independent of the 
model details, the main radiative processes include magnetic 
Compton scattering,20 free–free emission and absorption,21 
and cyclotron processes.22 These processes depend strongly 
on the polarization state of X-ray photons, especially below 

the electron cyclotron energy Ecyc ≃ 11.6 (B/10¹² G) keV. 
Because the opacity is polarization-dependent, high linear po-
larization degrees (∼80%) have been predicted by several XRP 
models.18,23-25 However, observations with IXPE26 show sys-
tematically lower polarization levels for all XRPs studied so 
far.27-33 One factor influencing the emergent polarization is 
the conversion of polarization modes near the vacuum reso-
nance.21,34 In a strongly magnetized plasma, radiative transfer is 
described in terms of two normal modes whose polarization is 
set by both plasma and vacuum contributions to the dielectric 
tensor.35-38 In the dense lower atmosphere, plasma effects dom-
inate, while in the tenuous upper layers, vacuum polarization 
becomes important. As the modes propagate outward, their 
polarization vectors can interchange, depending on the local 
mass density gradient: for shallow gradients, nearly adiabat-
ic O–X or X–O conversion occurs, while steep gradients lead 
to partial or non-adiabatic mode conversion.21 A key factor 
shaping the mass density profile in XRPs is the braking of the 
accretion flow as it penetrates the atmosphere. The momentum 
transfer from protons to the atmospheric plasma compresses 
the upper layers and modifies the density gradient, thereby af-
fecting both radiative transfer and polarization formation. In 
this work, we focus specifically on the physics of plasma brak-
ing in sub-critical XRPs, where the radiative force is negligible, 
and Coulomb collisions dominate the deceleration process. 
We investigate how the flow–atmosphere interaction sets the 
vertical structure and discuss its implications for X-ray emis-
sion and polarization. Previous work has shown that Coulomb 
interactions can efficiently brake the accretion flow in the 
low-luminosity regime and that the resulting density gradient 
is important for radiative transfer and polarization formation. 
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However, many treatments effectively assume a background 
atmospheric structure (or prescribe a stopping depth) and then 
compute deceleration on top of it. In reality, momentum depo-
sition from the decelerating flow compresses the atmosphere, 
and that compression in turn feeds back on the Coulomb drag 
through the local density.

The key contribution of this paper is a self-consistent nu-
merical model that couples the evolution of the flow velocity 
and atmospheric density in sub-critical X-ray pulsars. Unlike 
previous approaches that prescribe a fixed background atmo-
sphere or stopping depth, we simultaneously integrate the 
coupled momentum and deceleration equations, incorporat-
ing a generalized Coulomb logarithm valid across classical, 
quantum, and strongly magnetized regimes. This approach 
enables us to predict stopping lengths and compression pro-
files without imposing them by hand. Our results show that 
self-consistent atmospheric compression steepens the up-
per-layer density gradient and significantly modifies both the 
depth and shape of the braking region compared to fixed-den-
sity estimates. We find that stopping lengths range from ~0.01 
cm in cool, high-Z atmospheres to ≥1 cm in hot, light compo-
sitions, with most kinetic energy dissipated in the bottom half 
of the braking layer where density and Coulomb coupling are 
largest. This coupling allows us to predict the stopping length 
and the braking-induced density gradient without imposing 
them by hand, yielding physically motivated vertical profiles 
that can be used directly in spectral and polarimetric calcula-
tions.

�   Theoretical model
Structure of Neutron Star Atmosphere.
The vertical structure of a neutron-star atmosphere in a 

subcritical X-ray pulsar is governed by the local gravitational 
field, the thermal pressure of the plasma, and the momentum 
exchange between the infalling accretion flow and the atmo-
spheric layers. In this luminosity regime, radiation pressure is 
negligible, and the deceleration of the accretion flow is dom-
inated by Coulomb collisions between the infalling protons 
and the atmospheric electrons. In several previous studies, the 
effect of plasma braking has been incorporated through a pre-
scribed momentum-deposition profile, often parameterized as 
an exponential decay with optical depth, which provides a con-
venient phenomenological description of the stopping layer. 
While such prescriptions capture the localization of momen-
tum transfer, they do not account for the feedback between 
flow deceleration and atmospheric compression, and therefore 
cannot predict the braking depth or density gradient self-con-
sistently. In this work, we do not assume a predefined braking 
profile. Instead, we compute the deceleration of the accretion 
flow directly from Coulomb interactions, using a generalized 
Coulomb logarithm that remains valid in classical, quantum, 
and strongly magnetized regimes. The resulting braking rate 
depends explicitly on the local plasma density and tempera-
ture, which evolve as the atmosphere responds to momentum 
deposition. As a consequence, the velocity of the inflow and 
the atmospheric density structure are intrinsically coupled and 
must be solved simultaneously.

Under the assumption that the atmosphere adjusts qua-
si-statically to the applied force (justified by the short 
sound-crossing time compared to the accretion timescale), the 
atmospheric structure can be treated as being in local hydro-
static equilibrium, with an additional force term arising from 
momentum transfer by the decelerating flow. The vertical mo-
mentum balance can be written as

(1)

where the second term on the right-hand side represents the 
momentum transfer from the decelerating accretion flow to 
the atmospheric plasma. Here the gas pressure is given by P 
= ρkT/(μmp), ρ is the local mass density, g is the gravitational 
acceleration, T is the local temperature, μ is the mean atomic 
weight, mp is the mass of a proton, S is the area of the hot 
spots at the NS surface, v is the local velocity of the accretion 
flow, and Ṁ is the mass accretion rate. The deceleration law 
for the flow is determined by Coulomb interactions between 
infalling protons and electrons in the atmosphere:

(2)

where lnΛ is the Coulomb logarithm. While equation (2) is 
written for a non-magnetized plasma, it remains applicable in 
the magnetized case if lnΛ is replaced by the appropriate mag-
netized expression.39 This approach allows the effects of strong 
magnetic fields to be incorporated through the microphysics 
of Coulomb scattering without modifying the macroscopic 
form of the braking equation. Introducing the dimensionless 
velocity 𝛽 = 𝜈/𝑐, the equation becomes:

(3)

Combining equation (3) with the momentum balance equa-
tion (1), we obtain the density gradient in the atmosphere:

(4)

where g14 ≃ 1.8M1.4R6
−2 is the gravitational acceleration in 

units of 10¹⁴ cm s−2, M1.4 is the NS mass in units of solar 
masses, R6 is the NS radius in units of 10⁶ cm, TkeV is the 
temperature in units of keV, and 
ṁ6≃25 Ṁ17

3/5𝐵12
1/2                      (5)

is the mass accretion rate per unit area measured in 10⁶ g s−1 
cm−2, Ṁ17 is the mass accretion rate in units of 10¹⁷ g/s, and 
𝐵12 is the surface magnetic field strength in units of 10¹² G. 
In equation (4), the first term reflects hydrostatic compression 
by gravity, the second term represents additional atmospheric 
compression caused by momentum deposition from plasma 
braking, and the third term accounts for temperature gradients. 
In the absence of accretion (ṁ6 = 0), equation (4) reduces to the 
standard hydrostatic equilibrium condition for a plane-parallel 
atmosphere. The density at the top of the atmosphere is set 
equal to the density of the accretion stream:

(6)
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which serves as the upper boundary condition for integrating 
equation (4). This condition assumes a smooth matching be-
tween the accretion stream and the atmospheric plasma; any 
finite transition layer would primarily affect the very top of the 
atmosphere and does not significantly alter the stopping depth 
or compression profile derived below.

The current model is designed for subcritical accretion onto 
strongly magnetized neutron stars. In this scenario, radiation 
pressure is minor compared to gravity, and Coulomb collisions 
primarily slow down the incoming plasma. The atmosphere 
is treated as plane-parallel and in steady state. This approach 
works well because the polar-cap footprint is small, and the 
sound-crossing time is short compared to the timescale of 
accretion. However, the model does not include radiative en-
ergy transport or temperature feedback in a self-consistent 
way; instead, it fixes the temperature profile to focus on the 
effects of plasma braking and atmospheric compression. Oth-
er effects are also ignored, in large part due to their relative 
insignificance. For example, multidimensional effects are ne-
glected, as at the level of Coulomb collisions, the surrounding 
plasma remains almost perfectly uniform; likewise, magnetic 
field curvature is essentially negligible at such scales. General 
relativistic corrections are not taken into account, as these do 
not fundamentally change the electromagnetic interaction be-
tween particles. Given these assumptions, the model effectively 
shows the key relationship between Coulomb deceleration and 
atmospheric structure in the plasma-braking regime.

Coulomb Logarithm in Strong Magnetic Field and 
Low-Density Regime:

The Coulomb logarithm is generally defined as:

(7)

where bmax is the maximum impact parameter (typically the 
Debye length λD ), and bmin is the minimum impact parameter, 
which requires more careful treatment in low-density, strongly 
magnetized, or quantum plasmas.

Thus, in this work, we use a generalized expression for the 
Coulomb logarithm, ln Λ, that remains valid in the presence 
of strong magnetic fields and extends to low-density plasma, 
where traditional approximations may break down. We adopt 
a synthesized formula that combines three physical scales: the 
classical distance of closest approach, the de Broglie wave-
length, and the electron gyroradius (or Larmor radius). While 
no single prior publication has employed a similar general-
ization, the individual parameters are commonly seen. The 
classical distance of closest approach appears in non-relativis-
tic Coulomb collision theory, while the de Broglie wavelength 
is used as the quantum lower bound on spatial resolution, and 
the Larmor radius limits perpendicular scattering in magne-
tized plasmas. We adopt the maximum of these three scales 
as bmin because at any given point, the collision process is 
regulated by whichever constraint is tightest, and taking the 
maximum ensures we do not underestimate the effective 
cutoff. The resulting formula provides a continuous and phys-

ically meaningful ln Λ across the full parameter space explored 
in this work.

(8)

where                     is the Debye length,      is the classical distance 
of closest approach (i.e., the closest classical approach distance 
in the absence of quantum effects),40       is the de Broglie 
wavelength (this acts as the lower limit on spatial resolution
due to wave-particle duality),41               is the electron Larmor ra-
dius (in strongly magnetized plasma the motion perpendicular 
to the field becomes quantized, limiting the effective minimum 
distance for collisions),42 𝜔𝑐𝑒=𝑒𝐵/𝑚𝑒𝑐 is the electron cyclotron 
frequency. Expression (8) ensures a physically meaningful lnΛ 
even when the plasma is near the collisionless regime or when 
quantum or magnetic effects dominate. For applications in 
neutron star envelopes and magnetized accretion flows, this 
form is consistent with previous works,43-45 where magnetic 
field and quantum effects are included in transport coefficient 
calculations. This generalized expression is especially useful in 
simulations where plasma parameters evolve across regimes 
and a uniform treatment of lnΛ is desirable.

Throughout all models, the Coulomb logarithm lnΛ remains 
in the physically meaningful range 5 ≲ lnΛ ≲ 20, depending on 
the local density, temperature, and degree of magnetization. In 
the upper atmosphere, where the electron gyroradius exceeds 
both the classical and quantum scales, bmin is set by the Larmor 
radius, making the collisions effectively magnetized. Deeper 
in the atmosphere, as the density increases, the Debye length 
contracts and the plasma transitions to the classical regime in 
which 𝑒²/𝑘𝑇 dominates bmin. This evolution is naturally cap-
tured by the generalized expression of lnΛ and is reflected in 
the gradual variation of the braking efficiency with depth.

Numerical Model:
To model the deceleration of the accretion flow in the sub-

critical regime, we numerically integrate the coupled system of 
equations (3) and (4) governing the vertical evolution of the 
dimensionless velocity β(z) = v/c and the local mass density 
ρ(z). This approach simultaneously accounts for hydrostatic 
compression, plasma braking due to Coulomb collisions, and 
any temperature gradient effects. The Coulomb logarithm lnΛ 
appearing in equation (3) is evaluated self-consistently at each 
spatial step using the generalized expression given in equation 
(8). This form incorporates:

1) the classical distance of closest approach 𝑒²/𝑘𝑇
2) the electron de Broglie wavelength         , and
3) the electron gyroradius 𝜈⟂/𝜔𝑐𝑒,

ensuring physical validity in classical, quantum, and strong-
ly magnetized regimes. The maximum of these three scales is 
taken as bmin, while the Debye length λD is used as bmax, giving 
lnΛ = ln(λD/bmin). The numerical domain begins at the top of 
the atmosphere, where the inflow velocity is set to βi (typically 
corresponding to the local free-fall speed), and the density is 
fixed to the accretion stream value ρa from equation (6). Instead 
of prescribing a single value of μ, we specify the composition 
of the atmospheric plasma through the ion mass number A 
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Figures 1 and 2 show the velocity β(x) and density ρ(x) pro-
files for a set of constant-temperature atmospheres with T = 
1–8 keV. These models use a fully ionized carbon composition 
with (A, Z) = (12, 6) and μ = 12/7. The stopping length is 
found to depend sensitively on the thermal state of the atmo-
sphere. At low temperature (T = 1–2 keV), the Coulomb drag 
is low due to the small electron thermal velocity and hence 
small Coulomb Logarithm, and the inflowing protons decel-
erate slowly, producing a broad braking zone of thickness Δx 
∼ a few millimeters. As the temperature increases, the electron 
thermal speed grows, and the Coulomb logarithm increases 
moderately, leading to a more effective drag force. This behav-
ior results in a progressively more compact braking region and 
a steeper velocity gradient. The atmospheric response follows 
the same trend. At higher temperatures, the compression is 
steeper, and the peak density attained before complete stop-
ping is correspondingly larger. These temperature-dependent 
density gradients are essential for determining the location of 
the vacuum resonance and the degree of adiabatic mode con-
version, as discussed in the Conclusion.

Physically, increasing the temperature increases the Debye 
length, which in turn increases the Coulomb Logarithm. This 
causes the Coulomb drag to be more effective, resulting in the 
flow losing momentum faster and hence stopping over a short-
er distance.

Chemical Composition Influencing Plasma Brake:
To quantify the dependence on ion mass and charge, we 

compare in Figure 3 hydrogen and carbon atmospheres at a 
fixed temperature T = 2 keV. These compositions correspond 
to (A, Z) = (1, 1) with μ = 1/2 and (A, Z) = (12, 6) with μ = 12/7, 
respectively. The braking behavior differs strongly between the 
two cases. In a hydrogen atmosphere, the Coulomb drag is in-
trinsically weaker because the collision term scales as Z² and 
because the larger number of particles per unit mass (smaller 
μ) reduces the atmospheric inertia. Consequently, the protons 
penetrate deeper before being stopped, and the resulting den-
sity enhancement is relatively modest. The density gradient is 
shallow, and the velocity decreases gradually over a distance 
of order ∼ 1 cm. In contrast, a carbon atmosphere provides 
both a higher collision rate (Z2 = 36) and a larger mean par-

and charge Z. The corresponding mean molecular weights are 
computed as		   representing the mean mass per 
particle (ions + electrons) and per electron, respectively. These 
quantities enter the pressure term and the Coulomb logarithm 
in equations (3) and (4). While the temperature can be held 
constant for simplicity, the formulation allows for an arbitrary 
T(z) profile, in which case the third term in equation (4) is 
non-zero. We employ an explicit finite-difference scheme in 
the physical height 𝑥 with a fixed step Δ𝑥 small enough to 
resolve the steepest expected gradients. At each step:

1) Velocity update — We compute     from equation (3) 
using the current ρ and lnΛ, and update β via an Euler step.

2) Density update — With the new β, we then calculate 
from equation (4), which includes contributions from gravita-
tional compression, momentum exchange from braking, and 
any imposed temperature gradient. The new density is then 
updated to the next step.

3) Termination — The integration stops when β → 0 or be-
comes negative, which we define as the total stopping length, 
xstop.

The output includes the full spatial profiles β(x) and ρ(x), as 
well as diagnostic quantities such as the local braking rate, the 
evolution of lnΛ, and the fraction of kinetic energy dissipated 
at each depth. To highlight the influence of composition, we 
present results for different choices of (A, Z), including hydro-
gen and carbon atmospheres, which correspond to μ = 1/2 and 
μ = 12/7, respectively. For clarity, we also show constant-ρ runs 
(to isolate kinematic effects) alongside full coupled β–ρ inte-
grations (to capture the interplay between flow deceleration 
and atmospheric compression).

�   Numerical Results
In this section, we present the results of the coupled integra-

tion of the velocity and density structure of the neutron-star 
atmosphere for a range of temperatures and chemical compo-
sitions. Unless stated otherwise, all models assume a surface 
magnetic field B = 10¹² G, gravitational acceleration g14 = 2.2, 
initial velocity βi = 0.5, and initial mass density ρ0 = 10 g cm−³. 
The numerical step was fixed at Δ𝑥 = 10−³ cm, sufficient to 
resolve the shortest braking lengths obtained in any model.

Temperature Influencing Plasma Brake:
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Figure 1: Velocity β(x) profiles for a temperature scan of a fully ionized 
carbon atmosphere (A = 12, Z = 6, μ = 12/7) with evolving density. Assume 
B = 10¹² G, surface gravity g = 2.2 × 10¹⁴ cm s−2, initial density ρ0 = 10 g cm−3, 
and initial velocity βi = 0.5.

Figure 2: Density ρ(x) profiles with the same initial parameters. The curves 
show solutions of the plasma-braking equations for constant temperatures T = 
1, 2, 4, and 8 keV. A stronger thermal pressure support at higher T reduces the 
deceleration rate and lowers the density gradient, producing a more extended 
braking region.
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Atmospheric Compression by Coulomb Braking:

�   Methods

�   Results and Discussion 

Figure 4 illustrates how Coulomb braking of the accretion 
flow imprints a characteristic vertical structure on the atmo-
sphere of a strongly magnetized NS. The horizontal axis in all 
panels shows the optical depth with respect to non-magnet-
ic Thomson scattering, while the vertical axis gives the local 
mass density. In each model, the inflowing plasma deposits its 
momentum within a finite stopping layer, causing a distinct 
compression feature: the density rises steeply once the protons 
begin to decelerate efficiently, producing a pronounced “knee” 
in the ρ(𝜏) profile. The location and sharpness of this feature 
directly reflect the depth at which the flow comes to rest. Pan-
el (a) shows the dependence of the atmospheric response on 
the mass accretion rate per unit area. The black curve corre-
sponds to a ten times lower inflow rate than the red curve, 
and the resulting compression is accordingly weaker. A larger 
accretion flux transfers more momentum to the atmosphere 

ticle mass (μ = 12/7). The combination of stronger Coulomb 
coupling and a more inert medium causes rapid deceleration 
within ∼ 0.1 cm. The atmospheric density correspondingly in-
creases over a smaller spatial scale, producing a much steeper 
density gradient in the braking layer. This behavior reflects the 
combined effects of stronger Coulomb coupling and increased 
atmospheric inertia in high-Z compositions: a larger charge 
enhances the collision rate, while a higher mean molecular 
weight reduces the ability of the atmosphere to redistribute 
the deposited momentum, leading to rapid deceleration and 
strong local compression.

Stopping Lengths and Energy Dissipation:
The total stopping length xstop ranges from ~0.01 cm in 

cool, high-Z atmospheres to ≳ 1 cm in light, hot compositions. 
In all cases, most of the kinetic energy is dissipated in the bot-
tom half of the braking layer, where both the density and the 
Coulomb coupling are largest. The fraction of the incident ki-
netic energy converted into local heating within each depth 
interval can be computed directly from the drag force and is 
naturally stored as part of the numerical diagnostics, although 
we defer a detailed analysis of this energy deposition profile 
to future work. Overall, the numerical results demonstrate 
that both temperature and composition play decisive roles in 
shaping the vertical structure of the atmosphere in sub-critical 
XRPs. The steepening or smoothing of the density gradient 
has a direct influence on radiative transfer, vacuum resonance 
crossing, and ultimately the polarization degree of the emer-
gent X-ray radiation.
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Figure 3: Comparison of velocity β(x) and density ρ(x) profiles for two fully 
ionized compositions—hydrogen (A = 1, Z = 1, μ = 1/2) and carbon (A = 
12, Z = 6, μ = 12/7)—at a fixed temperature T = 2 keV. The differing mean 
molecular weights and charge states modify both the Coulomb drag (through 
Z²) and the hydrostatic compression term (through μ), leading to distinct 
braking lengths and density structures. All other parameters are the same as 
in Figures 1 and 2.

Figure 4: Mass density profiles ρ(𝜏) as a function of optical depth for a set of 
atmospheric models illustrating the influence of (a) the mass accretion rate per 
unit area, (b) the Coulomb logarithm, and (c) the atmospheric temperature. 
In all panels, the horizontal axis shows the optical depth with respect to non-
magnetic Thomson scattering, while the vertical axis shows the local mass 
density.
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and forces the braking region to greater density and optical 
depth, yielding a systematically higher density throughout the 
upper layers. This behavior emphasizes that even sub-critical 
accretion can substantially reshape the stratification of the 
atmosphere when the inflow is sufficiently intense. Panel (b) 
shows how the result changes with the value of the Coulomb 
logarithm, which quantifies the efficiency of collisional mo-
mentum transfer. Increasing lnΛ—from 10 in the black curve 
to 40 in the red curve—strengthens the deceleration of the 
flow. As a consequence, the inflowing protons are stopped at 
smaller optical depths, producing a sharper and more elevat-
ed density enhancement in the upper atmosphere. At larger 
depths, however, both models converge to the same hydrostatic 
gradient, indicating that the braking mainly alters the structure 
above the stopping layer while leaving the deep atmosphere 
essentially unaffected. Panel (c) explores the influence of the 
atmospheric temperature. A cooler atmosphere (red curve, T 
= 1 keV) has a higher density at a given optical depth due 
to reduced thermal pressure support, and therefore experi-
ences more efficient Coulomb braking. Although both the 
hot and cool models exhibit the same qualitative signature of 
a density jump associated with the termination of the inflow, 
the entire density profile is shifted upward in the colder case. 
This systematic offset reflects the competing roles of thermal 
support and momentum deposition in determining the ver-
tical structure. Overall, Figure 4 highlights that the interplay 
between accretion dynamics and atmospheric microphysics 
naturally generates strong compression of the upper layers of 
the neutron-star atmosphere. The depth and sharpness of the 
braking-induced density gradient depend sensitively on the ac-
cretion rate, the Coulomb coupling strength, and the thermal 
state of the plasma. These variations modify the local optical 
depth profile and are therefore expected to influence radiative 
transfer, vacuum-resonance behavior, and ultimately the ob-
served polarization properties of sub-critical X-ray pulsars.

�   Conclusion 
In this work, we have investigated the deceleration of ac-

cretion flows in sub-critical X-ray pulsars, focusing on the 
regime in which radiation pressure is negligible and Coulomb 
collisions in a strongly magnetized neutron star atmosphere 
dominate the braking process. Using a self-consistent numer-
ical integration of the coupled velocity and density equations, 
we have quantified how the accretion flow – atmosphere in-
teraction shapes the vertical structure of the accretion flow 
base. Our results demonstrate that plasma braking naturally 
produces a strongly compressed upper atmosphere, with a char-
acteristic steepening of the density gradient once the infalling 
protons begin to lose momentum efficiently. This compression 
feature provides a clear dynamical signature of the transition 
between the decelerating flow and the underlying hydrostat-
ic atmosphere. The location, amplitude, and sharpness of this 
compression feature depend sensitively on the local plasma pa-
rameters. Higher mass accretion rates lead to more substantial 
atmospheric compression and shift the braking region to larger 
optical depths (see Figure 4a). Variations in the Coulomb log-

arithm alter the efficiency of collisional momentum transfer, 
modifying the stopping depth and the structure of the upper 
layers (see Figure 4b). The thermal state of the atmosphere 
likewise plays a key role (see Figure 4c): cooler plasmas brake 
the inflow more rapidly and yield higher peak densities, while 
hotter atmospheres produce more extended and gradual decel-
eration zones. These findings have important implications for 
radiative transfer of polarized X-rays in sub-critical XRPs. The 
density gradients produced by Coulomb braking regulate the 
local optical depth and determine whether the normal modes 
of radiation propagate adiabatically or undergo partial mode 
conversion near the vacuum resonance.2 In particular, because 
the adiabaticity of mode propagation depends sensitively on 
the density scale height, the braking-induced modification of 
ρ(z) can change the probability of non-adiabatic switching 
between the O- and X-modes near the vacuum resonance, 
thereby affecting the polarization state of the emerging radi-
ation. The braking-induced stratification, therefore, represents 
a key physical ingredient in modeling the emergent spectra 
and polarization signatures of accreting neutron stars. The 
framework developed here provides a physically consistent 
description of the braking layer and its dependence on accre-
tion rate, composition, and temperature. The resulting density 
profiles can be used directly as input for spectral, polarimetric, 
and atmosphere-modeling calculations. We emphasize that 
the main contribution of this work is to provide self-consistent 
vertical structure profiles in the plasma braking regime, which 
can be straightforwardly coupled to existing radiative-transfer 
and polarization pipelines. Future work will extend the present 
approach by incorporating nonconstant temperature profiles, 
radiative feedback, and multidimensional effects, enabling a 
more complete description of the accretion footprint in both 
sub-critical and transitional luminosity regimes.

Future Work:
Several extensions of this work could provide a more com-

plete picture of sub-critical accretion.
First, incorporating self-consistent temperature profiles, cal-

culated from energy deposition and radiative cooling, would 
replace the isothermal approximation. This would capture the 
thermal feedback between deceleration and atmospheric struc-
ture, which was assumed to be constant in this research.

Second, including radiative feedback, especially through cy-
clotron cooling and free-free emission, would allow us to model 
the shift from sub-critical to near-critical states. In these states, 
radiation pressure starts to affect the dynamics.

Third, extending the model to multiple spatial dimensions, 
either 2D or 3D, would help us study the lateral spread of the 
accretion flow. It would also allow us to examine the formation 
of uneven density structures within the hot spot and how mag-
netic field geometry influences vertical layering.
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ABSTRACT: Decisions made by the manufacturing industry are often presented as a tradeoff between efficiency and 
environmental responsibility. Contrary to this, Porter’s Hypothesis (PH) argues that well-designed environmental regulation 
can stimulate innovation, possibly increasing productivity. We explore the relationship between the stringency of environmental 
regulation and short-term changes in productivity within the manufacturing sector. This paper hypothesizes that stringent 
environmental regulation leads to no increase in productivity in regulated manufacturing sectors; rather, inventive activity may 
increase, in line with the Weak PH. Using OECD productivity and EU patent data, combined with EU Emissions Trading 
System (ETS) emissions and allowance data across OECD countries, this study uses panel data at the country–industry level 
from 1998 to 2010. Baseline regressions employ a two-way fixed effects model with country–industry linear trends to estimate the 
association between lagged log regulatory stringency and productivity and innovation, alongside event studies around the ETS 
introduction. The results show that lagged log stringency is not statistically associated with short-run changes in productivity or 
innovation, with coefficients close to zero across periods. Overall, the findings show limited support for both the Weak and Strong 
PH in the short run and suggest policymakers should not expect instant gains following environmental regulation.

KEYWORDS: Economics, Environmental Economics, Climate Policy, Porter’s Hypothesis, EU Emissions Trading System.

�   Introduction
The neoclassical view holds that stringent environmental 

regulation impedes innovation and thereby growth on the 
sector level. Proponents of stringent environmental regulation 
counter this view, arguing that increasing the stringency of en-
vironmental regulation provides just cause for firms to innovate 
in order to reduce new compliance costs. Under this assump-
tion, sector-wide productivity increases while environmental 
spillover costs decrease. This process is based on Schumpeter’s 
idea of Creative Destruction¹, whereby new processes make 
old processes obsolete, resulting in more productive technol-
ogies. Consistent with endogenous growth frameworks such 
as Romer², regulatory pressure may therefore affect short-run 
productivity through induced technological change. Porter and 
van der Linde formalized this mechanism³ with their theo-
ry, coining Porter’s Hypothesis. Specifically, they argued that 
markets with asymmetric information, organizational inertia, 
and control problems create market imperfections. When en-
vironmental regulation is introduced, firms are pushed to react 
by exploring overlooked paths for technological improvement.

Further literature has created two distinct ways the PH can 
act at the firm level. Jaffe et al. are commonly credited⁴ with 
articulating the “Weak” and “Strong” PH. First, the “Weak” 
PH claims that well-designed environmental regulation in-
duces innovation accompanied by a limited or unclear impact 
on sector-level productivity. Second, the “Strong” PH pos-
tulates that well-designed regulation leads to innovation in 
technologies that improve a firm’s productivity, thereby caus-
ing a net positive effect on sector-level productivity. While the 
“Weak” PH is widely accepted as true within the medium and 

long-term, recent scholarship has suggested that the effects 
of environmental regulation differ substantially across sectors, 
policy instruments, and time periods. Dechezleprêtre and Sato5 
supported the notion that environmental regulation can stim-
ulate green innovation. Yet, increases in competitiveness and 
productivity are subject to policy design and adjustment pe-
riods. Similarly, Ambec et al.6 suggested that regulation must 
be sufficiently stringent for the Porter-style effects to occur. 
Therefore, the regulation design is a likely factor in determin-
ing whether innovation offsets compliance costs in the short 
run. Whether the “Strong” PH is backed by empirical data is 
more heavily contested.

This paper assesses whether stringent environmental 
regulation leads to short-term productivity gains in the manu-
facturing sector. This question has particular importance even 
beyond environmental economics, as governments increasing-
ly adopt environmental regulation; understanding the effects 
of such policy is important for policymakers, so informed 
decisions can be made. Addressing it requires engaging with 
empirical literature that tests Porter’s Hypothesis and evalu-
ates whether innovation caused by stringent environmental 
regulation translates into concrete productivity gains. None-
theless, Porter’s initial hypothesis was rather constrained as it 
was primarily anecdotal and based on limited empirical evi-
dence. Hence, contemporary scholarship has sought to use 
data to reveal the true relationship between the stringency 
of environmental regulation and productivity gains. These 
studies have been largely focused on the United States and 
other OECD economies, with emphasis on the medium to 
long-term effects on energy-intensive manufacturing sectors. 
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However, recent papers have reached heterogeneous conclu-
sions. Earlier studies, particularly those focusing on the United 
States, found that compliance costs associated with pollution 
abatement imposed net costs on firms, with limited evidence 
of productivity-enhancing innovation. Gray and Shadbegian7 
examined firm-level data from US manufacturing industries, 
concluding that expenditure went towards directly covering 
the cost of the regulation rather than innovation. Contrary 
to this conclusion, more recent work has supported that the 
“Weak” PH holds within the medium and long run. Rubash-
kina, Galeotti, and Verdolini present empirical evidence8 from 
the European manufacturing sectors to show that pollution 
abatement and Control Expenditures induce innovation prox-
ied by patent counts, consequently supporting the Weak PH. 
Albrizio, Kozluk, and Zipperer use OECD Environmental 
Policy Stringency data9 and firm-level panel data to find that 
productivity gains often lag instead of occurring immediately. 
Within the EU ETS specifically, Martin, Muûls, de Preux, and 
Wagner10 found limited evidence supporting significant pro-
ductivity losses among regulated firms, with innovation effects 
remaining uneven. Calel and Dechezleprêtre11 show that EU 
ETS exposure increased low-carbon patenting among regulat-
ed firms, supporting the weak PH over the long run. However, 
Abrell, Ndoye Faye, and Zachmann12 argue that overallocation 
and low allowance prices significantly weakened compliance 
incentives, possibly limiting both productivity and inventive 
activity in the short run. Consequently, null effects may reflect 
weak policy implementation rather than a failure of Porter Hy-
pothesis mechanisms. Thus, despite substantial scholarship on 
medium and long-run innovation effects, evidence on short-
run responses to stringent environmental regulation is limited 
and mixed, especially during implementation that entails more 
immediate adjustment costs and compliance pressure.

This paper hypothesizes that stringent environmental 
regulation leads to no increase in productivity in regulated 
manufacturing sectors; rather, inventive activity increases, in 
line with the Weak Porter Hypothesis. The following dis-
course shall address the following. Section 2 will discuss the 
method and data used. Section 3 will provide the main results, 
while Section 4 will explore them in context. Section 5 will 
conclude.

�   Data
Data sources:
To examine the short-term effects of stringent environ-

mental regulation on productivity within the European 
manufacturing sector, our study relied on a relatively large 
cross-country dataset constructed from the OECD Struc-
tural Analysis (STAN) database13 and the EU Emissions 
Trading System (ETS) data viewer.14 In addition to productiv-
ity outcomes, the effects on innovation activity were measured 
using the Eurostat Patent Application database.15 To facilitate 
event studies or both the baseline productivity and innova-
tion regressions, pre-2005 emissions data from the OECD 
Air Emissions Accounts Database16 were used. The OECD 
STAN database is a tool for analyzing economic performance 
at the industry level, providing annual measures such as out-

put, value added, and capital stock. In this paper, it was used 
to derive the country-year-industry panel of manufacturing 
activity, including metrics for Value added, Total Employment, 
and Labor productivity. The STAN sample used involves 
manufacturing industries from 23 EU countries observed an-
nually over the period (1998-2010). These industries will be 
referred to by their International Standard Industry Classifi-
cation (ISIC) Rev. 4 classification codes. Particular attention is 
paid to energy-intensive manufacturing industries, including 
Manufacture of paper and paper products (C17), Manufacture 
of coke and refined petroleum products (C19), Manufacture 
of other non-metallic mineral products (C23), and Manufac-
ture of basic metals (C24). These manufacturing industries 
are among the most emissions-intensive and therefore plau-
sibly have high ETS exposure, targeted by the introduction 
of the EU ETS in 2005. Now, with regard to the EU ETS, its 
introduction in 2005 represents a major tightening in envi-
ronmental regulatory stringency. Specifically, a cap-and-trade 
system was introduced, requiring regulated industries to have 
allowances equal to their emissions. The sample extracted 
from the data viewer used verified emissions and allocated 
allowances for 23 EU countries at the Country-Year level, cov-
ering the period 2005-2010, corresponding to the early years 
of the ETS. The Eurostat Patent application database provid-
ed country-industry-year level data on the number of patent 
applications submitted each year. In this paper, data was used 
to derive data to proxy for innovation activity. The sample we 
extracted covered 1998-2010, spanning the same 23 EU coun-
tries and 4 manufacturing sectors as the STAN sample. We 
used the OECD Air Emissions Accounts database to provide 
pre-2005 emissions data, which was not available in the ETS 
database. Our sample contained country-industry-year lev-
el data for the 23 EU countries. The OECD STAN and EU 
ETS datasets were merged at the country-year level to create a 
final sample with stringency and productivity data. To ensure 
observations were subject to the same regulatory framework, 
OECD countries that were not present in the EU ETS data 
were excluded. In addition, some country-industry-year obser-
vations were dropped in cases where employment was reported 
as zero or value added as negative, thereby preventing the cal-
culation of labor productivity. These restrictions mean that the 
analysis is based on economically meaningful data. Eurostat 
patent application data were also merged with EU ETS data 
at the country-year level to create a dataset with both patent 
and emissions data. The baseline productivity and innovation 
regressions are limited to 2005-2010 since the lagged EU 
ETS stringency proxy requires both verified emissions and 
allowance data, which are only reliably available post-2005. 
This results in 383 usable productivity observations and 375 
usable innovation observations after exclusions. The event 
studies use a wider 1998-2010 panel and rely on pre-policy 
emissions exposure, with the productivity event study having 
987 observations and the innovation event study having 975 
observations.
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Variable Construction:
The key independent variable was environmental regulation 

stringency. Direct sector-country-year measures of environ-
mental regulatory stringency are particularly limited, especially 
within the EU ETS framework. Thus, effective environmen-
tal regulation stringency has been proxied with the ratio of 
verified emissions to allocated allowances under the EU ETS. 
Stringency is first constructed as the emissions-to-allowances 
ratio lagged by one year, then log-transformed for the regres-
sion. The measure used captures the effective bindingness of 
emissions regulation, since sectors with verified emissions 
that are close to or exceeding allocated allowances face greater 
compliance pressure, and thereby stronger incentives to im-
prove efficiency.

While the proxy used reflects the realized compliance pres-
sure instead of legislative strictness, it more clearly captures 
regulatory burden within the EU ETS framework than wider 
environmental policy datasets such as the OECD Environ-
mental Policy Stringency (EPS) Index.17 OECD EPS measures 
national-level policy settings, but lacks the sector-country-year 
granularity and does not reflect sector-specific compliance 
pressure faced by regulated industries. By using the ratio of 
verified emissions to allocated allowances, the degree to which 
regulated sectors approach exceeding emissions caps is directly 
reflected, therefore serving as a more precise indicator of com-
pliance pressure under cap-and-trade regulation. That said, it 
may partially reflect differences in firm efficiency or emissions 
intensity. As such, alternative measures such as carbon pricing 
indicators and wider environmental policy stringency indices 
were considered, but were not used as they lacked sufficient 
industry-country-year granularity for this analysis. To mitigate 
simultaneity concerns, the variable is logged and lagged by one 
year, though this does not fully eliminate possible endogene-
ity. Results should be interpreted as better reflecting effective 
regulatory pressure rather than pure legislative stringency. To 
assess the sensitivity of findings to variable construction and 
reduce concerns regarding possible outlier distortion, robust-
ness checks were performed using a winsorized variation of 
the stringency ratio as an alternative specification of environ-
mental regulation stringency.

The dependent variable used to test productivity in this 
study was labor productivity, measured as the logarithm of val-
ue added per worker. This is widely used in Porter Hypothesis 
literature as an indicator of efficiency. Specifically, productivity 
is constructed using value added (VA) and total employment 
from the OECD STAN database as

By using logarithms, can reduce the skewness in the data 
while also making productivity levels comparable across het-
erogeneous units.

To proxy innovation, we used patent applications as a mea-
sure of inventive activity and technological change. This allows 
for a broad and observable proxy for new inventive output, 
though it is unable to capture factors such as innovation qual-

ity or non-patented innovation. The specific construction of 
the proxy is below.

By adding +1, we avoided any invalid results from log(0).
Country-industry fixed effects control for time-invariant 

structural differences across sectors, and year fixed effects cap-
ture common macroeconomic shocks over time.

Summary Statistics:

Table 1 reports the summary statistics for the main variables 
used in the empirical analysis. Labor productivity has a mean 
of 4.86 (SD = 1.86), indicating substantial variation across 
countries, industries, and time. Lagged log stringency, defined 
as the log of verified emissions divided by allocated allowances 
(t-1), had a mean of -0.19 (SD = 0.18), indicating that emis-
sions were often below allocated allowances. This suggests that 
in the early ETS period, many industries faced relatively weak 
compliance pressure.

Log employment has a mean of 2.58 (SD = 1.77), suggest-
ing heterogeneity in industry size. The sample consists of 383 
observations over the period of 2005-2010.

Table 2 shows the summary statistics for the variables used 
in the innovation regression. The mean value of log patents 
is 1.82 (SD = 1.54), indicating substantial variation in pat-
ent activity. Lagged log stringency had a mean of -0.19 (SD 
= 0.18), indicating that emissions were often below allocated 
allowances. The sample consists of 375 observations over the 
period of 2005-2010. The smaller sample size relative to the 
productivity regressions was caused by missing patent observa-
tions in some country-industry-year groups.

�   Empirical Strategy
Baseline Two-Way Fixed Effects Specif ication:
To estimate the short-run relationship between stricter 

environmental regulation and productivity within the manu-
facturing sector, this paper employs a panel fixed effects style 
framework with two-way fixed effects and country-industry 
linear time trends.
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Table 1: Summary statistics for productivity regression. The statistics indicate 
substantial variation in productivity across countries and industries. The 
negative mean value of lagged log stringency suggests that emissions were 
generally below allocated allowances during the sample period.

Table 2: Summary statistics for innovation regression. Patenting activity 
varies considerably across observations. The relatively low average stringency 
value suggests that many industries faced limited compliance pressure during 
the early ETS period.
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activity in the short run. To do this, the baseline specification 
was re-estimated with innovation as the dependent variable:

Where innovationict represents the level of innovation in in-
dustry i , country c , and year. As in the productivity model, 
log(stringency,c,t-1) is the measure of environmental regulation 
stringency, proxied by lagged log regulatory stringency. Fur-
thermore, industry-country, year, and country-industry fixed 
effects are used in the same manner as the productivity base-
line regression. The error term accounts for unobserved factors.

To assess the Weak Porter Hypothesis, the same event study 
framework was applied using innovation as the dependent 
variable.

This innovation event study examines whether more highly 
exposed manufacturing sectors had pre-trends

in inventive activity before the introduction of ETS in 2005.

Limitations:
The chosen data and methodology used have a couple of 

important limitations. The use of country-industry and year 
fixed effects improves validity by controlling for unobserved 
heterogeneity, but combined with the relatively limited sam-
ple size (382 observations), may reduce statistical precision. 
Therefore, standard errors may be higher, limiting the study’s 
ability to detect smaller short-run effects. In addition, the 
proxy used reflects realized compliance pressure, instead of leg-
islative strictness. While it is practical, given data constraints, 
this measure may also partially capture differences in efficiency. 
Similarly, patent applications offer an observable measure of 
inventive activity, but may not fully capture innovation quality, 
process improvements, or non-patented technological adapta-
tions. Moreover, because this study focuses on short-run effects 
within EU ETS-regulated sectors, findings may not generalize 
to long-run outcomes or non-European policy environments.

�   Results 
Our baseline model estimated the association between labor 

productivity and environmental regulation stringency, proxied 
by lagged log stringency.

In Table 3, we report the results from the baseline and ro-
bustness regression using a two-way fixed effects specification 
with country-industry fixed effects. Column (1) reports the 
baseline estimate where the coefficient on lagged regulatory 
stringency is 0.005 (SE = 0.187), indicating no short-run rela-
tionship between lagged log stringency and labor productivity. 
In Column (2), adding country-industry linear trends increases 
the coefficient to 0.011(SE = 0.306), but it remains statistically 
insignificant. Columns (3) and (4) test robustness by restricting 
the time period to phase 1 of ETS (2005-2007) and excluding 
the crisis years 2008-2009. The estimated effects (0.052 and 
0.025, respectively) remain statistically insignificant. Across 
all specifications, Log employment is negative and statistically 
significant, which reveals that within a country-industry, years 
with more workers are associated with lower productivity. This 
is consistent with diminishing returns. Overall, the baseline re-

Where Productivityict represents the labor productivity in 
industry i, country c, and year. log(stringency,c,t-1) denotes 
lagged log stringency, measured as the logarithm of verified 
emissions divided by allocated allowances. Employmentict 
controls for employment. Industry-country fixed effects (𝛼ict) 
absorb differences in technology, structure, and productivity 
levels across country-industry pairs that do not change over 
time. Year fixed effects (𝜆t) absorb macro shocks that affect all 
manufacturing sectors and countries. Country-industry spe-
cific linear time trends (𝛿ict ) account for differential pretrends 
across country-industry pairs. Lastly, the error term (𝜀ict) 
accounts for unobserved factors affecting productivity that 
vary across country, industry, and time. Identification comes 
from within-country-industry variation over time. The final 
panel includes 58 country-industry units observed across 3 
post-treatment years.

Identification and Interpretation:
The two-way fixed effects used in the model help to isolate 

the effect of increasing the log(stringency,c,t-1) of environ-
mental regulation by removing confounding factors that are 
constant over time within country-industry pairs. The coef-
ficient of interest in this case is β, as it captures the short-run 
response of productivity to the EU ETS Scheme.

The approach used in this study provides quasi-causal ex-
perimental evidence under standard panel data assumptions, 
although results should be interpreted as short-run associa-
tions instead of purely causal effects. Accordingly, the results 
provide insight into short-run industry-level adjustment and 
compliance responses to the 2005 EU ETS regulation, rather 
than long-run innovation-driven impacts.

Event Study design:
To improve the credibility of the empirical model, the initial 

analysis for both productivity and innovation was comple-
mented with an event study, focusing on the introduction of 
the EU ETS in 2005. In particular, the event study tests the 
parallel trends assumption and provides insight into the dy-
namics of productivity before and after 2005. The specification 
is given by

Where event_time = t-2005 indexes year relative to the in-
troduction of the EU ETS. event_time = k is a dummy variable 
that equals one if year t is k years away from 2005. ETS expo-
sure captures time-invariant differences in regulatory exposure, 
measured using average emissions intensity in the pre-policy 
period (1998–2004). The pre-treatment year (k−1) is removed 
from the regression as it acts as the baseline.

A separate coefficient 𝛽𝑘 is estimated for each year relative 
to the introduction of the ETS. The coefficients for pre 2005 
years test for differential trends before the policy shock.

Innovation empirical strategy:
A second two-way fixed effects baseline model was esti-

mated to examine whether the EU ETS induced innovative 
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emissions intensity. However, this paper focuses largely on the 
short-term effects, reflecting the period 2005-2006.

Even so, fixed effects absorb common macroeconomic 
shocks.

Event-study Evidence:
To examine whether productivity trends differed by ETS 

exposure before the policy shock and to examine short-run dy-
namics after the start of the ETS, an event-study specification 
was run using panel data from 1998 to 2010.

Table 4 reports the full set of event-time coefficients from 
this specification, including standard errors clustered at the 
country level and controlling for country-industry and year 
fixed effects. Across event times -7 to -2, all coefficients were 
close to zero and thereby statistically insignificant. This means 
that there is no evidence of differential pre-trends in productiv-
ity across ETS-exposed industries before 2005. Furthermore, 
around the policy implementation and in subsequent years, the 
coefficients remain close to zero, suggesting that higher-pre 
ETS exposure is not associated with significant short-run 
changes in productivity following the introduction of ETS. In 
short, the event study supports the baseline findings, showing 
no significant changes to short-run productivity after the in-
troduction of ETS.

sults suggest that stricter environmental regulation does not 
result in short-run productivity gains.

Each column contains estimates from regressions with country–
industry and year f ixed effects. Standard errors (SE) are clustered 
at the country level and reported in parentheses.

Graphical evidence:

Figure 1 plots labor productivity against lagged regulatory 
stringency and creates a slightly negative fitted relationship. 
Furthermore, the scatter plot revealed substantial dispersion 
at similar emission levels, suggesting that the cross-sectional 
variation alone did not tightly predict productivity when com-
paring different country-industry pairs.

Figure 2 shows lagged regulatory stringency over the period 
2006-2010. Emissions followed a modest upward trend ini-
tially before sharply declining around 2008-2009, coinciding 
with both the tightening of ETS rules and the global finan-
cial crisis. This graph highlights the meaningful changes in 
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Table 3: Two-way fixed effects regressions of labor productivity. Across all 
specifications, the estimated effect of regulatory stringency remains small and 
statistically insignificant. These results provide little evidence that stricter 
environmental regulation increased short-run productivity.

Figure 1: Productivity vs lagged regulatory stringency. The fitted relationship 
is slightly negative and weak. This suggests that cross-sectional differences 
in regulatory stringency alone do not strongly predict productivity outcomes.

Figure 2: Average ETS emissions over time (2005-2010). Average ETS 
emissions increased slightly before declining sharply after 2008. This indicates 
a substantial change in emissions levels during the latter part of the sample 
period.

Figure 3: Average manufacturing productivity over time (2005-2010). 
Productivity increased slightly between 2006 and 2008 before declining 
noticeably after 2008. Overall, there is no clear evidence of sustained 
productivity growth following the introduction of the EU ETS.
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Figure 4 plots the estimated event-study coeff icients consistent 
with Table 4.

Innovation results:
Table 5 reports the baseline and robustness estimates of the 

relationship between lagged log stringency and innovation, 
proxied by log patents. The coefficient on lagged log stringency 
was 0.045 with a SE 0.170) and statistically insignificant, which 
implies that there was no short-term increase in innovation 
activity. By adding country-industry linear trends in Column 
(2), we found a negative but imprecise coefficient of -0.325 
(SE = 0.173), and restricting estimates to 2005-2007 provided 
a similar estimate of - 0.233. All coefficients are statistically 

insignificant and indistinguishable from zero, suggesting that 
increased lagged log stringency did not lead to any meaningful 
increase in short-run patenting.
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Table 4: Event-Study regression results. Both pre-treatment and post-
treatment coefficients remain close to zero and statistically insignificant. This 
suggests no detectable short-run productivity response to ETS exposure.

Table 5: Innovation baseline regression results. The estimated effects of 
regulatory stringency on patenting are statistically insignificant across all 
specifications. These findings provide limited support for the Weak Porter 
Hypothesis in the short run.

Table 6: Innovation event study regression results. Pre-policy coefficients 
show no evidence of differential trends, while post-policy coefficients remain 
close to zero. This suggests that ETS exposure did not generate measurable 
short-run increases in patenting activity.

Figure 4: Event study plot. The estimated coefficients fluctuate around zero, 
and their confidence intervals generally include zero. This provides visual 
support for the absence of significant productivity effects following ETS 
implementation.
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In order to confirm our conclusion, we ran an event study to 
examine pre-trends. Table 6 and Figure 5 present the results. 
The coefficients in the pre-policy period (event times -7 to -2) 
were small in magnitude and statistically insignificant, there-
by providing no evidence of differential pre-trends. Following 
the introduction of ETS, coefficients remain close to zero and 
statistically insignificant across all post-policy event times. 
Overall, the results are consistent with, but do not prove, the 
parallel trends assumption, thereby supporting the baseline re-
gression results. These results provide very limited evidence in 
support of the Weak Porter’s hypothesis within the short run, 
as innovative activity did not experience a meaningful increase.

Robustness Checks:
To assess the stability of the baseline findings, a lagged 

winsorized logged specification of environmental regulation 
stringency was used, while retaining the same fixed-effects and 
standard-error framework. The construction of the variable can 
be seen below:

As shown in Table 7, the coefficient on lagged winsorized log 
stringency was negative for productivity (-0.019) and positive 
for innovation (0.046), yet both remained statistically insignif-
icant. Therefore, the winsorized logged specification produced 
results that were consistent with the baseline regressions. This 
suggests that the baseline findings are robust to alternative 
treatment of extreme observations and are not disproportion-
ately driven by outlier values.

In addition to this, to assess whether null findings were driv-
en by limited statistical power, simplified model specifications 
were run with fewer controls. Only country-industry and year 
fixed effects were run with clustered SEs.

As observed in Table 8, the coefficient on productivity was 
-0.004, and the coefficient on innovation was 0.008, with both 
again being statistically insignificant. This supports the base-
line null findings.

�   Discussion 
The primary goal of this paper was to explore the rela-

tionship between environmental regulation stringency and 
productivity within the short run. We hypothesized that more 
stringent regulation would not immediately lead to increas-
es in productivity; rather, inventive activity would experience 
an increase. Our study combined panel data from 22 OECD 
countries to show that, within the short run, more stringent 
regulation was not statistically associated with either increased 
productivity or innovation. Accordingly, the results do not sup-
port either the Strong or Weak Porter’s Hypothesis in the short 
run. The baseline productivity regression results provided no 
evidence that lagged log stringency had a statistically signif-
icant effect on productivity once employment was controlled 
for. With regard to the event study, the pre-policy coefficients 
are close to zero and statistically insignificant, providing little 
evidence of differential pretrends. This strengthens the credi-
bility of the empirical design and supports the interpretation 
of the baseline results as short-run associations. This finding 
is consistent with previous literature that suggests compliance 
pressure is often major, coupled with limited efficiency gains. 
Notably, Greenstone showed that manufacturing activity often 
decreases18 immediately after a policy shock, consistent with 
short-run adjustment costs. Overall, the absence of short-run 
productivity gains was expected and matched the consensus 
of previous research regarding the strong PH. To determine 
whether the absence of productivity gains reflects the time re-
quired for new technologies to materialize or if, instead, firms 
were focused on cost abatement, this paper also examined 
patent applications as a proxy for innovation. Our baseline 
regression showed no significant increase in inventive activ-
ity following the introduction of ETS. The innovation event 
study similarly supported the parallel trends assumption, as 
coefficients were practically indistinguishable from zero, in-
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Table 7: Winsorized robustness check results. The coefficients remain 
statistically insignificant after reducing the influence of extreme observations. 
This suggests that the baseline findings are not driven by outliers.

Table 8: Simplified model specification results. The simplified specifications 
produce estimates similar to the main models. This reinforces the conclusion 
that regulatory stringency had no detectable short-run effect on productivity 
or innovation.

Figure 5: Innovation event study regression plot. The estimated effects 
remain small and statistically insignificant throughout the study period. This 
visual evidence is consistent with the baseline innovation regressions.
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dicating no evidence of differential pre-trends. This suggests 
that the identifying assumptions are reasonably satisfied, al-
though our estimates should still be interpreted as short-run 
associations rather than causal effects. While limited produc-
tivity gains were expected, the lack of an increase in inventive 
activity was surprising. One plausible explanation is that Phase 
1 of the EU ETS may have generated insufficient compliance 
pressure as a result of generous allowance allocations, there-
by weakening the incentives for immediate innovation. This 
interpretation is in line with Abrell et al.19 and explains the 
divergence between our short-run null findings and Calel & 
Dechezleprêtre’s medium-run findings. As such, our results 
contrast with some other studies that test for innovation. One 
such paper, Calel and Dechezleprêtre, observed an increase in 
low-carbon patenting.9 among firms exposed to ETS over the 
medium run, supporting the Weak PH. The results suggest 
that even if regulation encourages firms to innovate, inventive 
activity may not occur immediately, with possible productivity 
gains emerging even later. Based on previous research focusing 
on the medium and long run, Innovation frequently takes time 
to translate into output efficiency due to adjustment costs. Our 
study has relevant implications for the field. Literature in this 
field tends to focus heavily on the medium and long run, leav-
ing holes in understanding within the short-run. Importantly, 
this paper helps to bridge the gap in the literature by revealing 
that any productivity increases in line with the Strong PH do 
not occur within the short run. Literature in this field tends to 
agree that the Weak Porter's hypothesis, wherein Innovation 
increases in response to regulation, is valid. Yet, we found that 
more stringent regulation has little impact on inventive activity 
proxied by patents. Therefore, we can reasonably assume that 
inventive activity did not increase right after the introduction 
of ETS. By explicitly focusing on the short-run productivity 
and innovation effects, the results suggest that gains are not 
automatic. This has important implications for policy-makers, 
as our results suggest that expecting quick productivity gains is 
unreasonable. Instead, environmental policies may take longer 
to become effective. Policymakers should also avoid assuming 
that the effects of environmental regulation are homogeneous 
and will surely generate innovation or productivity gains in the 
short-run. Our results suggest that policymakers should look to 
make long-term policy commitments and sufficiently binding 
compliance in order to see a significant increase in technolog-
ical improvements within industry. However, some limitations 
limit the interpretation of our results. First, while both event 
study estimates show little evidence of significant pre-trends, 
the relatively short time window constrains causal interpre-
tation. Therefore, estimates should be interpreted cautiously 
as short-run associations rather than definitive causal effects. 
Second, patent applications might not fully capture changes 
in inventive activity. Future work in this field could explore the 
heterogeneity of policies and their effect, examine short-run 
effects from a firm-level perspective, or focus on technology 
spillovers. Lastly, given the relatively limited post-treatment 
sample and the extensive fixed-effects structure, statistical 
power may be constrained, so null findings should be interpret-

ed cautiously. In all, neither the Weak nor the Strong Porter’s 
Hypothesis holds in the short run.

�   Conclusion 
In conclusion, this paper finds no evidence in support of ei-

ther the Strong or Weak Porter’s Hypothesis within the short 
run. Our estimations find that increased lagged log stringency 
is not statistically associated with higher productivity or in-
novation over the 2005-2007 period. Furthermore, the event 
studies show little evidence of differential pre-trends, thereby 
supporting the parallel trends assumption. However, it is worth 
noting that the short time window limits causal interpreta-
tion. As such, all our estimates should be viewed as descriptive 
short-run associations, rather than clear causal effects. These 
findings challenge the assumption introduced at the beginning 
of this paper that environmental regulation necessarily creates 
innovation and further benefits as a result. Instead, firms facing 
such constraints likely prioritize cost-adjustment, which delays 
the realization of the Porter-style gains. With regard to policy 
implications, our evidence suggests that immediate productivi-
ty or innovation gains should not be expected shortly following 
the introduction of environmental regulation. Moreover, in the 
short run, such regulation may be insufficient to rapidly stimu-
late innovation unless paired with measures such as transitional 
subsidies. Future research should therefore focus on the regu-
latory conditions under which Porter-style gains may arise in 
the short run.
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ABSTRACT: Nearly 1 in 7 people in the world live with a mental disorder. Still, in many regions, only 7% of individuals get 
help due to a big treatment gap due to a lack of trained health professionals, cost issues, or stigma, especially in low- and middle-
income countries. However, the advancements in the field of AI have been a big reason for the rise in interest in AI-based mental 
health screening tools that can analyze patient-generated texts, such as clinical notes, questionnaires, and social media posts. 
Previous studies in this domain have consistently demonstrated that AI systems often achieve strong results when diagnosing 
well-defined mental disorders such as major depressive disorder and generalized anxiety disorder, because they exhibit consistent 
linguistic markers and standard patient-reported outcomes. However, comparatively less progress has been made for mental health 
disorders characterized by overlapping and ambiguous symptoms, such as PTSD and subtypes of depression. These challenges 
highlight a critical limitation in current AI approaches, particularly in handling linguistic ambiguity and subjective patient-
reported data. This paper presents a secondary analytical review of existing literature, focusing on model architectures, data sources, 
and evaluation frameworks, and proposes an uncertainty-aware AI architecture incorporating ambiguity detection, multi-label 
prediction, and human-centered evaluation. 

KEYWORDS: Robotics and Intelligent Machines, Machine Learning, Mental Health, Diagnosis. 

�   Introduction
The use of Artificial Intelligence (AI) in the mental health 

field has been growing for the last few years, especially in the 
areas of machine learning and natural language processing.1-3 

An AI system, through analyzing different forms of written 
language (clinical notes, self-report questionnaires, online 
text),4 has shown that it can detect mental health "signals" and 
come close to matching the performance of clinicians when 
diagnosing some well-defined mental health conditions (major 
depressive disorder, generalized anxiety disorder, etc.)5

These studies indicate that it may be possible to leverage 
AI tools to help expand access to mental health services on a 
larger scale through the use of Text-Based AI. Certain men-
tal disorders can be easily classified or diagnosed using an AI 
tool. On the other hand, many disorders are difficult to classify 
or diagnose. The language used to describe depression sub-
types, PTSD, etc, is very subjective, with a great deal of overlap 
between types of disorders, and will vary greatly between indi-
viduals. Because the majority of the information for diagnosing 
these disorders will come from patient-reported outcomes, and 
because these disorders do not have any objective diagnostic 
markers, they are often not diagnosed until the patient presents 
later in the course of a clinical presentation.6 Therefore, most 
of the current research on AI to date has treated the diagnosis 
of these disorders as a relatively straightforward classification 
task, placing little to no emphasis on factors like uncertain-
ty, the need for explanation, and the fact that the majority of 
self-reported mental health experiences are very subjective. 
We still don't have a good understanding of the ways in which 
AI systems should be developed to consider the ambiguity of 

language and how to more effectively incorporate Patient Re-
ported Outcomes (PROs) into the development of AI systems.

Building AI systems that can diagnose and treat mental 
health disorders using inherently vague or ambiguous text will 
require examining three areas of research: Model Architecture, 
Model Training, and Model Evaluation. Recent advancements 
in the field of AI, such as chatbots, have shown the revolu-
tionary potential of AI in the mental health field. While many 
chatbots are accurate in diagnosing disorders based on ideal 
datasets, their accuracy often decreases when used in the real 
world with subjective datasets. There is a lot of scope in filling 
this gap, as nowadays the demand for healthcare services is ev-
er-increasing, and many countries are experiencing a shortage 
of healthcare practitioners, especially physicians.7 This short-
age is very crucial to consider, as this often leads to delayed 
treatments, misclassifications, and poor outcomes. Addressing 
this issue can help us to improve early identification of dis-
orders, and further in making a responsible development of 
an AI specific to mental health contexts. Currently, we have 
only one form of input, and that is text, but in the future, we 
can add speech, behavior, and facial expressions as part of the 
input. This study carries out a secondary analysis of existing 
AI methods in mental health research. Previous studies are or-
ganized by disorder type, data source, and evaluation metrics. 
The model will be evaluated based on both traditional machine 
learning measures and human-based evaluation measures.

Traditional measures of performance include accuracy, 
precision, recall, and the F1 -score, which assess the statisti-
cal accuracy of disorder classification as observed in other 
literature. Besides, human-centered indicators will be includ-
ed through a Likert scale (an ordered rating system used in 
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surveys, Strongly agree - strongly disagree) to measure judg-
ments of clarity, usefulness, appropriateness, and reliability, 
thus summarizing how patients and clinicians perceive the 
quality and credibility of the AI-produced screening results.8 
This study adopts a secondary analytical review methodology, 
synthesizing existing literature in AI-based mental health di-
agnostics. Sources were selected based on relevance to model 
architectures, data inputs, and evaluation frameworks, with an 
emphasis on peer-reviewed academic research and established 
institutional reports.

�   Discussion 
This paper has demonstrated how artificial intelligence 

works well in spotting mental health issues like major de-
pression and anxiety, where speech patterns and symptoms 
are clear and consistent. Yet performance drops when dealing 
with conditions marked by unclear symptoms or overlapping 
traits such as PTSD or less typical forms of depression, where 
language may be subtle or indirect. Previous research papers 
tend to focus too much on numbers like accuracy rates instead 
of deeper concerns like how uncertain the model might be. 
Interpretation matters just as much, yet it often takes a back 
seat in current work. Even when models score high technically, 
they do not always earn user confidence if explanations feel 
opaque or irrelevant. Trust builds differently among individ-
uals using chatbots or online platforms meant for emotional 
support. Clarity of response and whether people find them 
helpful shape actual usage far more than backend precision 
ever could. Outcomes depend heavily on personal experience, 
something algorithms rarely capture fully. Moving forward, in-
telligent systems should assist professionals rather than replace 
them. Including self-reports from patients alongside trans-
parent results can guide better decisions. Oversight by trained 
clinicians ensures risks stay low while keeping care grounded 
in real needs.

�   Mental health diagnosis
How mental health disorders are currently diagnosed:
Mental health disorders mainly rely on clinical interviews 

and patient-reported outcomes, rather than visible symptoms 
like physical disorders. To diagnose a particular mental health 
disorder, clinicians use various diagnostic frameworks, such 
as DSM-5 and ICD-11,9 which are a few examples of these 
frameworks, as they assess symptoms based on how severe and 
how long a symptom has been present. Various questionnaires, 
such as PHQ-9 and GAD-7, also help clinicians in diagnos-
ing mental health disorders. The questionnaires are primarily 
used in identifying the severity, too. Unlike physical illnesses, 
mental health diseases do not usually have objective biological 
markers, which makes the diagnosis much more dependent on 
the interpretation and judgment of the doctor.

Primary challenges in diagnosing hard-to-diagnose diseases:
Many mental health disorders are often considered com-

plex/hard to diagnose disorders; this is basically because these 
kinds of disorders share common symptoms and they overlap 

with each other. Some examples of overlapping symptoms are, 
for eg, fatigue, sleep disturbance, distress, etc. Mental health 
disorders are expressed through behavior, speech, and expres-
sions, but each of them is subjective as it varies from culture 
to culture.10

Limitations of human diagnosis: 
Clinical diagnosis faces several systemic challenges. First, 

assessments are time-intensive and require sustained interac-
tion. Second, there is a global shortage of trained professionals, 
particularly in resource-constrained settings. Third, financial 
barriers and social stigma reduce accessibility. These limita-
tions highlight the need for scalable systems that can assist 
clinicians in early-stage screening.

How can AI be incorporated in the diagnosis of mental health?:
Artificial intelligence offers amazing tools for analyz-

ing mental health problems. These tools include the use of 
automated, continuous, and consistent processing of large vol-
umes of text provided by the patient.11 Artificial intelligence 
for mental health and mental illnesses: an overview." Recent 
advances in machine learning and natural language process-
ing have enabled AI models to analyze written and spoken 
language. AI models can analyze textual data such as clini-
cal notes, questionnaires, and patient-reported outcomes. 
AI-powered chatbots can offer non-stop support to a larger 
demographic area at a reduced cost.12

�   AI-integrated mental health diagnosis:
Existing works in diagnosing mental health with the help of 

AI:
Currently, clinical notes, self-report questionnaires, online 

forums, and chatbot conversations have been widely used to 
identify mental health signals using machine learning and 
NLP models. It can be used in screening for depression, de-
tecting suicide risks, and monitoring anxiety. Such systems 
usually formulate mental health screening as a task of super-
vised classification with labeled datasets.13

Types of input data for AI screening:
Clinical notes: contain observations recorded by a doctor 

during the interview. NLP models can extract useful infor-
mation (symptom indicators, diagnostic cues) and use it to 
diagnose the disorder.8

Self-report questionnaires: This type of input data includes 
standardized symptom measures such as PHQ-9, and these 
are widely used for the process of training an AI.

Online text and social media: online posts from blogs and 
social media platforms capture a variety of expressions of 
distress and emotional states. These data are large-scale and 
reflect natural language use but are often context-dependent. 
Linguistic ambiguity and population bias are major challenges 
with this input type currently.
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Model Architectures Used in Prior Studies:
Traditional machine learning models:
The most common traditional methods to analyze mental 

health data involve manually creating natural language pro-
cessing based on simple pre-defined linguistic characteristics, 
such as term frequency (TF-IDF), word sentiment, or syn-
tax (parts of speech. Traditional statistical methods that have 
been used in machine learning models include logistic regres-
sion, SVMs (Support Vector Machines), and Random Forests. 
However, their reliance on predefined features limits their 
ability to capture contextual meaning. In cases of textual am-
biguity—where symptoms are expressed indirectly or overlap 
across multiple conditions—these models fail to distinguish 
between nuanced expressions. For example, phrases like “I feel 
off ” or “something isn’t right” lack explicit markers and are 
often misclassified or ignored entirely. As a result, traditional 
models are effective only when symptoms are explicitly stated, 
but they struggle significantly with subjective and context-de-
pendent language.14 This workflow is summarized in Figure 1.

Deep learning models:
Deep learning models, including convolutional neural net-

works, learn representations directly from raw text. They can 
capture local patterns such as key symptom phrases, improving 
performance over traditional methods. However, these models 
remain sensitive to variability in data and often fail to general-
ize when linguistic patterns deviate from training distributions, 
reducing their effectiveness in real-world scenarios.15 A sim-
plified version of this process is presented in Figure 2.

Transformer-Based Models (BERT, GPT, etc., for example):
Transformer-based models, such as BERT, represent the 

current state of the art in NLP. These models capture contex-
tual relationships across entire text sequences using attention 
mechanisms.

Despite their advantages, transformers are not inherently 
equipped to handle ambiguity. Their performance depends 
heavily on training data quality. When inputs contain conflict-
ing or incomplete symptom descriptions, model predictions 
can become unreliable.

For example, in cases where symptoms overlap between 
disorders (e.g., anxiety and PTSD), transformers may assign 
a single dominant label rather than reflecting uncertainty or 
multiple possibilities. This behavior highlights a key limita-
tion: while transformers improve contextual understanding, 
they do not naturally incorporate uncertainty or probabilistic 
reasoning.16 This limitation is important in the transformer 
structure shown in Figure 3.

�   Evaluation metrics used in previous 
studies
The majority of the studies test AI systems in terms of 

conventional performance measures like accuracy, precision, 
recall, F1 score, and PR-AUC. Although these measures are 
used to measure technical performance, they are not useful in 
measuring usability or trust. The recent studies focus on hu-
man-centered assessment with measures on a Likert scale for 
clarity, usefulness, appropriateness, and reliability. It is becom-
ing evident in the literature that high accuracy is not the end 
goal for clinical deployment. The systems should also be able 
to express uncertainty and match the expectations of the user, 
especially in cases of ambiguous disorders.

�   Future workss 
Improved model architectures for complex disorders:
Future studies need to develop models of different architec-

tures to take into consideration the ambiguities in language 
used to describe the symptoms and the overlap in symptoms 
of disorders, and not treat the process of screening for mental 
health as a typical classification problem. The majority of to-
day's systems are optimized for disorders that have clear and 

DOI: 10.36838/IJHSR820.9

Figure 1: Figure 1 shows a traditional machine learning pipeline for mental 
health screening. It moves from preprocessing and TF-IDF feature extraction 
to an SVM model and performance evaluation.

Figure 3: Figure 3 shows the basic transformer architecture, including 
embeddings, positional encoding, multi-head attention, feed-forward layers, 
normalization, and dense output. This helps explain why transformer models 
can capture context but may still struggle when patient language is incomplete 
or ambiguous.

Figure 2: Figure 2 shows a deep learning classification architecture. It 
demonstrates how an input is processed through convolution, pooling, 
activation, and fully connected layers before producing an output prediction.
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•	 Contextual embedding utilizing transformer-based 
models

•	 Specialized ambiguity detection module
•	 Multi-label prediction layer
•	 Uncertainty estimation and probabilistic reasoning
•	 Human–AI interaction interface

Core Innovation:
The primary innovation of this architecture lies in its explicit 

modeling of linguistic ambiguity. Instead of dismissing vague 
patient inputs as noise, the system actively detects and quanti-
fies uncertainty.

Multi-Label Prediction:
The framework generates multiple potential diagnoses 

rather than just a singular label. It mirrors real-world clinical 
reasoning in cases where symptoms significantly overlap across 
different mental health conditions.

Uncertainty Estimation:
Detailed confidence scores are produced for each diagnostic 

prediction, which allows the system to transparently communi-
cate the degree of reliability associated with its outputs.

Human–AI Collaboration:
Diagnostic insights are presented to clinicians alongside 

confidence levels and ambiguity indicators, and they ensure 
that final interpretive decisions remain under professional hu-
man supervision. The final architecture is summarized visually 
in Figure 5.

�   Conclusion 
This paper addresses the question of how AI systems can be 

strengthened to aid the screening of textually ambiguous men-
tal health disorders using varying patient-reported outcomes 
and argues that this progress requires moving beyond accura-
cy-focused classification toward uncertainty-aware, practical, 
and much more human-centered design(one that can excel in 
understanding contexts). By using prior work across input data 
types, model architectures, and evaluation frameworks, this 
review highlights the gap between successful applications in 

standardized lists of symptoms and therefore fail miserably 
when attempting to classify disorders based on ambiguous, 
indirect, or heterogeneous language. Although transform-
er-based architectures have shown superior understanding 
capabilities, they also continue to have difficulties in inter-
preting culturally based symptom narratives. Therefore, future 
architectures that will be able to screen for complex disorders 
such as PTSD and depression subtypes must integrate repre-
sentation learning with uncertainty modeling and structured 
symptom reasoning.

Multiple dataset integration:
While this review does focus mainly on text-based screening, 

future systems could benefit a lot from different data integra-
tion. When we combine patient language with physiological 
or behavioral signals, such as sleep patterns and heart rate, the 
variability may provide additional context that can help the 
AI system by reducing diagnostic ambiguity. Multimodal ap-
proaches have been suggested as a strong way to strengthen 
AI screening systems by compensating for the limitations of 
subjective language alone. Such integration should be care-
fully designed to respect the patient's privacy and ensure that 
non-textual signals are meaningful.

Human + AI collaboration in Mental health disorder diagnosis:
Future systems should adopt a human–AI collaborative mod-

el rather than fully automated diagnosis. In this framework, AI 
provides screening, risk scales, and symptom summaries, while 
clinicians will be responsible for final diagnostic decisions. 
Studies evaluating mental health chatbots show that user trust 
and perceived usefulness depend strongly on clarity, appro-
priateness, and safety rather than technical accuracy alone. A 
collaborative framework ensures that AI augments clinician 
judgment instead of replacing it and allows ambiguous cases 
to be escalated to professional evaluation.17 The collaborative 
workflow proposed for this issue is shown in Figure 4.

�   Proposed AI System Architecture 
To address the limitations identified, this research proposes 

a conceptual AI architecture specifically engineered for the di-
agnosis of textually ambiguous mental health disorders.

The system consists of the following integrated components:
•	 Refined text input processing
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Figure 4: Figure 4 shows the proposed human-AI diagnostic workflow. 
Patient text is screened by an NLP model, uncertainty triggers follow-up PRO 
questions, and high-risk or unclear cases are routed to clinician review.

Figure 5: Figure 5 shows the proposed uncertainty-aware AI system 
architecture. It combines text preprocessing, transformer embeddings, 
ambiguity detection, multi-label classification, uncertainty estimation, and 
clinician-facing output.
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common disorders and the ongoing challenges associated with 
complex conditions such as PTSD and depression subtypes. 
The proposed focus on combining traditional performance 
metrics with a Likert-scale human evaluation aligns with the 
emerging healthcare AI frameworks that prioritize safety, 
transparency, and clinical collaboration. Ultimately, responsi-
ble deployment of AI in mental health care depends not on 
replacing clinicians, but on diagnostic reasoning and expand-
ing access to early screening in a manner that acknowledges 
linguistic ambiguity and patient subjectivity. This research is 
limited by its methodological reliance on secondary literature 
synthesis and illustrative experimentation. Future work in 
this domain should prioritize validation utilizing diverse re-
al-world datasets and rigorous clinical evaluation to ensure the 
practical efficiency of diagnostic frameworks.
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ABSTRACT: Depression has traditionally been explained as a chemical imbalance in the brain. However, growing evidence 
suggests that it involves interactions among neurotransmitters, brain networks, neuroplasticity, and environmental factors. Even 
though the chemical imbalance model has contributed to expanding knowledge concerning depression, this theory does not offer 
an explanation that can help account for the various reactions exhibited by different patients. More research is therefore needed 
to understand how neurotransmitters affect stress. This study analyzed the roles of serotonin, dopamine, norepinephrine, and 
glutamate in depression through a literature review of scientific journal articles. This review revealed that depression is understood 
as a disorder involving disruptions across interconnected brain systems rather than a deficiency of a single neurotransmitter. It has 
been determined that these neurotransmitters control the process of emotion, motivation, attention, the stress response mechanism, 
and neuroplasticity. Chronic stress triggers dysfunction of the hypothalamus-pituitary-adrenal axis, elevated concentrations of 
cortisol, reduced neurogenesis, and low BDNF levels. These findings suggest that depression develops through interactions among 
neurochemical, structural, and environmental influences. Understanding depression from an integrated systems perspective may 
support more personalized treatment approaches that combine medication, psychotherapy, and lifestyle interventions.  

KEYWORDS: Cellular and Molecular Biology, Neurobiology, Depression, Neurotransmitters, Brain-derived Neurotrophic 
Factor (BDNF). 

�   Introduction
For many decades, scientists have explored various areas of 

the brain in an effort to discover how different chemicals affect 
emotions and behavior. Serotonin is one of the most widely 
studied neurotransmitters that helps to regulate emotional 
responses. When serotonin signaling is impaired, people are 
more prone to experience depression and anxiety.1,2 Similar-
ly, dopamine is an important neurotransmitter, responsible for 
regulating motivation, reward, and feelings of pleasure. Low 
levels of dopamine have been associated with anhedonia, which 
is the inability to feel pleasure, a symptom of depression.3,4 
Another neurotransmitter, norepinephrine, is responsible for 
maintaining alertness and focus in a person and has been linked 
to fatigue and lack of concentration when not functioning 
properly.5 Moreover, glutamate is an essential neurotransmitter 
involved in the process of learning and memory formation in 
the brain. In recent studies involving ketamine administration, 
glutamate was also found to have mood-stabilizing and plas-
ticity properties.6,7 All these neurotransmitters work together 
and influence emotion, motivation, attention, learning, and be-
havior at the same time.3,8

With a better understanding of how the brain works, sci-
entists have begun to question the idea that depression can be 
caused by a specific imbalance within the brain. Neurotrans-
mitters, for example, do not work independently; rather, they 
affect each other and other systems in the body. Moncrieff et 
al. discovered that the data on the cause of depression is incon-
clusive since there was no scientific proof linking depression 
to the lack of serotonin levels in the brain.2 Other research 
links problems in neurotransmitters such as dopamine and 
norepinephrine with symptoms including low energy, low mo-

tivation, and fatigue.3,9 Nevertheless, even though these studies 
clarify some characteristics of depression, they cannot account 
for the variety of symptoms experienced by patients. There-
fore, researchers describe depression as a condition affected by 
neurotransmitters, stress hormones, neuroplasticity, and com-
munication among different brain regions.3,8

More recently, evidence for this broader perspective has 
been strengthened by large-scale brain networks, including 
the Default Mode Network (DMN). Studies have found that 
individuals with depression often show altered connectivity 
involved in self-reflection, emotional processing, and cogni-
tive control.8,10 Increased activity within these networks has 
been linked to rumination, the repetitive negative thinking 
that commonly accompanies depression.8 These findings sug-
gest that mental illness is influenced not only by the presence 
of specific neurotransmitters but also by how different brain 
regions communicate with one another. Neuroplasticity is an 
important part of this process because the brain’s connections 
can strengthen, weaken, and reorganize in response to life ex-
periences, environmental influences, and treatment.8,11

Depression is also caused by chronic stress through the im-
pact of stress on the hypothalamic pituitary adrenal (HPA) 
axis. Pariante and Lightman revealed that long-term stress can 
cause an impairment of the functioning of the HPA axis, in-
crease cortisol secretion, and alter brain functioning.9 Sapolsky 
also noted that chronic exposure to glucocorticoids could be 
implicated in the shrinkage of the hippocampus and reduction 
in the number of neurons that could lead to the development of 
depression.12 Another factor related to depression is Brain-De-
rived Neurotrophic factor. This protein, which stimulates 
neurons’ growth and viability, has been implicated as a signif-
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icant player in mood disorders. Depression could result from 
decreased BDNF activity, whereas successful therapy leads to 
increased BDNF activity.11

This paper views depression not as a disorder caused by 
a single chemical imbalance, but as a condition involving 
multiple interacting brain systems. By examining neurotrans-
mitter signaling, HPA-axis regulation, neuroplasticity, and 
brain network function, this paper explores the neurobiological 
mechanisms that contribute to depression. Looking at depres-
sion from this broader perspective helps explain why different 
people respond to different treatments. Medication, therapy, 
lifestyle changes, and stress management techniques may each 
target various parts of the same interconnected system. Re-
search that demonstrates the effectiveness of antidepressants, 
psychotherapy, and emerging glutamatergic treatments further 
supports the need for a comprehensive strategy to treatment.6,7 
Understanding these relationships may help researchers and 
clinicians develop more personalized and effective approaches 
to care.

�   Methods
This paper reviews the roles of serotonin, dopamine, norepi-

nephrine, and glutamate in depression. Sources for this review 
were identified through searches of PubMed, Google Schol-
ar, and library databases. Search terms that were used were 
“depression serotonin,” “depression HPA axis,” “depression 
BDNF,” “depression glutamate,” “depression reward system,” 
“major depressive disorder dysregulation of networks,” and 
“the involvement of dopamine in depression.” 

This review is a narrative review rather than a systematic 
one because the goal was to synthesize the major findings 
across relevant studies, rather than to obtain every study that 
could be found using a meta-analysis. Sources were eliminated 
if they were not peer-reviewed, were mostly opinionated, were 
not related to depression, or did not directly speak to neu-
rotransmitters, neural circuits, biology of stress, or depression. 

A total of 18 primary sources including peer-reviewed 
journal articles, clinical trials and meta-analyses were re-
viewed based on their relevance, scientific significance, recency 
(2000-2026), and contribution to understanding the “chemical 
imbalance model” including perspectives that both challenged 
and expanded upon traditional neurotransmitter-based expla-
nations, such as the review by Moncrieff et al.2 In addition 
to neurotransmitter alterations, this review examined the roles 
of neuroplasticity, the HPA axis, and BDNF, all of which 
help mediate the effects of stress and the environment on the 
brain.9,11

The DSM-5-TR definition of major depressive disorder 
was used to maintain diagnostic consistency in the reviewed 
literature.13 Most importantly, the study organized the results 
according to various functions served by these systems, such 
as affective regulation, motivation, and stress response, while 
noting the interactions among the systems, instead of isolating 
each from the other.4,5

�   Results 
Serotonin and Emotional Regulation Serotonin (5-HT) 

regulates the sensitivity, timing, and strength of neural re-
sponses to emotional stimuli.2 It is not a fast-acting, localized 
generator of positive mood, but is more likely to modulate the 
strength, timing, and ordering of emotive responses. In this 
way, it may be thought of as a kind of global filter across the 
brain. 5-HT is produced from the amino acid tryptophan in 
the raphe nuclei of the brainstem, which project serotoner-
gically to virtually every forebrain structure, including the 
prefrontal cortex, amygdala, hippocampus, and hypothalamus. 
The scope of its projection system allows wide-ranging in-
fluences on behavior and physiology, ranging from mood to 
impulse control to sleep.14 Following receptor activation, sero-
tonin is taken up by the 5-HT transporter into the presynaptic 
neuron, and the availability of extracellular 5-HT is controlled 
by reuptake efficiency.2,14

As shown in Figure 1, serotonin pathways, which arise 
from the raphe nuclei, travel to different brain regions. Since 
serotonin pathways extend throughout the brain, it affects 
emotions, cognition, sleep, appetite, and physiological homeo-
stasis.14 Different types of receptors are activated by serotonin, 
with the 5-HT1A receptor, for instance, tending to reduce ac-
tivity whilst calming the emotions, and the 5-HT2A receptor 
increases activity in the cortex and has a central role in per-
ception and cognition.14 This receptor heterogeneity enables 
serotonin to precisely modulate neural signaling in the brain 
without artificially boosting or reducing activity. So, reduction 
of their levels or receptor effectiveness will have reduced re-
liability in controlling the emotionally significant stimuli.5,14 
It can be deduced that a reduction in serotonergic signaling 
might impair the brain's ability to regulate the emotional sa-
lience of stimuli, leading to a relatively higher attentional and 
memory-based salience of adverse events, consistent with the 
body of evidence for negative bias and emotional cognitive 
processing in depression.5,15

For instance, a loosening of regulatory control may give 
rise to repetitive thoughts and worry, whereby small negative 
events are woven into a narrative that supports bigger (mor-
al) failures. At the same time, a diminished restraint of the 
amygdala will intensify emotionality.4,8 Changes will also be 
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Figure 1: Simplified Serotonergic Pathways. Serotonin neurons originate 
primarily in the raphe nuclei and project throughout the brain, including 
the neocortex, thalamus, hypothalamus, and basal ganglia. The distribution 
of these pathways enables serotonin to influence mood, cognition, sleep, and 
other physiological functions. Redrawn from ref.18
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registered in eating and sleeping behaviors due to the impli-
cation of serotonin in circadian and hypothalamic processes.15 
More serotonin in the brain does not necessarily equate with 
happiness; it may soon enhance the brain's capacity to more 
gradually maintain emotion and related behavior over time, 
and so return the affect regulation to a state such that the brain 
more readily manages that affectively salty moment without 
stressors generating stress.5,8

With more reality-based amygdala activation and more 
powerful and effective PFC influences, a realm of optimal cog-
nition and comportment, the neural states more gracefully hip 
up (prescribe a more context-appropriate state).8,14 An over-
abundance of serotonergic activity has the net effect of being 
effectively blunting or somnogenic.14 Its mission would seem 
to be to elevate and maintain one's default homeostatic state 
when one is not actually performing, as much as possible, to 
optimize positive functioning.

Similar to other neurotransmitter systems (dopamine, nor-
adrenaline, and glutamate), Serotonin interacts extensively 
with them. Such interaction has profound influential effects 
on motivation, arousal, and plasticity and suggests a possible 
role of serotonergic activity in the middle of a control sta-
tion responsible for the regulation of cognitive and affective 
processes.4,8 As a result, the extent to which serotonergic trans-
mission is altered will influence perception, make sense of the 
environment, and respond to it. This further points to the piv-
otal role of serotonin and the neurobiology of depression.3,4,15

Dopamine and Reward Dysfunction: 
Dopamine itself is a monoamine and is part of the reward 

system in the brain, yet its main interpretation of its action is 
in regard to the regulation of motivation. It influences moti-
vation as to how motivated an individual will be to attain a 
certain goal and how much effort they will put in (motiva-
tion).4,5 Dopamine is synthesized in the brain from a precursor 
amino acid, tyrosine, in cells by L-DOPA and is concentrated 
in neurons in the ventral tegmental area (VTA) and the sub-
stantia nigra.14

As shown in Figure 2, the dopaminergic pathways arising 
from these areas, indicated by the arrows, project to the pre-

frontal cortex and the nucleus accumbens, and this is where 
the pathways for reward and its behaviorally related stimu-
li originate.4,5,14 Dopaminergic fibers extending from these 
regions to the dorsal and ventral striatum constitute the me-
solimbic and mesocortical pathways.4,8,14 These pathways are 
responsible for the reward-related responses, decision-making, 
and behavior.4,5

Dopamine receptors within the synapses exist in two forms, 
the D1-like and D2-like receptors.14 These are mostly ex-
citatory, enhancing current cell signaling, or inhibitory, and 
modulate feedback within the reward processing pathways. 
This enables dopamine to control the relationship between ex-
pectation and reward and outcome-reinforcing behaviors.  In 
fact, dopamine is not simply a pleasure transmitter; it is impli-
cated in reward prediction error signaling, sending a message 
when outcomes are either better or worse than anticipated, 
thereby helping to update behavior. A system like this is nec-
essary for learning, habit formation, and the ongoing pursuit 
of useful activities.4,5,14

In particular, a diminished dopamine mesolimbic transmis-
sion adversely affects the brain's capability to grant value to 
potential rewards. Reducing mesolimbic dopamine transmis-
sion may contribute to anhedonia, or a diminished ability to 
anticipate and experience reward.4,5

In this state, the brain’s ability to generate strong predictive 
reward signals is reduced. For example, a student understands 
that studying is a way to success, but he or she has no moti-
vation coming from an anticipated reward to start studying. 
In the end, depression levels increase as the rewarding expe-
riences become less and less frequent, leading to withdrawal 
and inactivity, which further worsens the state of depression.4,5

In contrast, increases in dopamine can improve motivation, 
attention, and engagement in goal-related activities by making 
rewards feel more significant or worthwhile.4,5 This increas-
es the likelihood that a person will start and continue a task 
because the connection between effort and positive outcome 
feels stronger. However, excessively high dopamine activity can 
also disrupt the brain’s reward system and contribute to im-
pulsive behavior, risk-taking, or addiction. This suggests that 
dopamine's role is not simply to increase pleasure, but to regu-
late motivation and reinforcement.4,14

Dopamine also works closely with other neurotransmitters 
like serotonin, norepinephrine, and glutamate.4,8 Together, 
these systems regulate mood, manage alertness, and support 
cognitive flexibility. Because of this interaction, dopamine be-
comes part of the larger neural network involved in motivation 
and behavior. When these systems become dysregulated, de-
pression can affect not only mood but also a person’s ability to 
take action, pursue goals, and find meaning in daily life. This 
helps explain why dopamine is considered a key factor in the 
neurobiology of depression.

Norepinephrine and Stress Response: 
Norepinephrine (noradrenaline/NE) is a monoamine 

neurotransmitter and hormone that governs waking stress, 
attention, and levels of arousal. For it to be able to govern dif-
ferent areas of the brain, NE must map out to different areas. 
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Figure 2: Simplified Dopaminergic Pathways. Dopaminergic neurons 
originate primarily in the ventral tegmental area and substantia nigra and 
project throughout the brain, including the nucleus accumbens, prefrontal 
cortex, amygdala, caudate nucleus, and putamen. These pathways enable 
dopamine to regulate reward processing, motivation, emotion, cognition, and 
motor function. Redrawn from ref.16
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and emotional lability. These six account for the comorbidity 
of depression and anxiety.5,9,14

Comprehensive interactions exist between norepineph-
rine and the serotonin, dopamine, and glutamate systems, 
largely related to control of the hypothalamic, pituitary, and 
adrenal axis, which orchestrates the body's response to stress. 
Chronic activation causes increased cortisol levels, which al-
ter norepinephrine activity, resulting in neuronal dysregulation. 
Norepinephrine acts as the major intermediary between phys-
iological stress and cognition/emotion, raising the possibility 
that dysregulation causes not only a mood disturbance but a 
dampening of attention, pervasive fatigue, and physiological 
exhaustion.8,9

Glutamate and Emerging Research: 
Glutamate acts as the main excitatory neurotransmitter 

within the brain, facilitating rapid synaptic transmission and 
synaptic plasticity; in contrast to monoamine neurotrans-
mitters, which were observed to subtly change the overall 
'mood' of the brain, glutamate was observed to directly facil-
itate long-term potentiation or depression, and the formation 
or retraction of synapses. This is how the brain learns and 
forms memories. At the molecular level, glutamate has an 
effect on five receptor types. Most relevant in the CNS are 
N- methyl-D-aspartate (NMDA) and α-amino-3-hydroxy-
5-methyl-4-isoxazolepropionicacid (AMPA) receptors. Such 
stimulation of glutamate receptors affects the opening of cal-
cium channels and elicits diverse signaling pathways leading 
to changes in gene expression, synaptic growth, and long-term 
potentiation. Long-term potentiation is hypothesized to be the 
cellular explanation for learning through repeated strengthen-
ing of synaptic activity.14

As shown in Figure 4, when glutamate signaling path-
ways become deregulated, plasticity decreases, compromising 
the connectivity between neural circuits, causing depression. 
Chronic stress also serves as one of the external factors that 
lead to depression, provoking an excessive release of glutamate 
in some brain regions, mainly in the prefrontal cortex. This 
excessive stimulation of calcium influx causes excitotoxicity, 
leading to neuronal damage, specifically characterized by den-

The neurotransmitter is synthesized from dopamine by the 
dopamine hydroxylase enzyme and is mainly produced by the 
locus coeruleus cells.

As shown in Figure 3, the locus coeruleus cells have a wide 
and dense projection of the norepinephrine system throughout 
the brain. These give off axons to target different areas of the 
brain, including the prefrontal cortex, amygdala, hippocampus, 
and thalamus. This wide projection network is thought to en-
able the coordination of waking/cognition/emotion. 

Norepinephrine acts at a synaptic level by way of adrenergic 
receptors, which are separated into alpha and beta types that 
influence neurons in various ways.14 Alpha-2 receptors tend to 
be inhibitory autoreceptors that stop norepinephrine release 
and restore normal function, whereas Alpha and Beta recep-
tor types are typically excitatory. Through this receptor system, 
norepinephrine influences the brain's preparedness to react to 
stimuli, thereby regulating the degree of alertness and atten-
tion per the needs of the environment.

Unless the brain has enough norepinephrine, a person cannot 
stay awake and focused. Fatigue, slow thinking, and inability to 
concentrate are all symptoms that are caused by underactive 
brain cells that help us pay attention. This is sometimes called 
"mental fog", when even the simplest things seem exceedingly 
difficult. For instance, a student could find it extremely hard to 
do homework, not because he or she does not know the ma-
terial, but because the brain cannot stay alert to the point that 
it could fully understand the material. Additionally, less nor-
epinephrine means that the brain becomes less good at stress 
response, which results in less motivation and a lower level of 
reaction to external changes.5,14

Norepinephrine increases arousal, alertness, and cognition 
when there is a need for quick reaction or sustained con-
centration. Moderate increases of Norepinephrine enhance 
concentration and goal-directed behavior in the prefrontal 
cortex. Excessive amounts of norepinephrine are indicative of 
hyperarousal due to chronic stress, which appears as anxiety, 
irritability, and "a superdominance" of threat-detecting sys-
tems. As the system becomes oversensitive to potential threats, 
environmental stimuli elicit exaggerated threat-detection sig-
nals, resulting in sleep dysfunction, "bad" decision-making, 
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Figure 3: Simplified Locus Coeruleus Pathways. Noradrenergic neurons 
originating in the locus coeruleus project extensively throughout the brain, 
including the prefrontal cortex, hippocampus, hypothalamus, and thalamus, 
and interact with the HPA axis involved in the stress response. The widespread 
distribution of these pathways enables norepinephrine to regulate arousal, 
attention, cognition, and emotional processing. Redrawn from ref.17

Figure 4: Simplified Glutamate-Glutamine Neurotransmitter Cycle. 
Glutamate released from the presynaptic neuron activates NMDA and 
AMPA receptors on the postsynaptic neuron, contributing to excitatory 
neurotransmission and synaptic plasticity. Excess glutamate is removed by 
astrocytic transporters and recycled through the glutamate-glutamine cycle, 
helping maintain neurotransmitter balance. Redrawn from ref.14
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consequences.3 An under-sized hippocampus compromises 
context processing, which results in significant difficulty in 
differentiating between now and then, which threatens to con-
tinue negative effects by impairing the brain's ability to update 
its internal model of reality.8,12

Similarly, when the prefrontal cortex becomes dysfunctional 
and cannot top-down control the brain's emotion reactivity 
hub, the amygdala, emotions will probably be less self-regulated 
and heightened. In fact, this would cause states of heightened 
emotion, in particular under duress or threat. Yet, affliction by 
'depression' is not a cause for permanent change. Therapeutic 
intervention through treatment that brings neurotransmitter 
and diathesis parameters to 'normal' levels reduces the stress 
elicited and increases BDNF production and neurogenesis. 
Both neuroscience and psychological techniques have shown 
that these brain 'connectivities' can be enhanced, showing that 
the 'depressed' brain is capable of being transformed.10,11

Integrated Systems Perspective: Network Dysregulation 
Rather Than Chemical Deficiency:

Modern neuroscience is moving away from the "one chemi-
cal" explanations for depression and is considering it a disorder 
of the whole brain, involving network dysfunction rather than 
one single neurotransmitter. Neurotransmitters do not operate 
in isolation, but are part of complex networks that govern cog-
nition, emotion, and behavior. The problem is no longer one 
of "low" chemicals, but impaired messaging and interaction 
between brain regions. Another important set of pathways in-
volves the interpretation of individual experiences.

Serotonin is involved with experience interpretation, do-
pamine with the perception of reward, norepinephrine with 
arousal and stress responses, and glutamate with neural plas-
ticity.3-5,8 These pathways are constantly in a feedback loop 
with each other to either support good mental health or create 
a disturbed mentality.

An example of the effects of stress can be seen where the 
spikes in the level of cortisol dysregulate the function of nor-
epinephrine and prompt an oversecretion of glutamate. Not 
only does this inhibit synaptic connectivity, but it also lowers 
BDNF levels, which impairs neuroplasticity, leading to a lack 
of control of emotion by serotonin and a lack of motivation by 
dopamine.9,11

Given that depression is the result of the interaction of poor 
functioning of various systems, treatment must not only in-
volve treating one neurotransmitter. For instance, traditional 
antidepressants such as selective serotonin reuptake inhibitors 
(SSRIs) and selective norepinephrine reuptake inhibitors may 
operate by gradually altering the signaling between serotonin 
and norepinephrine transmission. Certain drugs like ketamine 
and other recently discovered drugs in this class operate direct-
ly on Glutamate levels and establish a quick increase in nerve 
networks. Other SSRIs alone are inadequate, as the condition 
has an implication on conduct, thinking, and surroundings, 
too. Adjustments to the conduct and surroundings may prove 
particularly useful in reforming nerve cell function.

For example, apart from the increase in BDNF, regular 
physical activity also helps with neurogenesis and optimum 

dritic atrophy and a decrease in synaptic density. This leads 
to slower communication between areas involved in working 
memory and emotional regulation. The hippocampus, on the 
other hand, shows opposite responses, such as a decrease in 
glutamatergic activity and formation of synapses.7,11,14

Depression causes physical damage to the brain tissue, 
which weakens the functional output. This is true within the 
hippocampus, where the brain’s memory mediator and “reality 
sense” is to a larger extent than in several other parts of the 
brain, which explains the memory lapses often associated with 
depression; the brain is simply not capable of recording the ex-
perience, leaving the individual unable to remember anything 
new, the way in which it loses effectiveness and lacks alertness. 
With glutamate affecting what can only be called a blow to 
the brain’s ability to affect itself, depression is a state of mental 
hibernation, immobile and depressed negativity.

Though central to bringing about peak functioning through 
reinstatements or replacements of glutamate, the transmission 
process takes hours. One example is the use of drugs like ket-
amine, an NMDA (N-methyl-D-aspartate) antagonist. By 
blocking NMDA receptor activity and triggering a cascade 
that enhances AMPAR transmission and neurotrophic factor 
expression, ketamine may promote synaptic plasticity, a mech-
anism that was proposed by Berman et al and Krystal et al 
to contribute to its rapid antidepressant effects.7,11 This fast 
and structural resolution of depression is not because its vic-
tims have had their own feelings directly ignored, but because 
their own cognition has been put into a functional state. It is 
this way that glutamate appears to be more than a facilita-
tor over the poles of emotion: it is fundamental to the very 
mental mechanics through which individuals live in emotion. 
When glutamate regulation fails, depression becomes not just 
an emotion, but a structural breakdown of the brain.

Neuroplasticity and Brain Structure: 
Though each neurotransmitter does necessarily have a dif-

ferent function, depression itself is a neuroplasticity disorder, a 
deficient adaptation in plasticity; the brain's ability to restruc-
ture itself.11 Brain-derived neurotrophic factor (BDNF) is a 
key biological mediator of neuroplasticity and makes neuronal 
cell survival, growth, and synaptic communication easier.

Normally, through the action of BDNF, new neurons in 
the hippocampus are created in a process called neurogene-
sis. BDNF also aids in making synaptic connections stronger, 
which is a feature of learning and is also influenced by the 
environment. However, persistent stress and neurotransmitter 
imbalance for a long duration cause a drop in BDNF levels, 
and that diminishes the brain's ability to change and evolve.9,11

This reduction is partly driven by sustained activation of the 
hypothalamic-pituitary-adrenal axis, which leads to repeated 
cortisol release. In addition to being the body’s primary stress 
hormone, elevated cortisol can suppress BDNF production 
and contribute to structural changes in the brain. The hippo-
campus undergoes a slight reduction in size over time, while 
the connectivity and functioning of the prefrontal cortex are 
also impaired.8,10,12 These neuroanatomical changes do not 
merely correlate with the aging process but have functional 
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sleep-wake rhythms, maintains daily circadian rhythms, and 
supports neurotransmitters' circadian synchronization. On the 
other hand, cognitive behavioral psychotherapy brings inter-
vention for training brain circuitry to function differently by 
interrupting negative thinking and reinforcing the prefrontal 
regions involved in emotion regulation.

These treatments do more than simply increase neurotrans-
mitter levels. Over time, they help restore communication 
between neurons, allowing the brain to function more effec-
tively. As these connections recover, the brain becomes better 
at adapting to challenges, processing emotions, and responding 
to the world around it.

This model accounts for observed differential symptom 
dimensions in depression across people. One person may ex-
perience only fatigue and anhedonia, another anxiety and 
hyperarousal, or another rumination and rigidity of cognition. 
These differential symptoms may prove to be certain dysfunc-
tional nodes in a common network of neurotransmitters and 
neural systems. Overall, depression as a disorder of network 
disruption can elucidate the how and the why about the etiol-
ogy and treatment of depression.

�   Discussion 
Depression is not a single condition influenced by neu-

rotransmitters or certain brain circuits, but it is a phenomenon 
resulting from neurophysiology and environment as well.9,11,15 
To integrate information from various scientific fields such as 
neurobiology and medicine, this research attempts to study 
the role of serotonin, responsible for our emotions; dopamine, 
responsible for motivation and rewards; norepinephrine, influ-
encing our ability to pay attention and cope with stress; and 
glutamate, involved in synaptic plasticity and adaptation.4,7,15 
It should be added that neurotransmitters do not operate in 
isolation from each other but influence brain activities through 
forming feedback loops so that any dysregulation triggers 
changes in the activity of other brain circuits via processes 
such as chronic stress, HPA axis activation, and deficiency of 
BDNF.8,9,11 Thus, it can be said that the disorder of depres-
sion can be seen as one caused by dysfunction within the brain 
network, leading to emotional and mental changes that hinder 
actions, make people rigid, and unable to cope with stress.4,8

This understanding of depression may also help guide treat-
ment and prevention strategies. Because depression affects 
multiple interacting brain networks, treatment should be tai-
lored to the individual. Monotherapy may not be sufficient 
for all patients. Combining conventional drugs, such as SS-
RIs, SNRIs, and ketamine, with behavioral interventions such 
as cognitive behavioral therapy (CBT), regular exercise, and 
adequate sleep may provide better outcomes by supporting 
neuroplasticity, improving emotional regulation, and reducing 
depressive symptoms.

�   Conclusion 
Depression was once mainly understood as a biochemical 

dysfunction. However, research now suggests that it cannot 
be explained by the dysfunction of a single neurotransmitter 

alone. When the communication between these brain circuits 
becomes disrupted, the brain struggles to manage stress, regu-
late emotions, and perform other normal cognitive functions. 
Serotonin, dopamine, norepinephrine, and glutamate do not 
work independently, but interact with one another through 
connected neural networks. 

The adoption of such an understanding totally alters our 
conception of how we can treat the problem. The treatment for 
depression needs to go beyond the shortage of one chemical 
and incorporate several brain systems working simultaneous-
ly. Other interventions, such as clinical therapies, need to be 
supplemented by other approaches as well, such as healthy rou-
tines, socializing, and even a change in lifestyle. Depression is 
not just an emotional problem; it affects the brain's adaptation 
and response to change. Hence, the treatment should not focus 
on a single cause of depression but instead consider pharma-
cological, psychological, and behavioral factors that contribute 
to the disorder. 

Future researchers should further investigate the mecha-
nisms driving why individuals with depression often respond 
differently to the same treatment. Although many patients re-
ceive similar medications, some patients achieve full remission 
while others see no improvement. Examining genetic factors, 
environmental influences, and variations in brain network 
activity may help explain these disparities and support the de-
velopment of more personalized approaches to treatment.
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ABSTRACT: Heatstroke is a life-threatening condition that poses growing challenges under rising global temperatures. 
This study aimed to develop and evaluate machine learning models for predicting daily heatstroke incidence using nationwide 
health and meteorological data from Japan. Predictors included maximum, minimum, and average temperature, relative humidity, 
calculated heat index, calendar variables, and prefecture identifiers. Five modelling approaches were compared: Poisson regression, 
random forest, XGBoost, LightGBM, and LSTM. Model performance was assessed using mean squared error (MSE), root mean 
squared error (RMSE), and coefficient of determination (R²). Among all models, LightGBM (MSE = 98.15, RMSE = 4.26, R² 
= 0.827) and XGBoost (MSE = 101.01, RMSE = 4.33, R² = 0.822) achieved better performance, outperforming both traditional 
Poisson regression (R² = 0.434) and neural network approaches (R² = 0.488). Feature importance analysis using SHapley Additive 
exPlanations (SHAP) confirmed maximum temperature as the strongest predictor. At the same time, the inclusion of prefecture 
identifiers substantially improved predictive power, underscoring the importance of regional heterogeneity. Excluding the 
prefecture reduced LightGBM performance to R² = 0.378. These findings highlight the potential of machine learning for early 
warning systems that integrate meteorological drivers and regional modifiers such as population. In the context of climate change 
and more frequent heatwaves, such adaptive models can support targeted public health strategies, optimize resource allocation, 
and reduce the health and economic burden of heatstroke.  

KEYWORDS: Computational Biology and Bioinformatics, Computational Epidemiology, Heatstroke Prediction, Climate 
Change and Health, Machine Learning Models.

�   Introduction
Heatstroke is one of the most severe manifestations of 

heat-related illness, arising when the body’s core temperature 
exceeds the compensatory capacity of thermoregulatory mech-
anisms. It can be triggered by environmental exposure to high 
temperatures, excessive physical exertion, or a combination of 
both, and typically presents as a spectrum of conditions rang-
ing from mild heat exhaustion to potentially fatal heatstroke. 
The defining characteristics include a core body temperature 
exceeding 40 °C, central nervous system dysfunction (such as 
confusion, seizures, or coma), and progressive multi-organ fail-
ure. Without timely medical intervention, the case-fatality rate 
can exceed 50%, underscoring its urgency as a global public 
health issue.1,2

The burden of heatstroke is not limited to individual health 
outcomes. It has significant societal implications, particularly 
for vulnerable populations and high-risk occupational groups 
such as outdoor workers, athletes, emergency responders, and 
the elderly (Figure 1). Epidemiological studies consistently 
demonstrate a strong association between elevated ambient 
temperatures and an increase in hospital admissions, ambu-
lance calls, and mortality attributable to heatstroke.3 The Fire 
and Disaster Management Agency of Japan (FDMA) has 
reported a persistent upward trend in heatstroke-related emer-
gency transports across the country. While annual fluctuations 

occur due to the presence or absence of extreme heat events 
and variations in rainy season length, the long-term trajectory 
reflects a clear increase in heat-related morbidity. This pattern 
is projected to worsen in the coming decades due to climate 
change, with intensifying heatwaves posing escalating risks 
to public health, occupational safety, and healthcare systems 
worldwide.

Beyond morbidity and mortality, heatstroke also carries a 
substantial economic burden. Hospitalizations for severe cases 
require intensive care, mechanical ventilation, and prolonged 
rehabilitation, placing a significant strain on healthcare sys-
tems during the peak summer months. Similar patterns have 
been observed internationally, where rising temperatures sig-
nificantly increase hospital admissions and healthcare costs 
attributable to heat exposure.4,5 The cost extends to productiv-
ity losses, as affected individuals may need extended recovery 
time away from work or experience long-term neurological and 
cardiovascular complications that reduce functional capacity. 
For employers, especially those in sectors reliant on outdoor 
labor, such as agriculture, construction, and transportation, 
heat-related illnesses contribute to absenteeism, reduced work 
performance, and occupational hazards. At a societal level, 
these direct and indirect costs combine to form a considerable 
economic impact, further justifying the urgent need for pre-
ventive strategies and predictive models.6-8
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Several studies illustrate this paradigm shift. Ogata et al. de-
veloped a machine learning model that combined multivariate 
meteorological and demographic data from 16 Japanese cities, 
achieving superior predictive accuracy over traditional Wet-
Bulb Globe Temperature (WBGT)-based approaches for 
12-hour incidence forecasting.9 Xu et al. conducted a compre-
hensive comparison of machine learning algorithms, including 
random forest and gradient boosting methods, in a southern 
Chinese city and demonstrated that ensemble models signifi-
cantly outperformed generalized linear models, particularly in 
capturing nonlinearities.10 Shimazaki et al. advanced the field 
further by incorporating wearable sensor data (including pre-
dicted heat strain tolerance, heart rate, and activity level) into a 
supervised machine learning model that achieved 85.2 % pre-
dictive accuracy in occupational settings.11 Meanwhile, Takada 
et al. demonstrated that simulated core body temperature 
could serve as a robust predictor of ambulance calls in Japanese 
metropolitan areas, performing comparably to environmental 
temperature-based models but with fewer input parameters.12 
Collectively, these studies highlight the growing utility of ma-
chine learning for predictive modelling of heat-related illness.

However, current literature has two key limitations. First, 
most studies have been restricted to single cities or a limited 
set of urban areas, thereby limiting the generalizability of their 
findings. Second, while meteorological and physiological fea-
tures have been studied extensively, the potential contribution 
of geographical heterogeneity (e.g., regional socio-economic, 
demographic, and environmental differences) remains un-
derexplored. This gap is particularly salient in a country like 
Japan, where diverse climatic zones, population structures, and 
levels of urbanization create region-specific vulnerabilities.

The present study addresses these gaps by conducting a na-
tionwide analysis of heatstroke incidence across Japan using 
five years of health and meteorological data (2015–2019, June 
to September). By systematically comparing multiple machine 
learning approaches, including Poisson regression, random 
forest, XGBoost, LightGBM, and LSTM, the study evalu-
ates predictive performance, identifies key features influencing 
outcomes, and assesses the role of regional variation in shaping 
heatstroke risk. In particular, the study applies SHapley Ad-
ditive exPlanations (SHAP) to quantify feature importance, 

enabling interpretable insights into the drivers of heatstroke 
incidence.

Through this work, we aim to provide robust evidence for 
the integration of machine learning models into early warn-
ing systems for heat-related illness. By highlighting both the 
meteorological and regional determinants of heatstroke, this 
study contributes to the development of tailored public health 
strategies that account for geographical heterogeneity, ulti-
mately supporting more effective risk prediction, prevention, 
and resource allocation in the face of escalating climate change.

�   Methods
Iterative machine learning workflow:
This study employs an iterative machine learning workflow 

aimed at systematically enhancing model performance through 
continuous refinement (Figure 2). The process commences 
with data preparation, which encompasses data integration 
and preprocessing. Following this, informative features are 
constructed via feature engineering, and models are trained 
using the training set. The trained models are subsequently 
evaluated on a test set. Should the performance fail to meet 
predefined criteria, feedback loops facilitate a return to earlier 
stages for further refinement. This "training-evaluation-feed-
back" cycle continues iterating until the model fulfills the 
established performance standards. Finally, the trained model 
is evaluated on a held-out test set to assess predictive perfor-
mance and generalizability.

Data sources:
This study utilized a publicly available dataset from Zenodo: 

Datasets for quantifying association between short-term exposure 
to maximum temperature and heatstroke-related ambulance dis-
patches in Japan: a time-stratif ied case-crossover design (https://
zenodo.org/records/14560225), supplemented with data ob-
tained from the official website of the Japan Meteorological 
Agency ( JMA). The public dataset included daily records of 
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Figure 1: Environmental and behavioral factors contributing to heat stress 
(sunlight, temperature, humidity, sports, ventilation, and water intake) and 
the vulnerable groups most affected, including outdoor workers, farmers, the 
elderly, and infants.

Figure 2: An iterative machine learning workflow guides the model 
development process, beginning with data sourcing and integration, moving 
systematically to cleaning, preprocessing, and feature engineering, and 
concluding with the model training phase. The model is then evaluated 
against predefined criteria, with feedback loops enabling cyclical refinement 
of data, features, or model parameters until performance standards are met.
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heatstroke-induced ambulance dispatches (HSAD) and me-
teorological data across Japan’s 47 prefectures from 2015 to 
2019, containing data of the summer months, June to Sep-
tember, when heatstroke incidence peaks. To enhance data 
completeness, daily minimum temperature and average tem-
perature records were retrieved from the JMA website and 
integrated into the dataset. All data were sourced from official 
Japanese government channels, ensuring high reliability. The 
final dataset comprises 11 features and 28,200 records.

Study variables:
The outcome variable was the daily number of heatstroke 

cases per prefecture. Predictor variables included meteorologi-
cal and temporal features:

• Daily maximum temperature (Tempmax, °C)
• Daily minimum temperature (Tempmin, °C)
• Daily average temperature (Tempave, °C)
• Average relative humidity ( Rhumave, %)
• Calculated heat index (HeatIndex, composite variable of 

temperature and humidity)
• Calendar information: year, month, day of month, day of 

week (Dow), and holiday status (binary indicator)
• Prefecture identifier (categorical variable capturing region-

al variation)
To improve the predictive performance of the model, the 

heat index was added, a commonly used composite meteoro-
logical indicator. The Heat Index, also referred to as apparent 
temperature, is a meteorological measure that combines am-
bient temperature and relative humidity to reflect perceived 
thermal discomfort. Its primary function is to quantify the 
level of heat stress experienced by individuals under hot and 
humid conditions. High humidity impedes sweat evaporation, 
reduces the body’s cooling efficiency, and thereby elevates the 
perceived temperature beyond the actual air temperature. As 
a result, the Heat Index is widely employed in public health, 
weather advisories, and occupational safety to assess heat-re-
lated illness risks, develop preventive strategies, and issue 
health warnings.13 The heat index was calculated by:

The Heat Index (HI) was calculated using the standard 
nine-coefficient Rothfusz regression equation adopted by the 
U.S. National Weather Service. In this equation, HI denotes 
the Heat Index, T represents air temperature expressed in de-
grees Fahrenheit (°F), RH represents relative humidity (%), 
and the regression coefficients are defined as:

C₁ = −42.379, 
C₂ = 2.04901523, 
C₃ = 10.14333127, 
C₄ = −0.22475541, 
C₅ = −6.83783 × 10-³, 
C₆ = −5.481717 × 10-², 
C₇ = 1.22874 × 10-³, 
C₈ = 8.5282 × 10-⁴, 
C₉ = −1.99 × 10-⁶.
Following the original National Weather Service formula-

tion, temperature values were converted from degrees Celsius 
to degrees Fahrenheit before applying the regression equation.

Feature selection and explainability
To assess the relative importance of meteorological and tem-

poral features, SHapley Additive exPlanations (SHAP) were 
applied. SHAP is a game-theoretic framework that attributes 
the contribution of each feature to the prediction outcome. A 
random forest regression model was used as the baseline for 
SHAP computation, chosen for its robustness in modelling 
nonlinear relationships and for the efficiency of the TreeEx-
plainer algorithm within the SHAP library. The random forest 
was configured with 50 trees and a maximum depth of 5 to 
balance computational cost and prevent overfitting.

Data splitting strategy:
For the primary model comparison, the dataset was ran-

domly divided into training and testing subsets. All models 
were trained using the same predictor variables and evaluated 
on identical train-test splits to ensure fair comparison across 
algorithms. To further assess robustness and address poten-
tial concerns regarding temporal dependence, an additional 
temporal hold-out validation was conducted. In this analysis, 
data from 2015–2018 were used for model training, while data 
from 2019 were reserved exclusively for testing.

Model development
Five modelling approaches were evaluated:
1. Poisson regression, a count model traditionally used in 

epidemiology for rare events.
2. Random forest regression is an ensemble of decision trees 

trained using bootstrap sampling and feature bagging.
3. Extreme Gradient Boosting (XGBoost) is a gradient 

boosting framework optimized for efficiency and performance.
4. Light Gradient Boosting Machine (LightGBM) is a gra-

dient boosting framework using histogram-based algorithms 
for faster training.

5. Long Short-Term Memory (LSTM) neural network, a 
recurrent neural network architecture designed to capture se-
quential dependencies in time-series data.

All models were trained on the same input features and 
evaluated using identical training-test splits to ensure compa-
rability. Hyperparameters for ensemble models were optimized 
using grid search. For LightGBM, the final configuration in-
cluded a maximum of 31 leaves per tree, a learning rate of 0.05, 
200 boosting iterations, and a random seed set to 42.

Model evaluation:
Model performance was evaluated using three standard 

metrics: Mean Squared Error (MSE), Root Mean Squared 
Error (RMSE), and the Coefficient of Determination (R²):

where n denotes the number of observations, yi represents the 
observed heatstroke incidence for observation i, ŷi represents 
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Feature importance analysis:
To quantify the contribution of individual features, SHapley 

Additive exPlanations (SHAP) values were computed using a 
random forest model as the reference. The ranking of feature 
importance was: daily maximum temperature (Tempmax), pre-
fecture identifier, daily average temperature (Tempave), heat 
index, daily minimum temperature (Tempmin), month, day, 
average relative humidity (Rhumave), year, and day of week 
(Dow). These results were used to rationalize and refine our 
feature set. Based on the SHAP-derived importance ranking, 
the study selected the six most influential predictors—daily 
maximum temperature (Tempmax), prefecture identifier, dai-
ly average temperature (Tempave), heat index, daily minimum 
temperature (Tempmin), and month—for the final model, en-
suring it focuses on the dominant risk factors (Figure 4).

These results underscore two key findings. First, maximum 
temperature remains the single most powerful meteorological 
determinant of heatstroke incidence. Second, the inclusion of 
the prefecture identifier significantly improves model perfor-
mance, pointing to strong regional heterogeneity. The prefecture 
variable effectively encodes differences in population structure, 
socio-economic conditions, urbanization level, and healthcare 
reporting standards, all of which modify the baseline vulnera-
bility to heat-related illness.

Although relative humidity exhibited relatively low SHAP 
importance, this does not imply that humidity is unimportant 
for heatstroke risk. A likely explanation is that humidity infor-
mation is already incorporated into the Heat Index variable. 
Because the heat index is calculated as a function of both tem-
perature and relative humidity, substantial collinearity exists 
between these predictors. Consequently, part of the predictive 
contribution of humidity is captured by the Heat Index, reduc-
ing its standalone importance in the SHAP ranking.

Model comparison:
Five modelling approaches were evaluated: Poisson regres-

sion, random forest, XGBoost, LightGBM, and LSTM. Their 
performance was assessed using MSE, RMSE, and R² (Table 
1).

the corresponding model prediction, and ȳ denotes the mean 
observed heatstroke incidence across all observations.

These metrics collectively capture the accuracy (MSE), 
interpretability (RMSE, in the same units as the outcome 
variable), and explanatory power (R²) of the models. Compar-
isons across models were made to determine the most effective 
algorithm for predicting heatstroke incidence.

Ethical considerations:
All data used in this study were aggregated, anonymized, 

and publicly available. As no individual-level or identifiable 
health data were used, ethical approval was not required.

�   Results and Discussion 
Descriptive analysis and observable patterns:s
Between 2015 and 2019, a total of five years of nationwide 

data were analyzed for the summer months of June through 
September. Across all prefectures, heatstroke incidence showed 
marked temporal and spatial variation, with clear peaks during 
extreme heat events. Descriptive statistics indicated that me-
teorological variables, particularly temperature and humidity, 
were strongly associated with heatstroke incidence, whereas 
calendar-related features such as holiday status, year, and day 
of week had comparatively limited influence.

The calculated heat index demonstrated the strongest as-
sociation with heatstroke counts among the meteorological 
variables, highlighting its utility as a composite indicator of 
thermal stress. Correlation analysis revealed coefficients of 
0.48 for daily maximum temperature, 0.41 for minimum tem-
perature, 0.47 for average temperature, and 0.51 for heat index, 
all with p-values ≤0.001 (Figure 3). These findings confirm 
that rising ambient temperatures and higher heat index values 
substantially increase the probability of heatstroke events. In 
contrast, variables such as year, month, day, and holiday status 
exhibited correlation coefficients below 0.1, suggesting their 
contribution was minor compared to direct meteorological 
drivers.
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Figure 3: Correlation matrix with significance levels for meteorological, 
temporal, and regional features in relation to heatstroke admissions (HSAD). 
Strong positive correlations are observed between temperature variables and 
heat index, while weaker or negligible associations are seen for calendar-
related features (year, month, day, holiday, and day of week).

Figure 4: SHAP (SHapley Additive exPlanations) summary plot showing 
the relative importance of features in predicting daily heatstroke incidence. 
Maximum temperature (Tempmax) and prefecture identifier are the most 
influential predictors, followed by average temperature, heat index, and 
minimum temperature, while calendar-related features contribute minimally. 
The significant impact of the prefecture identifier suggests that localized 
factors, such as urban density or regional adaptation policies, critically modulate 
heatstroke risk beyond mere temperature. Consequently, this finding not only 
validates the model's design but also strongly advocates for the development 
of region-specific public health interventions.
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using the random train-test split, the relative performance of 
the models remained consistent, indicating that the stronger 
performance of the tree-based ensemble models relative to the 
LSTM configuration evaluated in this study was robust to the 
choice of validation strategy.

Effect of regional heterogeneity:
The decisive role of regional characteristics was further 

examined through comparative experiments. When the prefec-
ture feature was excluded, LightGBM performance dropped 
significantly (R² = 0. 378). With the prefecture feature includ-
ed, performance improved dramatically to R² = 0.827. This 
pattern was consistent across all models tested, demonstrating 
that regional differences account for a substantial proportion 
of the variance in heatstroke incidence (Figure 5).

Population adjustment analysis:
To examine whether the predictive contribution of the pre-

fecture identifier primarily reflected differences in population 
size, an additional analysis was conducted by incorporating 
prefecture population as an explicit predictor.

The model, including meteorological variables and popula-
tion, but excluding the prefecture identifier, achieved an R² of 
0.850. This performance was comparable to that of the model 
including both population and prefecture information (R² = 
0.849), suggesting that population size accounted for much of 
the predictive value associated with prefecture-level differenc-
es. These findings indicate that a substantial proportion of the 
regional variation observed in heatstroke case counts is related 
to population distribution across prefectures.

Interpretation of results:
LightGBM and XGBoost provided the most accurate pre-

dictions among the evaluated models and demonstrated strong 
robustness under both random train-test splitting and temporal 
hold-out validation. The models confirmed that meteorologi-
cal drivers (maximum, minimum, and average temperature, as 
well as heat index) were the primary predictors, while regional 
differences, largely reflected by population distribution, pro-
vided additional predictive information.

Tree-based ensemble methods substantially outperformed 
the specific LSTM configuration evaluated in this study, as 
well as the traditional statistical model (Poisson regression). 
LightGBM and XGBoost achieved better overall perfor-
mance. LightGBM achieved an MSE of 98.15 and an R² of 
0.827, while XGBoost achieved an MSE of 101.01 and an 
R² of 0.822, representing a more than twofold improvement 
over Poisson regression. These results highlight the ability 
of gradient boosting algorithms to capture complex nonlin-
ear interactions between meteorological factors and health 
outcomes. Because the performance differences among the 
top-performing models were relatively small, additional stabil-
ity analyses were conducted using repeated random train–test 
splits to evaluate the robustness of these results.

Stability analysis across repeated random splits:
To evaluate the robustness of model performance across dif-

ferent random train–test partitions, the three best-performing 
machine-learning models were evaluated using 10 repeated 
random splits. The mean and standard deviation of R² values 
were calculated. LightGBM achieved a mean R² of 0.831 ± 
0.017, XGBoost achieved 0.828 ± 0.020, and Random Forest 
achieved 0.809 ± 0.017. The difference between LightGBM 
and XGBoost was substantially smaller than the observed run-
to-run variability, indicating that the two algorithms exhibited 
comparable predictive performance. Both models consistently 
outperformed Random Forest.

Temporal hold-out validation:
To evaluate the robustness of the findings under a more 

stringent forecasting scenario, an additional temporal hold-
out validation was performed using data from 2015–2018 for 
training and data from 2019 for testing.

The results demonstrated that the overall ranking of mod-
els remained largely unchanged. LightGBM and XGBoost 
achieved the highest predictive performance (R² = 0.769), 
followed closely by Random Forest (R² = 0.761). Poisson 
Regression and LSTM yielded substantially lower predictive 
accuracy, with R² values of 0.433 and 0.415, respectively. Al-
though these values were modestly lower than those obtained 
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Table 1: Predictive performance of machine learning and statistical models 
for daily heatstroke incidence, evaluated using mean squared error (MSE), root 
mean squared error (RMSE), and coefficient of determination (R²). Notably, 
tree-based models, including XGBoost, Random Forest, and LightGBM, all 
achieved high explanatory power with R² values above 0.8, with LightGBM 
and XGBoost being the top performers. In contrast, both Poisson regression 
and LSTM demonstrated considerably lower predictive accuracy.

Table 2: Mean and standard deviation (SD) of R² values calculated from 
10 repeated random train–test splits using the same sampling strategy as the 
primary analysis.

Figure 5: Comparison of predictive performance (R² values) across 
five models (Poisson regression, XGBoost, Random Forest, LSTM, and 
LightGBM) under three conditions: full model (control), without heat index, 
and without prefecture. The inclusion of prefecture notably improves accuracy 
across all models. The results reveal that the exclusion of the prefecture 
identifier significantly degraded model accuracy, whereas removing the heat 
index led to only a marginal decline.
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This dual influence of weather and region implies that na-
tional-level warning systems may be insufficient if they do not 
account for localized vulnerabilities. For example, prefectures 
with higher elderly populations or stronger urban heat island 
effects may experience disproportionately greater impacts un-
der identical meteorological conditions.

Implications:
The findings of this study highlight several important im-

plications for the prediction and prevention of heatstroke. The 
strong predictive performance achieved by the machine-learn-
ing models suggests that routinely available meteorological 
information can be effectively incorporated into operational 
early-warning systems and public-health decision support. 
Such approaches may help identify periods of elevated risk and 
facilitate timely interventions to reduce heat-related health 
burdens.

Equally significant is the role of regional heterogeneity. The 
inclusion of the prefecture feature markedly improved predic-
tive performance across all models, suggesting that heatstroke 
risk cannot be fully explained by meteorology alone. While 
prefecture-level information was initially identified as one of 
the most influential predictors, additional analyses suggest that 
a substantial portion of this effect is attributable to population 
size. Larger prefectures such as Tokyo and Osaka natural-
ly record more heatstroke cases because more individuals are 
exposed to heat-related risks. Therefore, caution is warranted 
when interpreting the prefecture identifier as a direct proxy for 
vulnerability, urban heat-island intensity, or socio-econom-
ic characteristics. Future studies incorporating demographic, 
socioeconomic, and environmental indicators may help disen-
tangle these mechanisms.

These results gain additional importance in the context of 
climate change. Rising global temperatures and the increasing 
frequency, intensity, and duration of heatwaves are expected to 
exacerbate the health burden of heatstroke worldwide. Pro-
jections for Japan and other temperate countries suggest that 
populations with little historical exposure to extreme heat will 
face growing risks in the coming decades.13, 14 This challenge 
will be compounded by global economic impacts, where labor 
productivity losses and healthcare demand are projected to 
escalate across multiple sectors.15, 16 Under these circumstanc-
es, adaptive and flexible prediction models will be essential. 
Machine learning frameworks, capable of integrating new 
environmental parameters and adjusting to shifting climate 
baselines, provide a pathway to resilient early warning systems.

Together, the evidence indicates that accurate heatstroke pre-
diction requires the integration of both meteorological drivers 
and regional modifiers, embedded within a forward-looking 
framework that accounts for climate change. By incorporat-
ing these elements, machine learning models can underpin 
dynamic early warning systems that guide healthcare resource 
allocation, inform government policy, and deliver targeted 
interventions to protect vulnerable populations in an era of in-
creasing thermal stress.

Future research directions:
Although substantial regional heterogeneity in heatstroke 

risk was observed, the drivers of these spatial disparities require 
further investigation. Future studies should integrate demo-
graphic, socioeconomic, urbanization, and climate projection 
data to develop region-specific prediction models and assess 
future heatstroke burden. External validation is also needed to 
facilitate implementation in local heat-health early warning 
systems. Furthermore, while this study evaluated established 
machine learning algorithms, future research could explore 
modeling frameworks that explicitly account for spatial hetero-
geneity and regional interactions to further improve predictive 
performance and interpretability.

�   Conclusion 
This study systematically analyzed the relationship be-

tween meteorological conditions and heatstroke incidence 
across Japan, using five years of nationwide data. By com-
paring multiple modelling approaches, we demonstrated that 
LightGBM and XGBoost achieved the strongest predictive 
performance for nationwide heatstroke forecasting using me-
teorological and regional information. The findings confirm 
that machine-learning approaches can effectively capture the 
complex relationships underlying heatstroke occurrence and 
provide a reliable basis for predictive modelling. These find-
ings emphasize that both environmental exposure and local 
socio-geographical factors must be considered to achieve accu-
rate and actionable predictions.

The results carry important implications for public health. 
By capturing complex nonlinear interactions, machine learning 
models provide a reliable foundation for early warning systems 
capable of anticipating spikes in heatstroke cases. More impor-
tantly, the strong effect of regional variation underscores the 
necessity of tailoring preventive strategies to local conditions 
rather than relying solely on national averages. Such approach-
es can enable healthcare providers and government agencies to 
allocate resources more efficiently and deliver targeted guid-
ance to high-risk populations.

Looking forward, the importance of accurate prediction 
systems will only grow under the pressures of climate change. 
Rising global temperatures and more frequent heatwaves will 
amplify the health burden of heat-related illness, particular-
ly in populations with limited adaptive capacity. Prediction 
models must therefore not only integrate meteorological and 
socio-demographic data but also remain adaptable to shifting 
climatic baselines. The development of dynamic, multi-scale 
systems that combine environmental monitoring, demographic 
insights, and machine learning prediction represents a critical 
step toward building climate-resilient public health infrastruc-
ture.

In conclusion, this study provides evidence that machine 
learning, when combined with meteorological and regional 
features, can serve as a powerful tool for forecasting heatstroke 
risk. By embedding these insights into flexible, climate-aware 
early warning platforms, it is possible to mitigate the health 
impacts of extreme heat, protect vulnerable populations, and 
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reduce the societal costs of climate-driven thermal stress, 
which are expected to rise sharply under future warming sce-
narios.14-17
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When Social Proof Becomes Demand: Price Resistance and 
Consumer Behavior in Viral Food Trends      
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ABSTRACT: Recently, certain foods like Dubai chocolate have exploded in popularity across social media platforms, despite 
these viral products being more expensive than normal products. But what exactly is the driving force behind participating in these 
viral food trends? This study examines whether social proof, defined as trying a viral food because others posted about it, talked 
about it, or recommended it, reduces price resistance in viral food markets. This study is grounded in theories such as informational 
cascades, social influence, media richness, and fear of missing out, along with surveying 271 students and adults in the Chicago 
area in a short survey with questions involving social media, price resistance, and what influenced participation in food trends. 
The survey data were then put into logistic regression models to determine significance and correlation. The analysis supports 
that social proof is strongly associated with lowering consumers’ price resistance. However, social proof was found not to be a 
statistically significant predictor of repeat purchasing or posting and sharing behavior. Instead, purchase frequency was found to 
be the strongest predictor of both repeat purchasing and sharing, suggesting that long-term demand, unlike short-term demand, 
which depends on social proof, depends more on consumer habit and experience. Overall, the findings show that social proof is 
most powerful in generating initial demand for viral food products, but its effects weaken after the first purchase.  

KEYWORDS: Economics, Behavioral Economics, Consumer Behavior, Social Proof, Viral Food Trends. 

�   Introduction
The year 2025 saw the rise of certain viral food trends such 

as matcha, Dubai chocolate, Crumbl cookies, and protein 
snacks. More recently, even simple products like Dot cakes, 
which are just plain cakes with sprinkles, are exploding online. 
These foods became so widespread that they were and still are 
widely circulated across platforms such as TikTok, Instagram, 
and YouTube, and businesses and consumers alike were trying 
their best to participate in these trends. However, these food 
items are usually priced higher than items that aren't viral but 
otherwise similar in taste. For example, Dubai chocolate gen-
erally costs between $15 and $30, whereas a normal Hershey’s 
bar costs just $1.50. Crumbl cookies can cost up to almost 
$7 a cookie, compared to one of their competitors, Insomnia 
Cookies, which only charges $3.50 per cookie. Yet, despite 
these high prices, the consumer demand does not seem to be 
slowing down. Looking through an economics lens, the high 
demand and widespread adoption of these foods reflect how 
social media is able to influence consumer demand. Consumers 
are not just influenced by taste but also by visual appeal and 
peer influence.

This study focuses on social proof as a central driver of con-
sumer behavior in viral food markets. Social proof is defined 
here as trying a viral food because other people posted about 
it, talked about it, or recommended it. The main research ques-
tion is whether social proof reduces consumers’ price resistance 
in viral food markets. To answer this question, surveys were 
sent out to high school students and adults in the Chicago area, 
and their responses were collected, measuring exposure to viral 

food trends, social proof, perceived overpricing, repeat purchas-
ing, willingness to pay, and social media influence.

This study is grounded in several theories combining ideas 
like consumer utility theory, informational cascades, social in-
fluence, media richness, scarcity, prospect theory, and fear of 
missing out (FOMO). In a simple utility framework, a con-
sumer purchases when the perceived utility of buying exceeds 
the perceived cost:
ConsumerUtilityi = TasteUtilityi + SocialParticipationUtilityi 
+ Scarcity/FOMOUtilityi + InformationSignali − PriceCosti

Social proof can increase the nonprice utility of a purchase 
by making a product appear more popular, trustworthy, urgent, 
and socially meaningful. Herd behavior and informational cas-
cade theories explain why consumers may rationally imitate 
others when product quality is uncertain. Because cascades can 
form from a small number of early signals, they also help ex-
plain why viral food products can become popular quickly and 
then lose attention just as quickly.1,2

Social influence theory adds that consumers may respond to 
others through compliance, identification, and internalization. 
In viral food markets, internalization occurs when consum-
ers treat reviews, ratings, and influencer recommendations as 
useful information; identification occurs when consumers try 
foods to feel connected to a broader trend community; and 
compliance occurs when consumers respond to perceived so-
cial pressure or urgency.3 Media richness theory further helps 
explain why short videos, photos, and influencer posts are pow-
erful for food products: these formats can communicate taste, 
texture, atmosphere, and emotional reaction more effectively 
than text-only information.4
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Empirical studies provide added support for these theories. 
Prior research on digital engagement suggests that social me-
dia advertisements, electronic word of mouth (e-WOM), and 
social media influencers can increase consumer responsiveness 
in the food and beverage industry.5 Viral marketing research 
also suggests that useful, credible, and informative content 
can strengthen consumer attitudes and purchase intentions.9 
These mechanisms matter because they show how consumers 
may use posts, comments, reviews, and ratings as external sig-
nals of product value, because they are initially unable to fully 
evaluate taste, quality, or experience themselves.

Viral food purchases may also provide additional utility from 
participation. Consumers may buy a product to post about it, 
discuss it with peers, or feel included in a trend. Research on 
coffee shops, for example, shows how businesses use social me-
dia to build brand awareness, trust, and loyalty, while using their 
visually appealing spaces to encourage customers to visit, take 
photos, and post about it online.6 As these posts gain views, 
they increase the visibility of the product and the experience 
associated with it, making more people want to participate. 
Social media can also intensify FOMO by making other peo-
ple’s purchases and experiences highly visible, creating urgency 
and an increasing desire to participate. When a food product is 
framed as limited in time or quantity, consumers may interpret 
not buying as losing a desirable opportunity. Prospect theory 
helps explain this behavior because anticipated losses may feel 
more psychologically powerful than equivalent gains.7,8

This study contributes to the literature and previous studies 
by testing whether social proof is associated with lower price 
resistance in a specific consumer context: viral food markets. 
It also separates initial purchase from repeat purchase and 
posting behavior. The study tests three hypotheses: H1, social 
proof is positively associated with purchasing a viral food de-
spite perceiving it as overpriced; H2, social proof is positively 
associated with repeat purchasing; and H3, social proof is pos-
itively associated with posting or sharing viral food content.

�   Methods
Using a cross-sectional survey design, two Google Form 

surveys were sent out, one to high school students and one to 
adults in the Long Grove/Chicago, Illinois, area. The com-
bined consumer sample includes 271 respondents, consisting 
of 79 students and 192 adults. Due to a few respondents 
skipping specific questions, some variables have smaller ob-
servation counts. The survey was designed to measure whether 
social proof is associated with three consumer outcomes: 
purchase despite perceived overpricing, repeat purchase, and 
posting or sharing behavior.

The survey design was informed by three case examples 
of viral food trends: Dubai chocolate, matcha, and Crumbl. 
Dubai chocolate illustrates how online visibility and scarcity 
can transform a niche product into a high-demand viral item, 
with major retailers and food chains later responding to the 
trend.10 Matcha illustrates a trend that combines visual appeal, 
health identity, and sustained market growth, shown through 
the long-lasting attention and continued product adoption by 
food businesses.11,15 Crumbl illustrates how rotating flavors, 

distinctive packaging, and frequent social media reviews can 
turn limited-time flavors into recurring engagement, despite 
criticism that the product may be overhyped.16,17

Table 1 defines the consumer variables and reports descrip-
tive statistics. For binary variables, the mean represents the 
proportion of respondents coded as 1. Variable coding was 
harmonized across student and adult survey files so that simi-
lar concepts with different question wording were represented 
by standardized binary or ordinal variables (Table 2).

Note. For binary variables, the mean represents the proportion of respon-
dents coded as 1. For example, the mean of SocialProof is 0.752, meaning 
approximately 75.2% of valid respondents reported trying a viral food because 
others posted, talked about, or recommended it. MaximumWTP is coded as 
follows: adult responses of 0 are coded as 0; “under $5” = 5; “~$10” = 10; “~$20” 
= 20; “~$30” = 30; student “no limit” responses are coded as 40.

The primary model tests whether social proof reduces price 
resistance by increasing the probability that consumers pur-
chase a viral food despite perceiving it as overpriced. Let Pop,i 
represent the probability that respondent i purchased a viral 
food despite perceiving it as overpriced:

Pop,i = Pr(OverpricedPurchasei=1)

DOI: 10.36838/IJHSR820.12

Table 1: Consumer variable definitions and descriptive statistics. Descriptive 
statistics show that social proof and social media exposure were common 
in the sample, as 75.2% of valid respondents reported that they tried a viral 
food because others posted, talked about, or recommended it, and 68.3% first 
encountered viral food trends through social media. However, only 19.0% 
reported posting or sharing viral food content, suggesting that consumers were 
more likely to be influenced by viral food trends than to actively spread them.

Table 2: Variable construction and coding.
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The model is specified as:
ln(Pop,i / (1-Pop,i)) = β₀ + β₁SocialProofi + β₂Studenti +
β₃PurchaseFrequencyi + β₄MaximumWTPi + β₅SocialMedi-
aInfluencei + β₆FirstSocialExposurei + εi

The repeat purchase model examines whether the same vi-
ral demand factors that encourage initial purchase also sustain 
consumer demand over time. Let Prp,i represent the proba-
bility that respondent i purchases a viral food again after the 
initial trial:

Prp,i = Pr(RepeatPurchasei=1)
The model is specified as:

ln(Prp,i / (1-Prp,i)) = α₀ + α₁SocialProofi + α₂Studenti + 
α₃PurchaseFrequencyi + α₄MaximumWTPi + α₅SocialMedi-
aInfluencei + α₆FirstSocialExposurei + ui

The sharing and diffusion model evaluates whether par-
ticipation in viral food trends extends into online posting or 
sharing behavior. Pps,i represent the probability that respon-
dent i posted or shared viral food content:

Pps,i = Pr(PostSharei=1)
The model is specified as:

ln(Pps,i / (1-Pps,i)) = δ₀ + δ₁SocialProofi + δ₂Studenti + 
δ₃PurchaseFrequencyi + δ₄SocialMediaInfluencei + δ₅First-
SocialExposurei + εi

In each model, the left-hand side represents the log odds 
of the corresponding outcome occurring. All three outcomes 
are binary. Therefore, the models are estimated as logistic 
regressions. Results are reported as coefficients, odds ratios, 
average marginal effects, and p-values. Because the survey is 
cross-sectional and self-reported, the models identify associa-
tions rather than causal effects.

�   Results and Discussion 
Descriptive statistics:s
The survey results show that viral food behavior is common 

among both students and adults. Across the combined sam-
ple, many respondents reported exposure to viral food trends 
through social media, and 75.2% of valid respondents report-
ed trying a viral food because others posted, talked about, or 
recommended it (Table 1). The main outcome variable, Over-
pricedPurchase, measures whether a respondent purchased a 
viral food even though the respondent believed it was over-
priced. This variable is used as the study’s measure of reduced 
price resistance. The secondary outcomes are RepeatPurchase, 
which measures whether respondents continued buying the 
product after the first trial, and PostShare, which measures 
whether respondents posted or shared viral food content on 
social media.

Price resistance:
Table 3 presents the logistic regression results for the price 

resistance model. The dependent variable is OverpricedPur-
chase, equal to 1 if the respondent purchased a viral food 
despite believing that it was overpriced.

Note. N = 268. McFadden pseudo R² = 0.163. AUC = 0.756. Marginal 
effects are average marginal effects.

The results support H1. Social proof is statistically signifi-
cant and positively associated with reduced price resistance (p 
= 0.0015, Table 3). After controlling for student status, pur-
chase frequency, maximum willingness to pay, social media 
influence, and first exposure through social media, respondents 
who experienced social proof had approximately 3.09 times 
higher odds of purchasing a viral food despite perceiving it as 
overpriced (Table 3). The average marginal effect suggests that 
social proof is associated with a 21.6 percentage-point increase 
in the probability of buying despite perceived overpricing 
(Table 3). Purchase frequency is also statistically significant 
(p = 0.0015, Table 3), indicating that respondents who buy 
trending foods more often are more likely to purchase despite 
overpricing. Social media influence is positive and statistically 
significant as well (p = 0.0311, Table 3).

Student status, maximum willingness to pay, and first expo-
sure through social media are not statistically significant in the 
full model (Table 3).

Repeat purchase:
Table 4 presents the logistic regression results for the repeat 

purchase model. The dependent variable is RepeatPurchase, 
equal to 1 if the respondent continued buying a viral food after 
the first purchase.

Note. N = 264. McFadden pseudo R² = 0.091. AUC = 0.699. Marginal 
effects are average marginal effects.

The repeat purchase results do not support H2. Social proof 
has a positive coefficient, but it is not statistically significant (p 
= 0.4631, Table 4). Therefore, the data do not provide strong 
evidence that social proof alone predicts whether consumers 
continue buying a viral food after the initial trial. The strongest 
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Table 3: Logistic regression predicting purchase despite perceived overpricing. 
Social proof is strongly and significantly associated with purchasing despite 
perceived overpricing. Respondents exposed to social proof had about 3.09 
times higher odds of buying an overpriced viral food, and social proof was 
associated with a 21.6 percentage-point increase in the probability of purchase.

Table 4: Logistic regression predicting repeat purchase. Social proof does not 
significantly predict repeat purchasing after the first trial. Instead, purchase 
frequency is the strongest predictor, suggesting that continued demand 
depends more on existing buying habits than on social proof alone.
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why some trends die out quickly, especially if consumers origi-
nally didn't purchase the product frequently.

These findings are consistent with the theoretical predictions 
discussed earlier, particularly informational cascade theory and 
social influence theory. The strong association between social 
proof and purchasing despite perceived overpricing (Table 3) 
suggests that social information and participation value may 
increase consumers’ perceived utility enough to offset the high-
er price. The fact that social proof predicts initial but not repeat 
purchasing (Table 4) is also consistent with informational cas-
cade theory. Cascades can be fragile because they only rely on 
a small number of earlier decisions rather than independent 
evidence of product quality. Once consumers gain firsthand 
experience, these external signals may become less influential. 
Prospect theory, particularly loss aversion, may further explain 
this behavior when consumers view missing a limited or pop-
ular product as a loss, while FOMO may intensify the urgency 
to participate. However, because the survey did not directly 
measure loss aversion or experimentally manipulate scarcity, 
the results should not be interpreted as a direct test of prospect 
theory.

These findings can also be used as insight and a foundation 
for food businesses and marketers who are looking to utilize 
social media to attract more attention. Businesses should use 
marketing and product strategies that make use of social proof 
rather than just introducing new items that fit the current 
trends in order to attract more customers. Utilizing things like 
influencers, customer content, and reviews can be useful in 
helping spark initial demand for a product, even if pricing is 
on the higher end (Table 3). However, to turn these customers 
into repeat ones requires more emphasis on product quality and 
value (Table 4). In other words, online hype may attract atten-
tion, but long-term demand depends on product experience.

Limitations and future research:
Several limitations should be considered when interpreting 

the results. For starters, all survey respondents came from the 
Chicago area, which means the findings really only represent 
this one specific area and do not provide the greatest gener-
alizability to other regions or cultural contexts. Additionally, 
the data is self-reported, which risks biases and certain respon-
dents not being one hundred percent truthful. The study is also 
cross-sectional, which means it cannot determine causation. 
Next, posting and sharing outcomes present a timing issue be-
cause sharing may occur after purchase. As a result, the sharing 
model should be interpreted cautiously. The models may also 
be affected by unobserved confounding factors. For example, 
income, general price sensitivity, impulsivity, personality traits, 
or a desire for social belonging could influence both a consum-
er’s responsiveness to social proof and willingness to purchase 
an overpriced viral food. Because these characteristics were not 
measured, the estimated relationship between social proof and 
price resistance may partly reflect differences among respon-
dents that are not captured by the included control variables. 
Finally, these findings may only reflect the specific products 
and social media environment at the time of the survey, because 
viral food trends tend to change quickly.

predictor of repeat purchase is PurchaseFrequency (p = 0.0004, 
Table 4). Each one-point increase in the purchase frequen-
cy scale is associated with approximately 2.00 times higher 
odds of repeat purchase and a 15.0 percentage-point increase 
in the probability of repeat purchase (Table 4). This suggests 
that repeat purchasing is more closely related to existing food-
trend buying habits than to social proof alone. Student status, 
maximum willingness to pay, social media influence, and first 
exposure through social media are not statistically significant 
in the full model (Table 4).

Posting and diffusion:
Table 5 presents the sharing and diffusion model. The de-

pendent variable is PostShare, equal to 1 if the respondent 
posted or shared a trending food on social media.

Note. N = 268. McFadden pseudo R² = 0.137. AUC = 0.733. Marginal 
effects are average marginal effects.

The sharing model provides limited support for H3. Social 
proof is positively associated with posting or sharing behavior, 
with an odds ratio of 2.13, but the relationship is not statis-
tically significant (p = 0.1958, Table 5); therefore, it cannot 
be concluded that differences in sharing are actually due to 
social proof. First exposure through social media and social 
media influence are also positive, but not statistically signif-
icant (Table 5). The only statistically significant predictor is 
PurchaseFrequency (p = 0.0012, Table 5). Because posting or 
sharing may happen after purchase, this model should be in-
terpreted as a diffusion outcome rather than as evidence that 
sharing causes demand. The available data suggest that sharing 
behavior may describe how viral food trends spread, but the 
timing of the survey does not allow a stronger causal claim.

Interpretation:
Taken together, the findings support a two-stage interpre-

tation of demand in viral food markets. Social proof appears 
to be the most powerful in the early stage by reducing price 
resistance and encouraging consumers to try viral foods even 
if they perceive them as overpriced (Table 3). This pattern is 
consistent with the idea that visibility, endorsement, and trend 
participation can temporarily increase perceived utility. In lat-
er stages, however, social proof weakens as a predictor. Repeat 
purchasing and posting behavior depend more on consumers’ 
existing engagement with food trends, as measured by pur-
chase frequency (Tables 4 and 5). Therefore, this also explains 
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Table 5: Logistic regression predicting posting or sharing behavior. Social 
proof is positively related to posting or sharing behavior, but the relationship 
is not statistically significant. Purchase frequency is the only statistically 
significant predictor, suggesting that consumers who buy viral foods more 
often are also more likely to share them online.
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could collect measures of income, baseline price sensitivity, 
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randomly vary the amount of social proof shown to partici-
pants could also provide stronger evidence about causality. In 
addition, to distinguish between short-term trial and long-
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�   Conclusion 
This study investigated how social proof shapes consum-

er behavior in viral food markets, with a particular focus on 
whether social proof reduces price resistance. Through surveys 
and models, the study found that social proof is significantly 
associated with reduced price resistance, which helps explain 
why consumers who were exposed to social proof were more 
likely to purchase viral foods even though they were over-
priced. This suggests that social influence can temporarily 
weaken traditional price sensitivity when a product feels pop-
ular, urgent, or socially valuable, explaining why demand for 
viral foods is so high even though they are more expensive.

However, at the same time, the findings also show that social 
proof has its limitations. In the full models, social proof was 
found not to be a significant factor when it comes to custom-
ers purchasing again or posting and sharing online afterward. 
Instead, purchase frequency was found to be the strongest pre-
dictor. These findings suggest that social proof may contribute 
to initial purchases of viral foods, but long-term demand 
depends more on consumer habits and the actual product ex-
perience, reflecting why trends sometimes die out after a few 
months. Still, these findings can provide valuable insight for 
businesses, reflecting how social media visibility may be use-
ful for attracting attention and creating initial demand for a 
product, but long-term success still depends on whether the 
product can satisfy consumers after the hype.
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ABSTRACT: The electric vehicle is a sustainable solution designed to reduce the environmental impact caused by the automotive 
industry. It replaces the traditional combustion-engine vehicle with a drivetrain powered by battery technology, resulting in 
zero emissions at the point of use. Yet, as several studies have pointed out, the success of this mass-scale replacement has been 
minimal. This paper aimed to explain the cost barriers and implications that deter buyers from purchasing electric vehicles (EVs). 
Additionally, this paper considered whether the electric vehicle would be a beneficial solution for the current economy and 
automotive market. I utilized literature reviews on electric vehicle production systems and secondary data analysis of statistics 
to illustrate the effectiveness of EVs in the industry. The EV is nowhere near replacing the demand for the combustion-powered 
vehicle, due to its high initial price, low range, and lack of charging infrastructure. This is a barrier on the road to a sustainable 
future. Questioning the reasons for such failure will spark reviews of the weaknesses of the solution, leading to higher purchase 
rates of electric vehicles, depending on the nation and energy fuel mix.  

KEYWORDS: Automotive Engineering, Electric Vehicle, Total Cost of Ownership, Internal Combustion Engine Vehicle, 
Automotive Industry. 

�   Introduction
The automotive industry is responsible for 28% of the emis-

sions released into the atmosphere.1 The mainstream use of 
internal combustion engine vehicles (ICEVs) that rely on the 
burning of hydrocarbons to generate chemical energy results 
in high emission rates due to the release of carbon dioxide and 
other particulates.2,3 Despite the major environmental impli-
cations of the internal combustion engine vehicle (ICEV), its 
demand increases despite the various technological advance-
ments in alternative solutions that promote zero emissions.

The alternative solution discussed in this review is the elec-
tric vehicle (EV). The powertrain of this vehicle is fueled by 
electric energy, releasing negligible tank-to-wheel emissions, 
which is preferable for the environment.4 This does not take 
into account charging effects on emissions.5,6 Several gov-
ernments have pledged a complete transition to EVs in their 
countries. These nations further enforce policies that promote 
the production and purchase of EVs as part of the internation-
al commitment towards a sustainable future.7 However, these 
efforts have not led to large-scale growth in the EV industry. 
This raises questions as to why electric vehicles are not pur-
chased at such a high rate.

Electric vehicles are significantly more efficient (from tank 
to wheel) than traditional gasoline-powered vehicles.4 The 
EV translates 60% of the energy generated to the wheels in 
comparison to 20%-40% in the ICEV.1 In the year 2019, the 
total number of EV cars globally was 1%.7 Such low purchase 
rates of EVs are caused by several parameters outside the lim-
its of sustainability. Several studies claim this is still a majorly 
unexplored territory4,7 with few reports analyzing the factors 
contributing to the stunted growth of the industry.1,4

The paper is a narrative review with an exploratory second-
ary data analysis, which has the main objective of identifying 
and evaluating the reasons for the slow adoption rate of electric 
vehicles. Through an in-depth analysis of several total cost of 
ownership (TCO) reports and life cycle cost analysis (LCCA) 
studies, the paper gives insight into the factors that cause the 
automotive market to lean towards internal combustion engine 
vehicles. Additionally, we utilize an exploratory secondary data 
analysis of statistics on the rate of purchase and regional in-
come budgets to explore the affordability gap between the two 
types of vehicles. Moreover, the study considers solutions to 
the issues suggested by other papers cited in this review. This 
research adds to existing literature by comparing economic 
factors with EV sales, giving a visual demonstration of ICEV 
and EV purchase rates, and elaborating on the weaknesses in 
the system that lead to the low purchase rates of EVs, which 
few papers focus on. Furthermore, the review will explore the 
external parameters and answer the important yet overlooked 
question: “Why is the EV unable to replace the demand for 
the ICEV?”

This paper is structured as follows. The first section covers 
the main limitations of the EV, leading to a low purchase rate. 
The second section of the paper covers the causes of the up-
front price and high cost of production of the EV. The third 
section covers the methodologies commonly used by the pa-
pers cited in this review. The third section also includes a short 
secondary data analysis comparing the wealth distribution and 
the sales of EVs, showing the effect of price on market mar-
ginalization, and comparing the price and the range of several 
EVs, which would suggest the effect of increasing the battery 
capacity on the price of the EV. The fourth section covers the 
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solutions suggested to solve the named limitations that lead to 
the slow progress of the EV market.s

�   Main limitations of the EV
Initial cost of purchase:
As discussed in the introduction, the Electric Vehicle is 

considered to be significantly more efficient than the inter-
nal combustion engine vehicle. The electric vehicle is a better 
long-term solution due to a lower frequency of maintenance 
and reduced fuel costs, leading to a lower total cost of owner-
ship (TCO), which is the sum of all the expenses of a product, 
in comparison to the ICEV.4,8

The Consumers’ focus on the initial purchase price serves as 
a major limitation towards EV adoption.9–11 As several studies 
indicate, the initial purchase costs of EVs are higher than those 
of ICEVs, leading to the marginalization of several economic 
groups with lower incomes, due to the solution exceeding their 
financial ability.7,9,12

According to a research study comparing the total cost of 
ownership of the EV in comparison to the ICEV, the main 
concern stated by consumers is whether the cost of a greener 
solution “can be recouped within a reasonable time of own-
ership.”8 This statement further emphasizes the claim that 
consumers are concerned as to whether such a high price is 
worth the benefits of the EV, further illustrating the uncer-
tainty in the market caused by the high upfront costs of the 
vehicle.

In addition, due to the advanced technology applied to the 
EV drive-train, the cost of general maintenance and repairs of 
the EV is high in comparison to the ICEV.9 This is another 
limitation that makes the market prefer ICEVs, as the com-
plications that come with intricate and delicate electronics, 
paired with the uncertainty of the new technologies, further 
cause lower purchase rates.

It is of the essence that companies produce a car that is af-
fordable to the masses, and is at a competitive price to the 
ICEV. Otherwise, a major part of the automotive market will 
be financially excluded from purchasing a greener solution. 
This is a compromise that contains several complications, as 
discussed in the fourth section of this paper.

Range and convenience of fueling the Electric Vehicle:
Other limitations that concern consumers are the range of 

the EV and the availability of the charging infrastructure.3,13,14 
The EV contains a power cost that is “75% lower” than other 
forms of energy.3 This leads to the operative costs of the EV 
being lower than those of the ICEV.9 This is a major benefit of 
the EV, as the cost of fuel is a concern raised by the automotive 
market when considering the type of car to purchase. The only 
problem that arises is the location of charging stations.

The availability of charging infrastructure is a concern 
that most consumers have.2,9,12 Buyers have the additional re-
sponsibility of locating the nearest charging stations, which, 
depending on the region, are not as widespread as gasoline 
stations.9 In addition, EVs take a longer amount of time to 
charge,2 leading to further inconvenience. However, some pre-
vious literature counters this claim on the direct correlation of 

charging infrastructure and EV uptake, stating that they are 
unrelated.9

The availability of charging infrastructure is worsened by 
the low range of the EV.4 This correlates with the limitation of 
charging infrastructure, as the lower range results in increased 
charging frequency, leading to “range anxiety”12 and excessive 
planning when traveling long distances.9 Surveys conducted in 
a study covering the challenges faced by EVs claimed that the 
public saw mileage as the main limitation.7 The survey proves 
that this limitation is a determining factor in the decision to 
purchase a car. The inconveniences caused by these limitations 
lead to a lower adoption of EVs in the industry.

�   Causes of the limitations
Production Costs and an increase in demand:
The mass production of EVs is aimed at reducing the emis-

sions caused by the ICEV industry.7,12 As the EV is powered 
by an electric powertrain, the basic components necessary for 
production are vastly different from those of a conventional 
vehicle. The mineral composition in the EV is “six times that 
of an ICEV”,9 demonstrating the complexity of the EV system 
in terms of raw materials in comparison to the ICEV. The rel-
atively new technology utilized in the EV leads to the cost of 
production being vastly different from that of the ICEV.

The components of concern are within the powertrain, 
specifically the electric motor and battery. The cost of manu-
facturing a battery takes a considerable amount of investment 
relative to other components in the EV.3,7,9 Most high-perfor-
mance batteries and motors are manufactured using materials 
known as “rare-earth metals”7 such as cobalt and nickel.3 These 
metals have the benefits of increased battery performance, 
maximum output energy, increased range, and longevity of the 
vehicle.7,9 The utilization of rare-earth minerals leads to the 
cost of raw materials taking up “50% to 70% of the total bat-
tery cost,”9 which originates from the rarity and low yield of 
the metals.7

The large difference in supply in comparison to the demand 
leads to limitations in production costs. The demand for bat-
teries is projected to “increase 6-fold from 2022 to 2030,”15 
resulting in increased demand for limited and low-yield met-
als.7,15 This leads to a high cost of production, as the supply 
of materials used in the creation of high-performance EVs is 
outpaced by the demand of the market.

Supply Chain Disruptions:
The supply chain of EVs plays a pivotal role in the cost of 

production of the vehicle. The rise in demand for EVs leads 
to increased pressure on the supply chain.15 When paired with 
a low supply,7 the demand overrides the supply chain, leading 
to major shortages of materials.9 This is worsened by the cen-
tralization of rare-earth mineral processing in one area,9 such 
as the Tesla Mega-factory, resulting in delays due to the slow 
pace of sourcing the ores. This further causes a lower supply of 
materials, leading to a higher price of production.

The COVID-19 pandemic further exacerbated disruptions 
in the supply chain. This was demonstrated by the industry’s 
reliance on semiconductors.9 During the pandemic, the short-
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age of semiconductors, due to underestimation of the demand,9 
led to losses of “7.7 million vehicle units in lost production 
and $210 billion in lost revenue in 2021 alone.”15 These major 
losses shed light on the lack of a secure supply chain in the EV 
industry, leading manufacturers to opt for cheaper, lower-qual-
ity materials.

One of the reasons suggested by Alshahapy et al. is the in-
tegration of the EV supply chain into the JIT (just in time) 
manufacturing method utilized by conventional car produc-
ers.9 This method relies heavily on the overflow of a constant 
supply that the EV supply chain lacks.9 This causes further 
complications in the EV supply chain, leading to the high up-
front price of the car.

�   Secondary Data Analysis
Methodology Analysis:
Most papers that were analyzed in this study utilized one of 

two methodologies: the life cycle cost analysis (LCCA) and 
the total cost of ownership (TCO).

The life cycle cost analysis (LCCA) methodology is used 
to analyze the EV. This methodology falls under the category 
of Life Cycle Analysis (LCA), which covers 4 main areas that 
include goal and scope definition, inventory analysis, impact 
assessment, and analysis.16 According to an LCA conducted 
by Raustad, the LCCA parameters were purchase price, fuel 
expenses, insurance, and registration costs,17 demonstrating an 
economic focus of the methodology. Alternatively, Gao and 
Winfield’s perspective on the defining parameters of the LCA 
contained the addition of GHG emissions and energy con-
sumption, moving out of the scope of economic limitations 
or effects. Asiedu and Gu define the LCCA parameters as 
“costs to the manufacturer, user, and the society,”18 generalizing 
their definition to include manufacturing and design costs of 
a product, widening the gap of the economic factors of the life 
cycle cost analysis, which they claim contradict each other, as 
the optimization of price reduces the aesthetic of the product 
and vice versa.18 This demonstrates that the LCCA analysis 
methodology expands beyond the economic factors, which 
leads to a weakness as the other factors contrast with the eco-
nomic parameters utilized to analyze products. The paper by 
Gao and Winfield further claims that “comprehensive LCA, 
specifically for advanced vehicles with commercial availabili-
ty in today’s market, has not been fully investigated,”4 further 
illustrating the generalized approach towards parameters the 
LCCA utilizes, leading to insufficient data analysis on the cost 
of operations of the vehicle. This leads to further weakness in 
the methodology. However, contradictory to the claims of Gu 
et al., and Gao et al., Verma et al. define it as “The sum of total 
cost experienced during its lifespan,”16 including parameters 
such as the cost of ownership and the cost of operations,16 
which covers most of the economic implications of a product 
under the LCA methodology, giving a similar definition to 
Raustad. The different views on the methodology focus points 
of the LCCA give a sense of unreliability in the method of 
analysis on the economic front.

The Total Cost of Ownership (TCO) considers several 
parameters, depending on the authors’ analysis and the spe-

cific areas the paper wants to discuss.19 According to Gao and 
Windfield,4 the TCO takes into account several parameters, 
including the initial cost of purchase and operational costs. 
The report by Alshahapy et al. expands the list of parameters 
to include “operation, maintenance, taxes and fees, financing, 
interest rates on loans, insurance, fuel, electricity, upgrades, and 
disposal.”9 These parameters cover the expenses of any type 
of conventional or electric vehicle. Sutakkul et al. describe the 
TCO’s main objective as determining the current and future 
costs of a product, taking into account any assumptions.19 This 
definition elaborates the purely economic scope of the TCO. 
Another format is utilized by Liu et al., which not only focuses 
on the economic implications of the vehicle but also on the so-
cial and environmental aspects. The TCO covers the economic 
implications of a product; however, depending on the assump-
tions chosen and other parameters taken into consideration, 
the TCO results may vary.

The TCO analysis covers the costs of operation in more 
depth than a life cycle cost analysis, and focuses on the eco-
nomic parameters rather than a general analysis; this is the 
main methodology used to effectively analyze the parameters 
and was the main methodology used by most studies reviewed 
in this paper.

Analysis:
This paper utilizes secondary data analysis to further elabo-

rate on the economic constraints of the EV through the range 
and find the correlation of EV sales compared to the economic 
strength of the region. As stated in the previous sections, one 
of the reasons that the EV is seen as inferior to the ICEV 
is the range, in contrast to the price, leading to low purchase 
rates. Furthermore, the high upfront price of the EV might 
serve as a barrier to citizens in lower-income countries. This 
additional information would be used to illustrate, firstly, the 
range in comparison to the price of the EV, the resultant effect 
on the purchase rates of the EV from a scope of economic 
strength, and the rate of ICEV sales in comparison to EV 
sales, dependent on the region. However, this data is highly 
exploratory and does not cover a large sample group.

Correlation between the price of EV and range:
The first data set analyzed was the purchase cost of sev-

eral EVs in comparison to their range. My hypothesis was a 
positive correlation between the two variables. The higher the 
price of the EV, the higher the range of the EV.

Justif ications:
This data analysis originated from the contrast between 

EVs and ICEVs in terms of range. The correlation between 
the price of the EV and the range of the EV demonstrates 
the value for money that the EV offers, and tests whether the 
price of the EV would shift the market to a position where the 
EV is comparable to the ICEV he importance of this study is 
to show how the association between range and price is seen 
and whether the EV fails to reach the market’s expectation. 
The range per unit dollar comparison for each vehicle ques-
tions whether its battery capacity, before the inconvenience 

DOI: 10.36838/IJHSR820.13

	 ijhighschoolresearch.org



	 100	

The sample group of the vehicles analyzed was small due to 
several factors. Firstly, the data on the best-selling vehicles of 
each of those years was limited, with each list giving 10 vehicles 
that overlapped with other sources. Additionally, the data for 
some of the vehicles could not be found, leading to a low range 
of vehicles to choose from.

EV sales in comparison to wealth distribution:
The second set of data analyzed was the EV sales in 14 

countries: Brazil, the Netherlands, Germany, the United King-
dom, China, the United States, Canada, Chile, India, Israel, 
Japan, Mexico, Norway, and Italy. Their EV sales from 2015 to 
2024 were compared to their GINI coefficient. Additionally, 
the ICEV sales in each country were recorded.

The GINI coefficient43 is a commonly used parameter to 
evaluate wealth distribution. This parameter is utilized as a 
“measure of income inequality”43 and contains a scale of 0-1. 
The higher the GINI index, the larger the income inequality 
in the nation. This was the parameter utilized to discuss the 
wealth distribution in relation to sales of EVs, to find a cor-
relation between the two. I hypothesize that there is a direct 
correlation between EV sales and the GINI coefficient. Addi-
tionally, there would be a large difference between the sales of 
ICEVs and EVs.

Methods:
The main methods of analysis were a linear regression of the 

GINI coefficient and the EV sales of each country, and a visual 
representation of EV and ICEV sales demonstrated in a loga-
rithmic graph. Data were sourced from Our World in Data on 
the EV sales, ICEV sales, and GINI coefficients of 14 coun-
tries. Table 2.1. summarizes this data. Figure 2.2. compares the 
wealth distribution and the EV sales, using a linear regression 
equation shown in Figure 2.1. to plot a dual bar graph. The 
GDP per capita and the urbanization rate of each country, 
sourced from the World Bank, served as the control variables 
used to formulate regression calculations seen in Figure 2.1. 
and Table 2.3. As another form of comparison, the sales of 
ICEVs and EVs in each country during the years 2015-2024 
were sourced from Our World in Data, and the findings are 
summarized in Table 2.1. Figure 2.3. compares ICEV sales and 
EV sales in each country in a logarithmic graph. The countries 
were selected on an intended even distribution of economic 

of charging, is worth the price. One of the main limitations 
that leads to low purchase rates is the low range and increased 
frequency of charging. Demonstrating the value of range for 
every dollar would show how the EV either contradicts or sup-
ports the issues raised by the market.

Method:
The main methods of analysis used in this first study were 

descriptive statistics of the EVs' range per unit dollar and a 
linear graph analysis with a confidence interval of the range 
compared with the prices of the EVs in the sample group. The 
analysis was done by researching the best-selling EVs of the 
years 2025, 2021, and 2018. Eight cars in each list were se-
lected. The vetting of the EVs used in the study was based 
on the popularity rating of the vehicle from data blogs and 
the availability of relevant information on the vehicle from 
credible sources. Their price and range were researched from 
company data and car overviews online, and the data gath-
ered was summarized in Table 1.1. Figures 1.1 and 1.2 were 
formulated by comparing the range and price of each model. 
The range per unit dollar was calculated by dividing the range 
by the price of each EV, and the bars were arranged in order 
of increasing range per unit dollar. Figure 1.1 is a linear graph 
of the line of best fit of the range as a function of the price of 
each of the vehicles, containing a shaded area representing the 
true mean values. Figure 1.2 is a visualization of each model’s 
range per unit dollar.

Limitations:
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Table 1.1.: Data set collected for each EV, including price, model year, and 
range to 5 significant figures. The data in the table captures more expensive 
vehicles having lower ranges than cheaper models.20–25,25–42

Figure 1.1.: A line graph of the price of the EV in comparison to the range 
of the EV using data from Table 1.1. The shaded area is the average mean or 
uncertainty surrounding the average value, and the confidence interval is 95%. 
The shaded area gets thinner as it approaches the mean region of the data. The 
blue dots are the actual values of the range and price of each vehicle, and the 
red line is the line of best fit. The graph shows a scattered correlation between 
the values, with many vehicle points deviating from the estimated mean.

Figure 1.2.: A bar chart comparing the model of the EV and the range 
per dollar. All data is from Table 1. The graph shows cheaper models having 
higher values of range per unit dollar than expensive EVs.
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Urbanization rate documented on Our World in Data or the 
World Bank website. However, most developing countries do 
not have any data on EV and ICEV sales; therefore, the study 
only has a limited range of second- and first-world countries, 
with very few developing countries.

Results:
Figure 1.1 is a linear regression line graph comparing the 

range and the price of EVs in the sample group. The line 
of best fit shows there is an estimated positive correlation 
between range and the price of the EV, and the red region 

power and the availability of the data on EV and ICEV sales 
statistics.

Justification:
The study of EV sales in comparison to the GINI coef-

ficient would show what association the EV sales have with 
each country’s financial position. As the price of each EV af-
fects the sale rate of the EV, the experimental data would show 
to what extent the EV sales are working towards the green 
effort if done on a larger scale. Additionally, the sales of the EV 
in comparison to the ICEV would show how low the EV sales 
are in comparison to the ICEV sales, proving the main thesis 
of this paper, that the EV has not reached large-scale adoption.

Regression analysis is important as the GINI coefficient is 
not the only known measure of wealth distribution and eco-
nomic power of a country. Creating a graph that compares 
the EV sales vs the GINI coefficient of a country would be 
considering the assumption that the GINI coefficient is the 
only relevant determinant of economic strength and wealth 
distribution. The assumption would lead to a weakness in the 
analysis. Therefore, the use of linear regression using the GDP 
and urbanization rate as controls would allow for a more accu-
rate analysis of the two factors.

The use of a logarithmic graph was to visibly show a distri-
bution of EV and ICEV sales in a bar graph. Using the ICEV 
sales scale would lead to the EV sales bars becoming too small 
and the data not being easily visible. The logarithmic scale cre-
ates a balanced visual that accommodates the scales of the EV 
and ICEV sales.

Limitations:

The main limitation is the lack of many developing coun-
tries outside Europe, Southeast Asia, and North America in 
the study. Most nations have their GINI coefficient, GDP, and 
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Figure 2.1.: The regression formula used to create the linear regression 
analysis demonstrated in Figure 2.2.
Table 2.1.: The data set collected from Our World in Data44,45 that contains 
total EV sales in a decade compared with the GINI coefficient of each country 
(average from 2021-2023) and total ICEV sales in a decade. All the data on 
the sales are actual unit sales to 4 significant figures.

Table 2.2.: Data from the World Bank Organization,46,47 including 
the urbanization rate in percentage and GDP per Capita of USD used as 
economic controls in the linear regression comparison model.

Table 2.3.: Linear Regression calculation table of EV sales as the dependent 
variable, GINI coefficient as the independent variable.

Figure 2.2.: A graph that compares the sales of EVs in each country and 
the nation’s GINI Index; dashed lines are projections through the regression 
analysis; yellow bars represent the GINI coefficient, and the blue bars show 
the total EV sales. The results clearly show a mixed correlation of EV sales of 
each country vs their GINI coefficient.

Figure 2.3.: A comparison of sales of ICEVs and EVs in the last 10 years 
(2015-2024) using a logarithmic scale. The graph shows a large gap between 
ICEV and EV sales.
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indicates the true average mean values. 8 vehicles seem to have 
a ratio of range to price that falls under the average region, 
showing that a third of the vehicles analyzed follow the sug-
gested trend. However, the number of extremes on the graph 
shows the association is not directly positive. 15 vehicle ratio 
values had a large range above or below the line of best fit. This 
indicates that the relationship displayed by the line of best fit 
is not proven to be positive. The data in the table supports the 
non-positive correlation, as it shows several vehicles collective-
ly containing ranges that do not correlate with their value, such 
as the Volkswagen ID. 4 that costs 40,000 USD yet has a range 
of 190 miles, which is lower than the Geely Geomy Xingyu-
an at 193 miles with a price of 9170 USD. The extremes in 
the graph demonstrate an indirect correlation of the price as a 
function of range.

Figure 1.2. is a bar graph that compares each model’s range 
per dollar ratio. The results show a mixed negative correlation 
between the price per unit dollar and the value of the mod-
el. More expensive models such as the BMW i3 ($48,645) 
and Porsche Taycan ($10,6440) have a low range per unit 
dollar (averaging at 0.002 miles per dollar), in comparison to 
the Geely Geomy Xingyuan ($9,170) and the Wuling mini 
($5,570) having a higher range per unit dollar (0.021-0.013 
miles per dollar). This shows that the range of the EV does not 
increase with price; instead, it decreases. However, this trend 
is contradicted by several vehicles such as the Tesla Model Y 
($39,990) and Chevrolet Equinox ($40,790), which have a rel-
atively high price in comparison to the cheaper models but are 
within the upper bound of range per unit dollar values (0.007-
0.008 miles per unit dollar). This shows that the relationship 
between the range and price of each EV is not direct in this 
exploratory analysis.

Figure 2.2. is a dual bar graph containing a linear regression 
that compares the GINI coefficient and the sales of EVs in the 
period 2015-2024. The results vary depending on the nation; 
however, some of the sample countries seem to show a partial 
correlation between the GINI coefficient and EV sales. Coun-
tries such as the USA, Germany, and the UK have high values 
of the GINI coefficient and have relatively high values of sales 
of EVs, in decreasing order from the USA to Germany. This 
displays a positive trend in the GINI coefficient and EV sales, 
which is projected by the values shown by the regression line, 
and a negative trend in EV sales for countries with a lower 
GINI coefficient. However, seeing the trend in several coun-
tries contradicts the claim of a valid association. Nations such 
as Norway, the Netherlands, Canada, Japan, and Italy have 
variant GINI coefficients, with Norway visibly the lowest of 
the group and the Netherlands the highest. Nevertheless, all 
these nations have a similar number of EV sales, demonstrat-
ing that sales are not dependent on wealth distribution. Other 
countries, such as Israel, India, Brazil, Mexico, and Chile, have 
relatively high GINI coefficients in comparison to the rest of 
the sample group; however, the EV sales are the lowest in those 
countries compared to the rest of the group. This renders the 
association between the two factors very weak due to the ex-
treme cases displayed by 11 of the 14 countries studied. China 
shows a great deviation from the correlation, as it has a GINI 

coefficient lower than the USA, but has more than triple the 
number of EV sales in the USA. This demonstrates a weak 
association between the two factors.

Figure 2.3. compares the sales of EVs and ICEVs in the 
years 2015-2024 in a dual bar graph with a logarithmic scale. 
The graph clearly shows the large margin between the EV and 
the ICEV sales. Most of the countries have ICEV sales above 
10 million units, except the Netherlands, Chile, Israel, and 
Norway. This demonstrates a generally high ICEV purchase 
rate. The range of EV sales is all lower than 10 million units, 
except in China. This shows the ICEV sales over the last de-
cade are extremely high compared to the EV sales. However, 
this is relative depending on the country. In several nations, 
such as the USA, China, Brazil, Germany, Mexico, India, Italy, 
Canada, Chile, the UK, and Japan, the purchase rates of ICEVs 
have a large margin compared to the purchase rates of EVs. In 
the Netherlands, Norway, and Israel, the rate of purchase of 
each car is almost equal. These differences in purchase rates 
show that the correlation in sales of both types of parameters 
is completely dependent on the nation in some cases; therefore, 
no direct connection can be determined from this exploratory 
data analysis.

�   Discussion
The first section of the Secondary Data Analysis compares 

the price as a function of the range of the EV. The summary 
derived from the data in both studies is that a weak and partial 
association exists between the two parameters. Several ex-
treme values weakened the association between the range and 
price relationship, leading to the conclusion that range does 
not have a strong effect on the price of the EV. This trend 
could be caused by other factors affecting the price, such as the 
raw material costs and supply chain disruptors affecting the 
industry, as discussed in earlier areas of the paper. Additional-
ly, different car manufacturers would focus on different needs 
when designing the EV. The results of the study are contrary to 
my hypothesis, as I predicted a direct and positive correlation 
between the two parameters. However, when taking into con-
sideration Figure 2.2., there is a negative correlation displayed 
by the majority of vehicles studied. More affordable vehicles 
had a higher range per unit dollar in comparison to more ex-
pensive models, with a few outliers breaking the trend. This 
leads to the conclusion that the most expensive models do not 
exceed or equal the range in comparison to more affordable 
EVs in this study.

No papers were found that conducted such a comparison 
between EV range and price; therefore, no direct compara-
tive analysis can be conducted. However, some papers made 
their own forms of analysis and inferences on the effect of 
the range on the price of an EV. The paper by Adeptu and 
Keshav comments on the limitation of range, stating that 
the solution needed to solve the limitation is to increase the 
size of the battery. The authors state, however, that the larger 
batteries are expensive, which would increase the cost of the 
car.48 This shows an association between the two parameters, 
due to the mention that increasing the range would lead to an 
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increased production price. This claim contradicts the results 
found by this analysis, as more expensive models had a lower 
range. However, the expense of an EV is not directly tied to 
the use of advanced batteries that increase the range; therefore, 
the contradiction cannot be verified. Another study by Kim et 
al. states that both the range limitation and price of the EV 
are affected by the “high cost of battery.”13 This adds to the 
point made by Adeptu and Keshav, enforcing the perspective 
that both parameters are affected by a similar denominator, the 
size of the battery. This claim could be quantified if the sam-
ple group compared the cost of the battery used to the range 
rather than the upfront price of the EV. This perspective is 
countered by Woodley et al. The model used by Woodley et al 
in their empirical paper demonstrates that “a 1 percent increase 
in range is associated with a 0.423 percent decrease in price.”10 
This elaborates a contrary perspective, that an increase in range 
leads to a decrease in price. This does align with the range per 
unit dollar study, as higher-priced cars had a lower range per 
unit dollar, showing that the statistics could support this claim 
if the association were tested over a larger sample group.

The second section of the analysis compares the GINI co-
efficient of a nation and the sales of EVs in the country over 
a decade (2015-2024). The results of the analysis show a weak 
positive correlation between the two parameters, which is 
greatly contradicted by several outliers in the sample group. 
An increase in the GINI coefficient led to an increase in EV 
sales in nations such as the UK, Germany, and the USA. Sev-
eral outliers, such as China, the Netherlands, Italy, and Brazil, 
showed results that contradicted the trend, leading to the con-
clusion of a partially positive correlation. Other results were 
found in nations such as India and Norway, where both na-
tions have similar GINI coefficients; however, EV sales in 
Norway were higher than in India. The hypothesis predicted 
that there would be a direct correlation. Several instances of 
outliers in the sample group counter this claim. The main re-
sult gained from the data is that wealth distribution is not a 
direct contributing factor to the sale of EVs, and other factors 
lead to the increase in sales. Such results could be explained by 
government intervention through EV incentive schemes, the 
availability of charging infrastructure, and external factors in 
each region. There are no papers that explore the wealth distri-
bution as a function of sales of EVs; therefore, no comparative 
analysis can be formulated on these results.

The third set of data analyzed compares the sales of ICEVs 
and EVs in several countries. The results showed a minor gap 
in purchases over the decade, with nations such as the Neth-
erlands, Israel, and Norway demonstrating minor differences 
between the sales of EVs and ICEVs. The majority of countries 
studied were outliers, such as the USA, Japan, Brazil, Germa-
ny, Mexico, India, Italy, Canada, Chile, the UK, and China, 
where the difference between the sales of ICEVs and EVs 
was significant. This leads to the conclusion that the ICEV 
is sold more than EVs, and the differences are dependent on 
the region. This trend could be explained by the economic ef-
ficiency in some nations due to the energy fuel mix used to 
fuel the cars, or enforced government policies that promote the 
EV industry. No other papers have created a graph plotting 

data on vehicle sales; therefore, no comparative analysis can 
be conducted. Yet, several papers discuss the gap between the 
ICEV and EV industries. Several authors, such as Bhat et al. 
and Wang et al., elaborate on the vast gaps between the sales 
of ICEVs and EVs. Both papers claim that the percentage of 
EVs in the car population as of 2019 was 1%,7,47 and 16% in 
2023.12 This vividly demonstrates the gap between the EV in-
dustry and the ICEV industry, supporting the large differences 
in sales of the two vehicles in many of the countries in the 
sample group. Several other authors state the projection of EVs 
to increase by 22.5% from the year 2022-20309 or 5-fold from 
2024-2029.49 The increase in EV sales demonstrated by pro-
jections could explain the lower difference in the sales of both 
forms of vehicles in Norway, the Netherlands, and Israel. The 
projected growth shows an increase in the adoption of EVs.14 
Furthermore, a study by Costa et al. projects “parity between 
ICEV sales and EV sales will be achieved in 2037,”14 which 
can be demonstrated in the example of the Netherlands, where 
EV sales in the last decade are nearly equal to the ICEV sales 
in the same period. The results of the analysis and readings 
studied show a steady increase in EV sales compared to ICEV 
sales, yet the outliers demonstrate that the EV industry still is 
not able to take over the ICEV market, despite the projections. 
However, a larger sample group of countries would be needed 
to verify this claim.

�   Solutions
Government Incentives:
One of the main limitations toward the large-scale adoption 

of the EV is the high purchase price of the vehicle.9,10 There 
are several solutions suggested by other reviews to reduce the 
purchase price of the EV. Firstly, several governments have 
implemented fiscal incentives, such as tax reductions,9,12 to 
increase the sales of the EV. Nations such as the USA have in-
creased the federal tax credit income to boost the purchase rates 
of the EV.9 Norway has seen significant progress through the 
use of federal incentives aimed at increasing consumer leniency 
towards the EV12 leading to a 280% increase in purchase rates 
between the years 2018-2020.48 Furthermore, India’s invest-
ment of $1.2 million USD into the growth of the EV market 
through incentives and other projects,47 shows further support 
for government investment effects on the rate of EV sales. 
Several studies indicate that Federal incentives have a direct 
positive correlation with the adoption of EVs by consumers,12 
with “the absence of studies” leading to the high price gap be-
tween EVs and ICEVs,7 further limiting the sales of EVs.

This solution, however, is partially effective. The solution is 
completely dependent on the nation’s enthusiasm towards EVs 
and its commitment to the electrification of the transportation 
sector.12 “Some nations are skeptical”12 about EVs, fearing a 
greener solution would damage their economy and threaten 
their industries. This lack of effort leads to further limitations 
in several regions,12 lowering the rate of EV adoption. Addi-
tionally, when the “EV sales increase by a certain amount, the 
subsidies will be canceled.”7 This will lead to the price of the 
EV increasing, resulting in more limitations due to the mar-
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ginalization of the EV from the masses on the economic front. 
The gap in government intervention leads to EVs globally ac-
counting for 1%7 of the car population as of 2019.

Increased access to charging infrastructure:
The lack of charging infrastructure is another limitation of 

the EV that needs to be addressed. The low range of the EV 
leads to a more frequent need to fuel, inconveniencing buy-
ers who are in regions with limited charging infrastructure.4 
Several studies show a direct correlation between an increase 
in charging infrastructure and the purchase rate of the EV, 
with Alshahapy et al. stating that the “investment in charging 
infrastructure is potentially more effective than financial in-
centives”9 as a form of government intervention towards the 
sales of the EV, demonstrating the effectiveness of this solu-
tion. Some limitations with this solution include the location 
of the EV charging stations, permits and other legal parame-
ters, and a proper source of electricity,12 especially when aiming 
to have a larger EV fleet of vehicles in a country. However, 
some literature studies disagree with the direct correlation be-
tween lack of infrastructure and EV adoption.9

Supply chain disruptions:
As stated in the earlier sections of the paper, the supply chain 

disruptions caused by low supply of rare-earth materials, high 
demand, and concentrated processing lead to the increased 
price of EV production.9 The supply chain disruptions are a 
major barrier to the adoption of EVs, as the initial cost of pur-
chase is affected by the high cost of production.7,9 To lower the 
main costs of production, several methods can be utilized to 
reduce the supply chain disruptions.

Firstly, one method is the use of alternatives to replace ra-
re-earth metals in the battery and the permanent magnet. 
Materials such as ferrite are cheaper in cost compared to ra-
re-earth metals, which are in low demand.7 However, such 
materials contain limitations such as lower energy capacity and 
coercivity, reducing the overall quality of the permanent mag-
nets.7 The use of these materials leads to low-performance EVs 
with reduced range, further implementing its low adoption 
rate. In addition, battery alternatives such as Solid-State Bat-
teries, Silicon Anode Batteries, and Lithium-Sulfur batteries 
are being adopted due to increased battery capacity and ener-
gy density, which increases the performance of the vehicle.12 
However, these solutions are still in the stages of research and 
trials, and are not yet able to be produced at a large scale due 
to safety concerns.12

Secondly, scientists are working on the disassembly of EV 
batteries for reuse to lower rare-earth metal demands. Meth-
ods such as pyrometallurgical recovery, physical separation, and 
robotic disassembly are being assessed to both decrease the 
life cycle impact of the EV and the cost of production of the 
vehicle.14,49 This solution is not without its challenges. EV bat-
tery disassembly contains safety risks, such as explosions and 
chemical hazards, due to the handling of hazardous materials 
that pose a threat to the workers who conduct this process.49 
Additionally, the lack of data and technology needed to decon-
struct these batteries, and the high cost of operation of these 

solutions, lead to the deconstruction of batteries being an in-
convenience rather than a solution that can be adopted on a 
large scale.51

Furthermore, the decentralization of battery production 
would help increase the supply of batteries, resulting in lower 
prices for the EVs.9 International collaboration and innovation 
are required to decrease pressure on the supply chain. However, 
this would require the handling of several political and social 
minefields associated with the mining and ore industries.9

�   Conclusion 
This review covers the limitations that constrain the adoption 

of EVs on a large scale. The EV is yet to replace the demand 
for the ICEV, leading to a hindrance on the road to sustain-
ability. The main limitations discussed were the high purchase 
price, marginalizing major consumers in the automotive indus-
try;7,9,12 lack of charging infrastructure, and lower range of the 
EV,13,14 leading to customer inconvenience and further lack of 
interest from the market.

The reasons behind these limitations include high produc-
tion costs of the battery, which takes up a significant part of 
the manufacturing costs.3,7,9 Through the mass-scale use of ra-
re-earth metals that are in low supply, the raw material costs 
take up to 70% of the expenses of battery production.7,9 This 
is worsened by the centralization of processing the rare-earth 
materials, increasing supply chain disruptions.9 This prompts 
the high purchase price of the EV, or manufacturers opting for 
cheaper alternatives, leading to EVs with lower ranges.7

The secondary data analysis conducted was highly explor-
atory and limited to covering comparisons of range and EV 
price, rate of ICEV and EV sales, and EV sales in comparison 
to wealth distribution. My hypotheses were a direct correla-
tion between range and EV price, a direct correlation between 
wealth distribution, and a large margin between EV and ICEV 
sales within the nations analyzed. The results proved weak par-
tial associations between the two factors (range vs price) and 
(wealth distribution vs EV sales), with outliers demonstrating 
the indirect effect of each of the compared parameters on sales 
and price of EVs. Additionally, the large gap between ICEV 
and EV sales differed regionally, proving wealth distribution is 
indirectly correlated with vehicle purchase rates. The second-
ary data led to the conclusion that several factors combined 
affect EV sales and prices. However, for more valid results, the 
studies need to be conducted with larger sample groups and 
more control variables taken into consideration.

The solutions suggested include government incentives, 
which have proven to be successful to some extent, with na-
tions such as Norway reaping the benefits.50 However, as stated 
in the paper, EV sales pertain to a minuscule part of the auto-
motive industry, raising further questions of the profitability 
of increased incentives and charging infrastructure towards 
EV adoption. Additionally, the use of disassembly methods 
and rare-earth metal alternatives requires further research and 
investment to be adopted on a large scale.12,48 Therefore, litera-
ture on potential alternatives to rare-earth metals is required to 
reduce production and price costs.
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The EV is a solution that aims for a greener future. Several 
gaps in the field need to be addressed to improve the rate of EV 
purchase. One of the main gaps is the creation of effective gov-
ernment incentives and programs that propel the EV industry, 
through the study of countries that have such measures and 
their success rates. Additionally, the development of environ-
mentally friendly and cost-effective batteries that increase the 
range of EVs needs to be researched to ease the manufacturing 
process and increase the market’s confidence in EVs. The sug-
gestions given would aid in advancing the EV field.
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ABSTRACT: Kinesiology tapes were selected for two functions in athletic care: providing mechanical support via the backing, 
and maintaining secure but removable attachment via adhesive peel strength. This study compared four tapes: Kinesio, KT, 
Decathlon, and an unbranded product, to identify which product best satisfied these factors. Tensile behavior was quantified by 
stress-strain testing of a section of tape specimen in the longitudinal direction, with linear regression of the elastic region to obtain 
effective Young’s modulus. Adhesive performance was assessed using a 90° peel test on a silicon substrate with tape specimens 
under dry and wet conditions. Steady-state peel loads were recorded and normalized by specimen width. Bench testing used a 
calibrated force gauge and manual pull rate. The Kinesio tape had the highest Young’s modulus, while the Unbranded tape had the 
lowest. The Unbranded tape had the highest dry peel strength, while the KT tape had the lowest. Wet peel strength decreased for 
every brand. Kinesio provides the highest backing stiffness and thus the greatest restoring force, being best for mechanical support. 
The Unbranded tape exhibits the strongest adhesion in both wet and dry conditions.  

KEYWORDS: Biomedical Engineering, Rehabilitation Engineering, Young’s Modulus, Peel Strength, Kinesiology Tape. 

�   Introduction
In a study on university-level athletes, the prevalence of ath-

letes with injuries was 91%, meaning that in a study with 81 
athletes, only 7 athletes reported having no injuries. A total of 
185 musculoskeletal injuries were reported, with an average of 
2.28 injuries per athlete.1 In athletes’ recovery journeys for their 
sports-related injuries, they would use kinesiology tape for a 
range of reasons. In a study conducted with 200 students, 133 
(67%) reported the usage of Kinesiology tape, with 121 (61%) 
of them applying the tape as a measure in dealing with mus-
culoskeletal problems.2 Kinesiology tape, or more commonly 
referred to as sports tape, is an elastic tape widely used in sports 
medicine and rehabilitation to provide adjunctive support for 
musculoskeletal injuries and to manage symptoms such as pain 
and swelling.3

These tapes are manufactured from an elastic fabric backing 
and a medical-grade, pressure-sensitive adhesive. The fabric of 
the tape can be stretched during application and subsequently 
would have a restorative force as it attempts to retract to its 
original length, which has been proposed to contribute to me-
chanical support.4

However, after trying a range of brands myself due to mul-
tiple ligament tears, I found out that there are limitations in 
all these brands, with each of them falling short in different 
departments. Some of the brands have an adhesive that is too 
sticky, to the point that it causes some tearing of the skin or 
red marks after removal. Some brands might be lacking in the 
bandage part of the tape, with it not having a strong enough 
tensile strength or not having a strong enough restoring factor 
for the tape to be effective.

Because commercial tapes differ in their fabric materials, 
weave, and adhesive formulation, a quantitative comparison 
that measures both the tensile behavior and peel adhesion is 
able to better inform consumers and athletes when selecting 
a tape for a given application. This study, therefore, compares 
four different brands of sports tape, Kinesio®, KT Tape®, Tar-
mak (Decathlon store brand), and an unbranded tape, using 
standardized mechanical metrics. More specifically, the tapes 
used are the Kinesio® Tex Classic (UPC: 850989002386), 
KT Tape® Original Cotton (UPC: 893169002813), Decath-
lon Tarmak Kinesiology Support Tape - Beige (Reference: 
8596815), and the Unbranded tape (EAN: 5014749120696). 
The testing methods used will be a tensile restoring force test, 
used to derive the stress-strain behavior of the tape fabrics, and 
the 90° peel test on dry and wet substrates to mimic sweating, 
used to obtain the peel strength of adhesives.

However, due to the lack of professional testing equipment 
like a peel test machine, hand testing by pulling a force gauge 
introduces possible variability in displacement rate, alignment, 
and load application continuity. Additionally, due to ethical is-
sues, the experiments will be done on a skin substitute, and 
while it may replicate most aspects and characteristics of hu-
man skin, it will not be a one-to-one replacement.

�   Literature Review
Kinesiology tape is frequently applied in clinical and athletic 

settings as an adjunct for pain control, proprioceptive facili-
tation, and functional support.4 Systematic and randomized 
trials report mixed but sometimes favorable short-term effects 
on pain, range of motion, and perceived function in some pa-
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tient groups, although the magnitude and consistency of these 
effects vary by condition and methodology.5

Kinesiology tapes are engineered for high elasticity, typically 
woven from cotton and elastic yarn, such as spandex,6 which 
yields a soft, stretchy mesh that mimics the skin’s tensile prop-
erties. For example, Kinesio® tape is advertised as 100% cotton 
with elastic fibers, allowing it to stretch up to 120% to 140% 
of its resting length, recoiling back to its original length when 
tension is released.7 The material composition of the Tarmak 
tape is 97% cotton 3% elastane; that of the KT Tape® is 100% 
cotton, and lastly, the composition of the unbranded tape is 
95% cotton 5% spandex.

The large stretch range enables the tape to exert a signif-
icant restoring force when stretched during application or 
movement, and can serve as an “external ligament”, providing 
mechanical support, naturally going back to its original po-
sition to take the burden off an athlete’s ligaments.8 So, the 
elasticity of sports tape, quantified through its Young’s mod-
ulus (E), the ratio of tensile stress to strain, would affect the 
mechanical support it provides.9 The Young’s modulus is the 
property of a material that dictates how easily it stretches and 
deforms, and is calculated through the equation E=σ/ε, where 
σ=F/A and ε=ΔL /L₀, where F is the force applied, A is the 
cross-sectional area of the tape, ΔL is the change in length, 
and L₀ is the initial length of the tape. Young’s modulus is thus 
obtained from the gradient of a stress-strain graph and has the 
units Pa.9 It is a physical quantity describing the ability of a 
solid material to resist deformation. The larger the value, the 
more force is required to deform the material.10

A tape with higher E will require more force to be elongat-
ed the same amount, therefore exhibiting a greater resisting 
force per unit elongation, increasing its capacity to resist joint 
translation and rotation when applied across a joint. The tape 
will thus be able to bear more external load and contribute 
greater resisting force across a taped joint, able to “share” load 
with injured ligaments or tissues rather than allowing that 
load to be taken entirely by the damaged structure.11 So, taping 
can reduce injurious joint excursions and improve joint-re-
positioning accuracy, mechanisms by which stiffer external 
tape can help off-load injured ligaments and limit excessive 
motion.11 Conversely, some tapes lack sufficient elasticity or 
tensile strength, so they exert less recoil and provide limited 
mechanical support.

Laboratory tests confirm that tape brands differ in tensile 
performance, with Kinesio® tape showing superior values in 
3 out of 4 tensile metrics when compared to other tapes.12 
This thus proves how some brands of tape have higher ten-
sile strength, being able to withstand greater load, as well as 
having a stronger restorative force and Young’s modulus. So, 
different brands of tape would be expected to have varying 
levels of effectiveness in the support they provide. However, 
it is important to note that tape support is not static and that 
under repeated loading caused by factors like exercise, the tape 
loses elasticity. In fatigue tests of sports tapes, all specimens 
showed increased stiffness after cyclic loading. For example,20 
minutes of simulated use reduced support by 21% to 57% and 
made the tape up to 20% stiffer. So, these findings underscore 

that both the initial tensile properties and fatigue behavior of 
the tape material are relevant to how well it supports an ath-
lete during prolonged activity. However, this study will only 
investigate the initial tensile properties of the different tapes.13

As for the adhesive of the tape, manufacturers coat the tape 
with a medical-grade acrylic adhesive, typically latex-free and 
hypoallergenic, so it sticks securely yet can be worn for several 
days.6 For example, Kinesio® tape’s adhesive is heat-activated 
and designed to stick firmly under tension, while remaining 
safe for sensitive skin.6 This adhesive is usually applied on the 
tape in a patterned manner, allowing moisture to escape, per-
mitting multi-day wear even during sweating. Manufacturers 
like Kinesio® claim that the tape will stay on through shower-
ing or exercise, simply drying quickly when wet.7

To test for the adhesive strength of the sports tapes, the peel 
test was used. The 90° peel test is a standardized method used 
to evaluate the peel resistance, or peel test, of an adhesive bond 
between a flexible adherent, like the sports tape, and a rigid 
substrate, where the flexible part is pulled perpendicular, or 
at a 90° angle, to the substrate surface.14 The flexible tape is 
pulled upward at a constant speed, maintaining the 90° an-
gle throughout, allowing for a steady-state plateau, in which 
the measured peel force becomes approximately constant with 
continued peeling.15 This plateau is the region used to char-
acterize the adhesive’s practical peeling resistance. This setup 
enables measurement of the force needed to separate the bond 
under controlled conditions.14 The peel force is then divided 
by the width of the bonded pad to obtain peel strength, which 
is the average force per unit width to separate a bonded adhe-
sive,16 to obtain a normalized property of the adhesive, which 
can then be compared to other adhesives.

The measured peel strength of sports tape adhesives varies 
by brand and condition. In standardized peel tests on dry and 
wet skin, the peak adhesive force has been reported to reduce 
adhesive grip by over half when applied on wet skin, as com-
pared to dry skin.

Clinically, an adhesive on sports tape must strike a balance, 
resisting the movements and sweat of an athlete yet releasing 
without undue pain. If the peel strength is too high, removing 
the tape can cause skin injury. Medical adhesives with excessive 
adhesion are known to cause “skin tripping” and tears during 
removal, or even strip off layers of the skin or produce blisters, 
a known form of medical adhesive-related injury.17 Conversely, 
if the adhesive is too weak, the tape will peel off prematurely 
and will not be secured when an athlete moves. Thus, the ideal 
tape adhesive provides moderate peel strength, strong enough 
to stay on through activity, but not so strong that it leaves the 
user with bruises or skin tears.

As research shows, there is a general trend of increasing pain 
with increasing peel force, and as such, the lower the peel force, 
the less pain experienced when the sports tape is removed.18 
The medical-adhesive review recommends a peel strength of 
0.4−2 Ncm-¹ for excellent removability, balancing secure at-
tachment and painless removal.19 As such, the ideal adhesive 
of a sports tape is to have a peel strength of 0.4−2 Ncm-¹, both 
on wet and dry surfaces, to ensure a painless removal while still 
keeping a secure attachment to the user’s skin.
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�   Methods 

In this study, uniform strips of sports tape, 15.0 cm in length, 
and 5.0 cm in width and 0.05 cm in thickness, were prepared. 
These strips were kept in the same environment to ensure 
consistent adhesive behavior, minimizing variability and en-
vironmental impacts on their tensile behavior, ensuring that 
as many variables as possible are kept controlled to enhance 
accuracy. Each piece was then secured at one end using a vice 
clamp, firmly holding the tape in place, so that only a 10 cm 
section of the tape was exposed to testing (Figure 1). The 
opposite end was gripped by a bulldog clip attached to a cali-
brated force gauge. Next, a retort stand was placed beside the 
vice-clamp set-up, with a ruler being secured vertically next 
to the tape. This was to act as a vertical displacement scale, 
providing direct visual confirmation of the tape’s vertical dis-
placement and elongation when loaded and stretched. Thus, 
this set-up was used to measure the respective forces needed 
to elongate the tape by specific lengths, determining the tape’s 
tensile characteristics.

Before each test, the force gauge was zeroed to ensure that 
there was no zero error, ensuring accurate readings. Tensile 
loading was applied to the tape by pulling up vertically on the 
force gauge to stretch the tape in the longitudinal direction to 
specified lengths, from 0 to 8 cm in 2 cm increments. The force 
reading was then recorded once stabilized, thereby capturing 
discrete data points that reflect the tape’s elastic properties. 
Throughout testing, care was taken to maintain consistent 
clamp alignment, preventing slippage of the tape that could 
affect the accuracy of the stress-strain response.

The raw measurements of force F and elongation ΔL were 
then processed into engineering stress σ and strain ε, where 
σ=F/A and ε=ΔL /L₀, where A is the cross-sectional area of the 
tape and L₀ is the initial length of the tape. Then, σ was plot-
ted against ε to obtain a stress-strain curve, which was used to 
determine Young’s modulus.

To increase the precision of results and to account for the 
impact of random errors, 5 replicates were tested for each data 
point of each tape type to ensure statistical validity. Each repli-
cate was carried out with a new piece of tape. The results were 
then reported as 𝑚𝑒𝑎𝑛 ± 𝑠𝑡𝑎𝑛𝑑𝑎𝑟𝑑 𝑑𝑒𝑣𝑖𝑎𝑡𝑖𝑜𝑛, where error bars 
on the plotted graph represent the standard deviation of the 
data points.

To test for the peel strength of the adhesive on the different 
tapes, the tapes were cut into uniform rectangles, 5 cm in width 
and 7 cm in length. They were kept in the same environment 
to ensure consistent adhesive behavior, minimizing the dis-
crepancy that temperature and humidity would cause between 
different tape samples.

A silicone mat was chosen as the test surface for the adhe-
sives, due to its similar surface properties to human skin. The 
mat was cleaned with isopropyl alcohol and allowed to dry 
before testing, to ensure that there would be no surface con-
taminants that would bias results, improving repeatability and 
comparability between results.

A bulldog clip was attached to one end of the tape, so that 
the exposed area of the tape is 5 cm by 5 cm. This square area 
is then laid onto the silicone mat, smoothed with a single uni-
form pass of a flat-edged roller, and then left for a 10 s dwell 
time. A calibrated force gauge is then attached to the bulldog 
clip to measure the force required to peel the tapes (Figure 2). 
The specimen width was noted and later used to normalize the 
peel load to per-unit-width peel strength. Consistent applica-
tion conditions, like pressure and dwell time, are essential as 
peel force is highly sensitive to initial contact conditions and 
effective bonded width. Thus, keeping the application condi-
tions constant ensured that conditions were kept as similar as 
possible between samples, to reduce the impact of systematic 
error.

A 90° peel angle was established by using a set square that 
followed the edge of the tape as it was peeled. The set square 
was used as a calibration to ensure that the angle between the 
surface of the tape applied to the mat and the force gauge was 
being pulled to peel the tape off at a 90° angle. Before each test, 
the force gauge was zeroed and checked with a small known 
load to confirm calibration. Although laboratory-grade peel 
testers maintain exact kinematics, the manual arrangement 
described here follows the same geometry principles used in 
standardized 90° tests.

The peeling was also maintained at a controlled rate of 1.0 
mm/s, and was maintained through the use of a ruler and a 
stopwatch, ensuring that 10 mm of tape was peeled. The force 
gauge then measured the constant force needed to peel the 
tape as the peel rate was kept constant. The peel rate was kept 
constant to ensure that the force required to peel the tape re-
mains constant throughout the testing of one specimen. This 
is the steady-state peel region, which gives the most repre-
sentative measure of adhesive peel strength, which was then 
normalized by specimen width to report peel strength.

DOI: 10.36838/IJHSR820.14

Figure 1: Set-up to test for the elasticity of tape samples (original image).

Figure 2: Set-up to test the peel strength of tape samples (original image).

	 ijhighschoolresearch.org



	 110	

The produced gradient of the linear regression of the stress-
strain data is taken as the elastic moduli, or Young’s modulus 
values, that differed across brands (Figure 3). These regression 
lines exhibited strong goodness-of-fit from the high 𝑅² values. 
In order from the highest to lowest Young’s modulus values, 
Kinesio brand tape showed the highest modulus (442.19 𝑘𝑃𝑎; 
𝑅² = 0.9124), followed by KT (379.46 𝑘𝑃𝑎; 𝑅² = 0.9881), then 
Decathlon, (329.59 𝑘𝑃𝑎; 𝑅² = 0.9714), and lastly the unbrand-
ed product (302.96 𝑘𝑃𝑎; 𝑅² = 0.9893) (Table 1). These fits 
explained more than 91% of the variance in measured stress 
over the tested strain range, thus supporting the use of the 
gradient of the linear regression models as a single effective 
modulus to compare backing stiffness between brands.

The peel testing also yielded distinct adhesion profiles in dry 
and wet conditions, and the values were plotted (Figure 4). Un-
der dry conditions, the mean normalized peel strengths were, 
in order of highest to lowest, Unbranded (0.77 ± 0.05 𝑁𝑐𝑚-¹), 
Decathlon (0.51 ± 0.05 𝑁𝑐𝑚-¹), Kinesio (0.46 ± 0.02 𝑁𝑐𝑚-¹) 
and KT (0.44 ± 0.04 𝑁𝑐𝑚-¹). Through the one-way ANOVA 
test, it was determined that 𝐹(3,16)=53.4, and 𝑝=1.48×10-⁸, 
thus revealing a significant effect of tape brand on peel strength. 
Post hoc comparisons using Tukey’s HSD test then showed 
that the unbranded tape had significantly higher peel strength 
than all other brands.

Wet substrate testing produced lower values for every brand, 
with the mean normalized peel strengths, from order of high-
est to lowest, being: Unbranded (0.38 ± 0.04 𝑁𝑐𝑚-¹), Kinesio 

The adhesive strength was also tested on a wet surface, which 
aimed to investigate the adhesive properties under conditions 
of a sweaty skin surface. The silicone mat was dosed with 0.3 ml
 of deionized water, applied by spray from a distance of 5 cm 
away, to an area of 5 cm by 5 cm, immediately before the tape 
application. The same application conditions, such as pressure, 
dwell time, peel angle, peel rate, and data-logging procedure, 
were kept. The steady-state peel force was then recorded to 
investigate the effect of surface moisture, such as sweat, on ad-
hesive performance.

Data processing was performed by normalizing the load by 
specimen width to obtain peel strength using the formula p 
=F/w, where p is the peel strength, F is the peel force, and w is 
the width of the tape sample. The peel strengths of the tapes 
were plotted against the brands to obtain a figure of compar-
ison.

Five replicates were tested for each specimen under both dry 
and wet conditions, while maintaining all test variables con-
stant, to enhance the precision of the results and minimize the 
impact of random errors. The results were reported as 𝑚𝑒𝑎𝑛 ± 
𝑠𝑡𝑎𝑛𝑑𝑎𝑟𝑑 𝑑𝑒𝑣𝑖𝑎𝑡𝑖𝑜𝑛, where error bars represent the standard 
deviation of the data points.

A one-way analysis of variance (ANOVA) test was then 
conducted separately for the peel strengths in both dry and 
wet conditions, in order to statistically compare the mechani-
cal properties across the four tape brands. This was to confirm 
that the differences in mechanical properties were not due to 
random variation. Where significant differences were found, 
post hoc comparisons were performed using Tukey’s HSD test 
to identify differences between specific brands. Statistical sig-
nificance was set at p<0.05. However, the one-way ANOVA 
test was not possible for the Young’s moduli of the tapes, due 
to a grouped data analysis being carried out to determine the 
Young’s modulus of each tape. The average stress values of all 
five samples were found at specific strain points, and the av-
erage stress against average strain graph was plotted. Thus, a 
singular average Young’s modulus value was found through the 
slope of this single, combined line. Since there was not one 
Young’s modulus value for each replicate of each brand, but 
instead only one average value for each brand, the conditions 
required for an ANOVA test to be conducted were therefore 
not met.

�   Results and Discussion 
Results:
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Figure 3: Linear regression of the stress-strain data, showing the elastic 
region of stress-strain curves. Kinesio tape had the steepest gradient, indicating 
Young's modulus was the greatest.

Figure 4: Peel the strengths of the respective brands of athletic tape. Dry peel 
strength was higher than wet, with the unbranded tape showing the highest 
values.

Table 1: Values of Young’s Modulus. Kinesio’s was the highest.

Table 2: Values of dry and wet peel strength. The unbranded tape had the 
highest values for both wet and dry conditions.
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a peel strength of 0.4−2 𝑁𝑐𝑚-¹ to ensure a painless removal 
while still keeping a secure attachment on the user’s skin, and 
all brands tested have a peel strength below the upper limit 
of 2𝑁𝑐𝑚-¹, this means that the tape with the best adhesive 
would be the Unbranded tape, with the strongest peel strength 
of 0.77𝑁𝑐𝑚-¹.

However, exposure to a wet substrate reduced peel forces 
for every brand and altered the practical adhesion ranking in 
terms of in-use reliability. Although the unbranded tape re-
tained the highest absolute wet peel load, its adhesion was 
reduced by 50.9%, and KT lost the largest percentage of ad-
hesion, 57.4%. This leaves KT with the weakest wet adhesion 
with a wet peel strength of 0.19 𝑁𝑐𝑚-¹. Kinesio tape has the 
smallest reduction in peel strength from dry to wet of 30%, 
suggesting the greatest retention of adhesive function in moist 
conditions compared with the other tapes tested. In wet con-
ditions, the unbranded tape still maintained the highest mean 
peel strength, with the one-way ANOVA test indicating that 
tape brand remained a significant factor affecting peel strength. 
Post hoc comparisons showed that statistically, the unbranded 
tape maintained significantly higher adhesion than KT and 
Decathlon, while differences between the unbranded and Ki-
nesio were not statistically significant. Out of all 4 brands, only 
the Unbranded tape’s wet peel strength lies within the range 
of 0.4−2 𝑁𝑐𝑚-¹that literature provided to ensure secure attach-
ment, and as such, it is the best tape in terms of its adhesive 
strength, in both dry and wet environments.

�   Conclusion 
The findings above have practical implications: clinicians 

and athletes should match tape selection to the intended 
function and conditions of use. If the priority is to provide 
maximum joint support, a high-modulus backing is preferable, 
and as such, Kinesio offers the best tape that provides the most 
mechanical support. If strong fixation in dry conditions is es-
sential, a high-adhesion product like the 

Unbranded tape is the best choice. Importantly, the sub-
stantial wet-state reductions observed here underscore the 
necessity of testing adhesives under conditions that mim-
ic real use rather than relying on dry-state data alone. Thus, 
taking into account both the wet and dry peel strengths, the 
Unbranded tape has the strongest peel strength in both tests, 
and as such is the best tape to ensure a painless removal while 
still keeping a secure attachment on the user’s skin. However, 
these recommendations should be interpreted in the context 
of the reported values and the study’s laboratory conditions. 
Clinicians selecting tape should also weigh user comfort, skin 
sensitivity, and the specific demands of the sporting activity.

Limitations of this study include the modest sample sizes 
and the controlled bench protocol that cannot capture all in 
vivo variables like anatomical site, skin condition, motion pat-
terns, and repeated application cycles. Additionally, peel and 
tensile behavior depend on test geometry and rate; thus, ab-
solute values will vary with protocol. This is largely due to the 
limitations of manual testing. Using a handheld force gauge 
and manually pulling introduces variability in displacement 
rate, alignment, and load application continuity.

(0.32 ± 0.04 𝑁𝑐𝑚-¹), Decathlon (0.28 ± 0.03 𝑁𝑐𝑚-¹) and KT 
(0.19 ± 0.03 𝑁𝑐𝑚-¹). The percentage reductions in mean peel 
strength from dry to wet were, from highest to lowest, KT 
(57.4%), Unbranded (50.9%), Decathlon (44.5%) and Kinesio 
(29.8%) (Table 2). A one-way ANOVA test was carried out for 
the wet peel strength too, determining that 𝐹(3,16)=21.9, and 
𝑝=6.57×10-⁶. Post hoc comparisons showed that the unbrand-
ed tape maintained a significantly higher peel strength than 
the KT and Decathlon tapes, while the differences in wet peel 
strength between the unbranded and Kinesio tapes were not 
statistically significant.

Discussion:
The tensile results indicate meaningful differences in back-

ing stiffness between brands that are likely to influence a tape’s 
mechanical support in use. Kinesio tape’s substantially larg-
er effective Young’s modulus of 442.19 𝑘𝑃𝑎 implies that, for 
a given percentage elongation, it will generate greater tensile 
stress and therefore larger restoring forces than the other prod-
ucts tested. Conversely, the unbranded tape with a Young’s 
modulus of 302.96 𝑘𝑃𝑎 is the most compliant and will produce 
the least passive resistance to deformation under equivalent 
stretch. According to literature, since restoring force underlies 
a tape’s passive mechanical contribution to restricting excessive 
joint movement, these data suggest that Kinesio tape is the 
strongest candidate when maximal passive support is required, 
providing the most mechanical support and stability when ap-
plied, while the unbranded and Decathlon tapes will allow a 
greater range of motion under comparable application tension.

The noticeable inter-brand differences in their Young’s 
modulus observed are most likely explained by the differ-
ences in textile architecture, like fabric weave, rather than the 
differences in constituent materials. The fabric backing of 
kinesiology tapes is textiles, in which factors like yarn crimp 
and weave geometry determine how load is transferred from 
macro-scale extension into fiber elongation, so two tapes made 
from similar materials can exhibit substantially different stiff-
ness if their weave, yarn twist, or interlacing density differ.20 
In woven fabric mechanics, the weave structure substantially 
influences tensile stiffness. For example, plain weaves generally 
exhibit higher stiffness and strength due to denser interlace-
ments and reduced porosity, while alternative weaves may alter 
the fabric’s Young’s modulus due to increased float and crimp 
levels.21 As such, due to the relative material composition of 
each sports tape, the performance variation between them can 
be attributed to factors like fabric weave.

Next, adhesive performance showed a clear ranking and 
an apparent sensitivity to moisture. In the dry state, the un-
branded tape had the highest mean peel strength, substantially 
exceeding the other three brands, with Kinesio and KT having 
similar dry peel strengths. The one-way ANOVA test con-
ducted confirmed that the differences in peel strengths were 
statistically significant, with post hoc comparisons further 
showing that the unbranded tape had significantly greater peel 
strength than all other brands. Therefore, the unbranded tape 
demonstrated the strongest adhesive performance under dry 
conditions. Since the ideal adhesive of a sports tape is to have 
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As such, an improvement would be to use Universal test-
ing machines, which, by contrast, offer precisely controlled 
crosshead speed, axial alignment, and feedback, which enhance 
accuracy and repeatability in modulus and peel measurements. 
Future work should expand, replicating numbers, include cyclic 
fatigue testing of backing elasticity, and perform in-vivo reten-
tion and skin-comfort assessments to link these bench metrics 
with functional and clinical outcomes. Additionally, while the 
inter-brand ranking by stiffness and adhesion in this study is 
informative and well-supported, the absolute modulus and peel 
strength values should be interpreted with caution and ideally 
re-validated using standardized, machine-controlled protocols.
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ABSTRACT: Robotic systems limited to a few sensors focus on balancing sensor coverage with general reliability. In our 
two-sensor system, a critical area of focus is the angle between ultrasonic sensing cones, where narrow placement tends to limit 
peripheral awareness, while wider placement limits frontal awareness and creates frontal blind spots. Moderate placements around 
60° are expected to achieve the best overall awareness. This study tests six inter-sensor angles (0°, 30°, 45°, 60°, 90°, 120°) on a 
simulated robot in ROS 2 paired with Gazebo Fortress that uses Dijkstra’s algorithm to plan out a path. In this experiment, 
metrics including success rate (based on the number of collisions), path completion time, and path deviation were used to evaluate 
performance. Overall, moderate angles closer to 60° yielded the most promising outcomes, with paths that were more efficient and 
more in line with the optimal path laid out by Dijkstra’s algorithm. Narrower angles tended to result in sideward impact, while 
wider angles led to delayed forward detection. Generally, these results demonstrate the significant impact that even small physical 
design choices can have on improving navigation in low-cost robotics– information that can inform the development of accessible 
and efficient robotics platforms.  

KEYWORDS: Robotics, Autonomous Navigation, Ultrasonic Sensors, Sensor Placement, Path Planning. 

�   Introduction
Navigation remains a critical challenge in autonomous ro-

botics, requiring robots to respond to certain environments by 
accordingly planning routes and detecting obstacles nearby. 
Navigation is not only about getting from point A to B but also 
about ensuring that the robot can do so in a manner that is safe, 
efficient, and repeatable. Foundational tests confirm navigation 
as a basis for higher-level capabilities, including exploration, 
search-and-rescue missions, and even multi-robot coordina-
tion.¹ These higher-level functions are only made possible with 
reliable navigation.

To achieve robust navigation, platforms rely on systems 
with complex sensor arrays like LiDAR as well as vision, 
which offer rich perception but at a high cost. LiDAR works 
by emitting laser pulses and noting the time lapse between an 
outgoing pulse and the detection of the reflections to produce 
3D maps.² Though these sensors enable high-accuracy local-
ization and obstacle detection, sensors themselves can cost 
thousands of dollars, making them unattainable for hobbyist- 
or student-designed robots.3 On the other hand, vision-based 
systems provide insight into colors, textures, and features, 
though they require real-time processing for accurate image 
capture.4 Though these systems provide perceptual data, they 
often require more computational power in comparison to 
simpler robotics platforms. In practice, these limitations make 
advanced sensors suitable for grander projects like those con-
ducted in research labs or in the industry, but unsuitable for 
classrooms, small-scale designs, and other cases.

Due to these constraints, ultrasonic sensors have emerged as 
a staple for low-cost and educational robotics purposes.5 These 
sensors operate by emitting short bursts of sound above the 

standard human hearing range and then measuring the delay of 
the resulting echoes to estimate distance.6 An ultrasonic sen-
sor’s conical detection field, as shown in Figure 1, allows for 
basic coverage of the frontal space and is easily mountable.7 
However, the simplicity associated with using these sensors 
comes with its own tradeoffs. Ultrasonic sensors are prone to 
environmental noise, limited effective range (not more than a 
couple of meters), and misreadings that occur when surfaces 
reflect sound away rather than back.8 Thus, the placement of 
these sensors in a system becomes especially critical because 
poorly chosen angles can make the difference between a func-
tional system and one that yields orientational issues, blind 
spots, and other features that degrade the robot’s navigational 
performance.

The geometry of the placement of these sensors becomes 
critical. When two ultrasonic sensors are mounted in prox-
imity to each other, their detection cones overlap, leaving the 
forward region accounted for, but the side areas neglected. 
This sensor configuration improves frontal detection, but de-
grades lateral detection, making the robot more vulnerable to 
side collisions. On the other extreme, when there is hardly any 
overlap between detection cones— a situation occurring with 
sensors placed far apart— a frontal blind spot is introduced.9 
Both extremes are problematic, with narrow-angle placement 
sacrificing side coverage, and wide-angle placement sacrific-
ing frontal awareness and delayed obstacle detection directly 
ahead. Studies emphasize placement geometry as a fundamen-
tal determinant of system reliability, as ultrasonic reflections 
and cone spread can amplify detection errors.9

This interplay is increasingly important when considered 
alongside path planning algorithms. Deterministic algorithms 
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like Dijkstra’s are designed to guarantee optimal path plan-
ning.10 If obstacles are left undetected due to poor sensor 
placement, then even the “optimal” path leaves the robot sus-
ceptible to collisions. Thus, without reliable sensing, even the 
most elaborate algorithms don’t guarantee efficient navigation.

This issue is evident in educational robotics, in which stu-
dents work with predesigned kits. Platforms like LEGO 
Mindstorms and VEX introduce ultrasonic sensors mounted 
in fixed positions.12 While this eases beginner students into 
the design process, it introduces geometric limitations that stu-
dents are unaware of contributing to the robot’s performance. 
The result can be collisions or incorrectly linking this issue to 
“bad code” rather than suboptimal hardware placement. Iden-
tifying and addressing these limitations opens the door to an 
overlooked opportunity: with simple adjustments, designers 
can achieve better performance, reliability, and insight that can 
inform their takeaways and allow them to gain more educa-
tional value from low-cost systems.

While extensive research exists on advanced sensor and 
path planning, as well as a fair amount of research on sensor 
geometry, little prior work focuses on the effect of adjust-
ing inter-sensor angles in minimalist systems, which in this 
case entails a simple box robot with two adjustable ultrason-
ic sensors. Most published work identifies sensor placement 
as a fixed design choice rather than an experimental factor. 
This gap is crucial for entry-level robots, as designs may be 
constrained to a minimal number of sensors and thus must 
optimize the placement of those sensors accordingly.

The objective of this study is to evaluate the effect of varied 
inter-sensor angles on the navigational performance of the ro-
bot in a controlled environment. A simulated robot with two 
ultrasonic sensors was tested across various trials in which an-
gles were adjusted for a robot that maneuvered around a single 
obstacle and used Dijkstra’s algorithm for path planning. Met-
rics, including success rate, path length deviation, collisions, 
and path completion time, helped quantify the robot’s relative 
performance. We hypothesize that moderate angles between 
and near 45° and 60° will provide the most effective tradeoff 
between frontal and peripheral coverage.

�   Methods
This experiment was conducted in ROS 2 Humble sim-

ulation software paired with Gazebo Fortress. The robot, a 
simple box robot with two front-mounted ultrasonic sensors, 
was simulated on this software. Each sensor was simulated as 

a cone with a fixed field of view and range, and uniform sen-
sitivity throughout. To simplify the experimentation process, 
the robot was not equipped with any actuators or wheels, and 
instead, path execution was computed on the grid that was 
discretized parallel to the direction of motion. This design 
choice helped to separate the effects of sensor placement from 
actuation variables.

Experimental Design:

In this study, the independent variable was the inter-sen-
sor angle (θ), which was tested at 0°, 30°, 60°, 90°, and 120°. 
The robot operated in a perpendicularly discretized grid envi-
ronment as outlined in Figure 2, consisting of a cube-shaped 
obstacle, small enough for the sensors to detect it within their 
conical field of view, and a fixed starting and ending point. 
In this experiment, variables such as obstacle and robot size, 
grid resolution, and sensor range were all held constant across 
the trials. At each θ, six simulation runs were conducted. The 
reported results represent the average values of those runs to 
reflect consistent behavior, rather than outliers, across trials.

The navigation path was generated using Dijkstra’s algo-
rithm, which helped identify the shortest path to a goal. While 
the algorithm accounted for obstacles in the grid, it did not 
change based on missed sensor detections, thus ensuring that 
any differences in performance could be solely attributed to 
sensor placement instead of path computation variability.

Each inter-sensor angle was tested across various trials. The 
following metrics were recorded using ROS 2 logging tools to 
evaluate performance:

•	 Success rate: percentage of trials completed without 
collisions

•	 Path length deviation: difference between the actual 
traveled distance and the “optimal” path laid out by Di-
jkstra’s algorithm

•	 Collision count: number of recorded collisions with 
obstacles

•	 Completion time: total time taken to reach the goal

�   Results 
Across all runs, each sensor configuration registered at 

least one collision with the wall, indicating a uniform suc-
cess rate of 0. Despite this, other observed metrics, including 
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Figure 1: Ultrasonic sensor: conical field of view. This geometry presents the 
detection pattern of objects with respect to distance and angle.

Figure 2: Simple ROS 2 simulation environment showing the simple robot, 
obstacle, and grid to traverse. (Left) The entity tree depicts a simple box robot 
with two ultrasonic sensors (not pictured in the simulation). By maintaining 
consistent environmental conditions across trials, performance differences can 
be attributed to shifts in sensor placement.
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path completion time and deviation, helped to distinguish 
between intersensor angle placement to provide meaningful 
insight (Table 1). For example, the lowest deviation (0.502) 
was achieved at an intersensor angle of 60°, and the fastest 
completion time (4.97s) was achieved at a sensor placement 
of 90°, indicating that optimal and time-effective paths were 
followed most closely at these moderate angles. In contrast, 
the 0° sensor configuration produced the longest completion 
time (93.27s) and the greatest deviation (1.126), confirming 
inefficiency when sensors are placed directly on top of one an-
other. At the other extreme, the 120° sensor placement also 
proved inefficient, with equally high path deviation (1.126) 
and slower runs (6.00s). This is consistent with delayed frontal 
detection in wider placements.

Intermediate angle (between 30° and 90°) yielded mixed 
outcomes that generally proved to be more promising. At 30°, 
the robot followed an average path completion time of 6.78s 
with moderate deviation (0.711), while at 45° the robot took 
8.61s, a greater amount of time, to complete the path, but at 
the same deviation (0.711). Quicker navigation did not cor-
relate with the straightest paths. Such inconsistencies depicted 
that though moderate angles generally outperformed extreme 
ones, performance was variable and usually depended on what 
metric efficiency was measured by.

To properly enable cross-metric comparison, both path time 
and deviation were normalized on a 0-1 scale, with lower val-
ues indicating greater efficiency and performance (Figure 3). 

A sensor configuration of 60° consistently minimized devi-
ation, and a sensor placement at 90° minimized completion 
time. Angles of 30° and 45° performed decently and occupied 
an intermediate range, while angles of 0° and 120° significantly 
underperformed across path time and deviation— the metrics 
that varied with each inter-sensor angle. Though an inter-
sensor angle of 60° between ultrasonic sensors had the best 
tradeoff between performance metrics, the minimized com-
pletion time at 90° demonstrates that optimal placement can 
vary depending on the metric that is prioritized.

�   Discussion 
The results support the hypothesis that moderate inter-sen-

sor angles provide the most effective tradeoff between frontal 
and peripheral coverage. Though no trial fully avoided colli-
sions, these efficiency metrics offered insight into the relative 
performance of the robot under various sensor configurations. 
At 90°, the robot achieved the lowest path deviation, and at 
60°, the robot followed the most time-effective paths, indicat-
ing that these moderate placements allowed sensors to detect 
obstacles early enough to ensure a smoother and more effec-
tive trajectory.

By contrast, the 0° inter-sensor configuration suffered due to 
overlap: both sensors consistently monitored the area directly 
in front of them while neglecting the sides. This configura-
tion created the illusion of redundancy but instead led to a gap 
in detection and thus long, inefficient runs. On the other ex-
treme, an intersensor angle of 120° produced large blind spots 
directly ahead. The robot reacted late to the obstacles directly 
ahead of it, forcing abrupt adjustments to the robot's path and 
an inflated deviation. The geometry of beam overlap produces 
an explanation for this phenomenon: narrow angles sacrifice 
lateral vision, while wider angles prove unreliable in detecting 
frontal objects.

Even in this simplified simulation environment, such trends 
confirm that the placement alone of sensors (or ultrasonic 
ones, in this case) drove the navigational capacity and effi-
ciency of the robot. These trends demonstrate that even with 
a deterministic algorithm such as Dijkstra’s algorithm, which 
guarantees the optimal route, the robot’s performance can be 
dictated by poor sensing geometry. Path planning alone cannot 
compensate for sensor misplacement.

In terms of low-cost robots in educational settings or 
hobby projects, this demonstrates how even small physical 
adjustments can have meaningful implications. In these bud-
get-constrained settings, individuals may not have the ability 
to add to their system. With this understanding, individuals 
can optimize the robot’s performance using the materials they 
already have. By intentionally selecting moderate inter-sensor 
angles, they can make minor practical adjustments that lead to 
greater results without any additional investment.

�   Conclusion 
Overall, this study yielded the finding that adjusting the 

inter-sensor angle between ultrasonic sensors in a minimalist 
controlled environment influences navigational performance. 
This knowledge can be applied to two-sensor robotic systems 
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Table 1: Simulation data representing navigation performance metrics across 
varied intersensor angles, with each value representing the average across six 
simulation runs.

Figure 3: Comparison of normalized performance metrics— time and 
path deviation— against inter-sensor angle. Lower values indicate stronger 
performance, with 60° achieving the best overall balance across both metrics.
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and beyond. Moderate sensor placements, specifically at 60°, 
minimized path completion time and path deviation consis-
tently, and vastly outperformed narrower and wider sensor 
placement configurations. Narrower configurations, such as at 
0°, proved to be inefficient due to their disregard for lateral re-
gions, while wider configurations, like at 120°, tended to create 
blind spots for the robot.

The implications of this study can be applied to designers 
of low-cost robotic systems, who may benefit from the under-
standing that geometric choices can shape system outcomes. 
By adjusting sensor placement, a minor but likely overlooked 
adjustment, designers can make steps towards smoother navi-
gation and more efficient performance.

Future work should apply this knowledge on a broader scale 
and extend these tests into multi-obstacle environments, test 
the resilience of systems in the case of sensor failure, and val-
idate whether these moderate inter-sensor angles are truly a 
“sweet spot” in real-world scenarios. Such experiments can 
further solidify the guidelines established by this study and 
apply this understanding to broader educational and practical 
contexts.
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ABSTRACT: The cash payment limits in Europe are getting increasingly stringent due to the lack of traceability. Cash 
payments often concern governments because of their use for money laundering, terrorism financing, and other illegal activities 
that increase countries’ shadow economies. For instance, one of the noticeable policies, reducing the cash payment limit to €1,000, 
was established in 2015 in France. In this paper, we explore the extent to which this policy affected tax compliance in France by 
using the difference-in-difference method together with empirical data from relevant papers for comparing the VAT gap before 
and after 2015 in France and Germany. We expect to see a decrease in the VAT gap, reflecting that the cash payment limit was 
consistent with the reduction of informality in France. Our difference-in-difference estimate shows that the VAT gap as % of 
VTTL after 2015 declined in Germany by 2.8 pp more than in France. Although the VAT gap decreased in France after 2015, 
the decrease was smaller than in Germany. Therefore, the difference-in-difference estimate suggests that the policy had a limited 
relative effect on tax compliance. Consequently, these observations could be taken into consideration for future policy studies and 
decision-making for the EU economies. 

KEYWORDS: Economics, Public Finance, VAT Gap, Tax Compliance, Cash Payment Limits. 

�   Introduction
The European economy shifts a lot from what is often called 

“traditional” cash payments to more traceable, online transac-
tions, combating informality. One of the primary reasons for 
this is the increasing VAT gap that many governments face. 
Low compliance suggests multiple issues, not only for the 
government but also for society as a whole. It decreases VAT 
revenues, reflecting the increasing informal sector of econo-
mies. Even though the shadow economy is difficult to measure 
or estimate, the VAT gap is widely considered to be one of 
its main determinants.1 Evidently, following the VAT gap esti-
mations,2,3 some countries need government intervention due 
to the low levels of compliance. France, for instance, has one 
of the largest VAT gaps in the 2009-2013 time period in the 
EU. Moreover, the country experiences challenges in VAT tax 
collection. VAT receipts in France appeared to be only 14.5% 
of total tax revenue in 2014, while the EU average was 17.5%.4 
That is why this country serves as a prominent case study of 
the EU member state that has implemented one of the strict 
cash-payment limit reductions (see Appendix A: Table A1).5 
As the OECD notes, “In France, since September 2015, there 
has been a limit of €1000 for cash payments between business-
es and individuals as well as business to business transactions.”1 
This means that residents of France wishing to purchase by 
cash can pay a maximum amount of €1,000 in cash. Many con-
sumers are highly dissatisfied with such requirements, as the 
system doesn’t allow for even a slight exception, making pur-
chasing a luxury good a more complex action today.

However, the cash-payment limitations are essential in the 
EU, because they often control terrorism finance and money 
laundering.6 Cash payments are generally untraceable, which 
makes them a driver of illegal and informal activity.1 Anoth-

er piece of evidence from the paper on the determinants of 
compliance, indicating greater improvement, states that “the 
fiscal evasion risk, which includes that of VAT evasion, is larg-
er in less digitalized countries.”7 This implies that traceability 
is crucial for keeping low levels of informality. Additionally, 
the same paper validates the strong relationship between VAT 
gap and shadow economy. That is why we link cash payment 
limitations with informality, assuming that these restrictions 
influence shadow economies directly, helping to reduce them 
in particular. Consequently, many European countries, includ-
ing France, aim to control cash flow. Nevertheless, despite the 
decrease in demand, cash remains essential as well as highly 
accessible in the French economy.8 The consumers’ behavior 
is often well explained by the cash-holding model, which sug-
gests that “the agent pays cash whenever he has enough cash 
and with another payment instrument otherwise.”9

We investigate how the 2015 reduction of the cash payment 
limit to €1,000 affects tax compliance in France. In our research, 
the majority of the literature on the cash payment restrictions 
doesn’t explore or focus on any economies in particular, but 
on the EU in general.10 While previous studies have analyzed 
VAT gaps across the EU, fewer studies focus on specific coun-
try-level policy changes. One of the relevant examples would 
be an empirical paper that raises a similar question of whether 
the cash restriction affects the tax evasion levels, investigating 
the economy of Italy.11 The Italian case findings show that cash 
restriction policies rather change the tax compliers’ behavior 
than reduce tax evasion itself.11 Our paper contributes to eco-
nomic literature in three ways. First, we extend the literature by 
studying the impact of a specific cash payment limit reform in 
France, focusing on one country rather than the EU as a whole. 
Second, we use a difference-in-difference approach with Ger-
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many as a control group, which has not been applied in this 
context in the existing literature. Third, we focus directly on 
the VAT gap as the outcome variable to measure tax compli-
ance.

Being one of the largest economies in the EU, France ap-
pears not only a strong representative, but also an important 
one to explore in order to understand the link between the ear-
lier-mentioned policy and the French economy. The strictness 
of cash payment limitation in France makes it illustrate such 
policies better. Furthermore, identifying the effect is crucial for 
policymakers’ and governments’ decisions against the shadow 
economy. We study the behavior of the VAT gap, which can 
potentially reflect a country’s informal sector, since it has a di-
rect and exceptionally strong correlation with the VAT gap.

We compare compliance in France before and after the 
2015 cash-payments limit reduction. We expect compliance 
to increase (or, in other words, the VAT gap to decrease) as 
payments should become more traceable. This might leave less 
freedom for informality and more overall control. This trend 
is already observed in related economic literature, as the EU’s 
VAT gap has declined in 2018-2020.3 It also might suggest the 
significant contribution of France, as the time period acquired 
is after the restriction implementation, which satisfies our re-
quirement for testing the hypothesis. However, it is important 
to highlight that we consider the cash-payments limitation 
to be one, but not the only factor that influences tax evasion. 
For example, changes in labor informality might also affect 
tax revenues and thus the VAT gap itself both positively and 
negatively.12

Our hypothesis is going to be tested with the use of recal-
culated empirical data from reports on the VAT gap in the 
EU-28 Member States and a strong review of already existing 
literature in the field.2,3 The difference-in-difference method 
shall be performed on the two separate economies (France and 
Germany), respectively representing one treated and one con-
trol.

Our paper is then structured as follows. In the next Sec-
tion (2), we present our data and methodology with resources. 
Next, in Section 3, the results are only shown and described, 
but are discussed later, as well as evaluated in Section 4. Finally, 
Section 5 will conclude the paper. Some of the sections are 
divided into subsections for smoother guidance and a break-
down of the paper.

�   Methods
Data:
In our paper, we used a variety of economic literature and 

empirical data from economic reports to test the hypothesis. 
In this subsection, we briefly list and explain the main sources 
that were used for collecting and evaluating data. We chose the 
VAT gap as our key variable because of its direct relationship 
with the shadow economy.13

We compared the data on the VAT gaps in the EU by taking 
the examples of the French and German economies in the “re-
ports of VAT gaps in the EU-28 member states” of 2016 and 
2020, respectively, which were our main data sources.2,3 The 
first paper reflects a 2010-2014 time period, which is before 

the 2015 cash-payment limit implementation in France, while 
the second is a follow-up update with the data when the pol-
icy was already in place. Germany was chosen to be a control 
group for several reasons. First, no similar cash restriction pol-
icy took place over the observed time period in Germany. This 
satisfies our difference-in-difference approach. Second, both 
French and German economies are considered to be among 
the largest EU economies, making them “together account for 
almost half of the euro area’s GDP.”14 With their technological 
advancements and world influence, the two economies appear 
to be comparable.14 Third, Germany’s compliance gap is close 
to the EU’s average, which makes it a strong representative not 
only of a specific economy, but also of a more collective model 
of the EU economies.15 So, we observe the same time period 
for the two developed economies in the EU to construct the 
correlation between changes in VAT compliance in France and 
its cash payment limit reduction.

In order to explain the correlation between VAT gap and 
cash payments, we used data on both the German and French 
economies. To show the relationship between the size of the 
shadow economy and VAT gap, we recorded shadow econo-
my estimates as percentages of official GDP for France and 
Germany from the “Taxation of the Informal Economy in the 
EU” report.16

Methodology:
This study explores the effect of the cash payment limit 

reduction of 2015 in France on its compliance, through the 
difference-in-difference method. We use data from reports on 
VAT gaps in EU member states and focus on France and Ger-
many over the period of 2010–2018.2,3 The pre-policy period 
is 2010–2014, while the post-policy period is 2015–2018. This 
data allows us to compare VAT gap behavior before and after 
the policy. Over the same time period (2010-2018), we ob-
served the behavior of the four key variables: VAT gap, VTTL, 
VAT revenues, and VAT Gap as a percentage of VTTL, which 
helped us to evaluate the effectiveness of the cash payment 
limit.

The main variable used in the analysis is the VAT gap as 
a percentage of VTTL. This measure allows for compari-
son across countries by removing the effect of differences 
in economic size. It is commonly used as an indicator of tax 
compliance. In order to eliminate the problem of data incon-
sistency that arose when using the data from two separate 
reports due to the revised methodology of the 2020 report, 
the data before 2014 were spliced using the ratio method (see 
Appendix A for raw series).2 Our calculations harmonized the 
data, removing these inconsistencies and allowing for accu-
rate comparison. We ran a regression to evaluate the statistical 
significance of our results (Table 4). We also computed the 
difference-and-difference estimate with a robustness check 
(Tables 3, 5). To evaluate the effect of the 2015 policy, we ap-
ply a difference-in-differences approach. France is treated as 
the policy country, while Germany is used as the control group. 
We compare the change in the VAT gap before and after 2015 
in both countries to estimate the policy effect.
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This paper explicitly highlights the link between the VAT 
gap and informality by calculating the correlation between the 
two variables. This allowed for a deeper analysis, representing 
not only the consistency of the policy with an improvement of 
the VAT gap, but also the significance of the 2015 cash pay-
ment limit. In the concluding section, we suggested potential 
improvements as well as stated the limitations of our method.

Difference-in-Difference Approach:
To apply the difference-in-difference method, we investi-

gate the behavior of the VAT gaps in France as a treated group 
and Germany as a control group over two different time peri-
ods: the pre-policy period (2010-2014) and post-policy period 
(2015-2018).

The difference-in-difference estimate is computed as fol-
lows:

Where:,
	   - the DiD estimate value for VAT gap as a percent-

age of VTTL
	     - the mean of VAT gap as a percentage of VTTL 

for the pre-policy period (2010-2014) in France
	     - the mean of VAT gap as a percentage of VTTL 

for the post-policy period (2015-2018) in France
	     - the mean of VAT gap as a percentage of VTTL 

for the pre-policy period (2010-2014) in Germany
	     - the mean of VAT gap as a percentage of VTTL 

for the post-policy period (2015-2018) in Germany
A positive difference-in-difference estimate indicates that 

the reduction in the VAT gap in France was smaller than in 
Germany, while a negative value would indicate a stronger im-
provement in France.

We then run a regression in order to estimate the treatment 
effect, evaluating the statistical significance of our differ-
ence-in-difference estimate.

Our regression model is constructed as follows:

Where:
𝑌𝑖𝑡 - the VAT gap as a percentage of VTTL
𝐹𝑟𝑎𝑛𝑐𝑒𝑖 - Dummy variable that identifies the treated coun-

try (Germany is 0, France is 1)
𝑃𝑜𝑠𝑡𝑡 - Dummy variable that identifies the policy period 

(2010-2014 is 0, 2015-2018 is 1)
𝛽₀ - Baseline VAT gap for Germany before 2015
𝛽₁ - Difference between France and Germany for the 

pre-policy period (2010-2014)
𝛽₂ - Average post-policy period change affecting both 

France and Germany
𝛽₃ - the DiD estimate value for VAT gap as a percentage of 

VTTL
(𝐹𝑟𝑎𝑛𝑐𝑒𝑖×𝑃𝑜𝑠𝑡𝑡) - An interaction term that is used to esti-

mate the difference-in-difference treatment effect
𝜀𝑖𝑡 - Error term capturing unobserved factors affecting the 

VAT gap

𝛽₃ represents the difference-in-difference estimate. A posi-
tive value of 𝛽₃ would indicate a smaller reduction in VAT gap 
in France relative to Germany, while a negative 𝛽₃ value would 
indicate the opposite.

The regression model also provides standard errors, which 
will allow us to make a judgment on the statistical significance 
of the result. The model is estimated using the Ordinary Least 
Squares (OLS) regression framework.

In our paper, the difference-in-difference approach has an 
assumption that the economic behavior of the two countries 
would have been similar if no policy had taken place. In other 
words, it relies on the parallel trends assumption. Our visu-
al presentation of the VAT gap as a percentage of VTTL in 
both countries shows that the pre-policy trends in the two 
countries are not perfectly parallel. (Figure 4) This weakens 
the validity of our difference-in-difference estimate. Because 
the initial pre-policy trends of the two economies differ, Ger-
many does not fully satisfy the assumed model of the French 
economy without government intervention. Nevertheless, 
there is a noticeable trend of the VAT gap as a percentage of 
VTTL increasing in France and Germany before the policy 
implementation in 2015. Therefore, they should be interpreted 
cautiously, with the mentioned limitation taken into consid-
eration.

In our robustness check, we applied the same treated and 
controlled groups, but with slightly different time periods: 
pre-policy period (2010-2014) and post-policy period (2016-
2018), which excludes the year of the policy implementation. 
We use an alternative post-policy period for our robustness 
check in order to eliminate the possible effects, as well as the 
sensitivity of the transition year (2015). A significant change 
in the difference-in-difference estimate after the robustness 
check might suggest the dependency of the results on the tim-
ing.

The robustness check was therefore computed as follows:

Where:
	  - The DiD estimate value for VAT gap as a percent-

age of VTTL.
	     - the mean of VAT gap as a percentage of VTTL 

for the pre-policy period (2010-2014) in France
	     - the mean of VAT gap as a percentage of VTTL 

for the post-policy period (2015-2018) in France
	     - the mean of VAT gap as a percentage of VTTL 

for the pre-policy period (2010-2014) in Germany
	     - the mean of VAT gap as a percentage of VTTL 

for the post-policy period (2015-2018) in Germany

�   Results 
In this section, we introduce our results without interpreta-

tion. These figures are explained with the highlight of the key 
findings, which are then going to be used in the discussion as 
well as the conclusion for analysis, interpretation, and evalua-
tion.
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Table 5, similarly to Table 3, shows the means of VAT gaps 
as a percentage of VTTL over two different time periods: 
pre-policy (2010-2014) and post-policy (2016-2018), but ex-
cluding 2015 as the year of the reform implementation. This 
allows us to mitigate the effect of the policy implementation 
year and revise the earlier obtained results. The values for the 
pre-policy period of both countries, therefore, remain un-
changed. However, the mean value for the post-policy period 
in France is slightly smaller: 7.4 pp instead of 7.9 pp, which 
implies a greater decrease (by 1.0 pp instead of 0.5 pp). In Ger-
many, the mean value of the post-policy period did not change 
significantly either: 8.7 pp instead of 8.8 pp, which leads to a 
similar difference of 3.3 pp instead of 3.2 pp. The computed 
difference-in-difference estimate after the robustness check 
is 2.3 pp, which is close to the earlier computed value of 2.8 
pp. This result implies that our results were consistent and not 
sensitive to the 2015 shock due to the policy implementation.

We also examine the relationship between the VAT gap and 
the shadow economy. Table 6 represents the size of shadow 
economies in each country as a percentage of its GDP over the 
same time period. The results for France show an inverse rela-
tionship, suggesting that the VAT gap may not fully capture all 
aspects of informality. For Germany, however, the results show 
a proportional trend.

In Tables 1 and 2, we reported VAT gaps (all expressed in 
millions of euros) in France and Germany over the same time 
periods (before and after the policy implementation). The ta-
bles show that both countries experienced a rise in VAT gap 
in the pre-policy period. The VAT gap in France had a lim-
ited net change over the full time period, so the VAT gap as 
a percentage of VTTL decreased only by 0.1 pp. Germany, 
however, experienced a noticeable decline in VAT gap after 
2014. Its VAT gap as a percentage of VTTL also decreased 
more significantly compared to France (by 1.8 pp), suggesting 
a larger decline compared to France.

Table 3 shows the means of VAT gaps as a percent of VTTL 
over two different time periods: pre-policy (2010-2014) and 
post-policy (2015-2018). The table shows that the mean 
VAT gap as a percent of the VTTL in France was 8.4 pp in 
2010-2014, but it then declined by 0.5 pp (to 7.9 pp) for the 
post-policy period (2015-2018). Similarly, in Germany, the 
mean VAT gap as a percent of the VTTL has declined, but by 
3.2 pp (from 12.0 pp in 2010-2014 to 8.8 pp in 2015-2018). 
The computed difference-in-difference estimate is therefore 
2.8 pp, which indicates that the reduction of the VAT gap as 
a percent of VTTL in France was smaller by 2.8 pp relative to 
Germany.

To provide statistical inference, we estimate the dif-
ference-in-differences model using an OLS regression 
framework. The coefficient on the interaction term (France × 
Post) is 2.715 and statistically significant at the 5% level (p = 
0.022). This indicates that the reduction in the VAT gap in 
France was significantly smaller than in Germany.
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Table 1: France. VTTL, VAT revenue, VAT gap, VAT gap as a percentage of 
VTTL and its changes (expressed in percentage points), 2010-2018, (EUR 
Million). While the VAT gap worsened by 3.1 pp in the pre-policy period 
(2010-2014), it declined by 2.4 pp following the introduction of the cash 
payment limit in 2015, with the overall net change of only 0.1 pp across the 
full period.

Table 2: Germany. VTTL, VAT revenue, VAT gap, VAT gap as a percentage 
of VTTL and its changes (expressed in percentage points), 2010-2018, (EUR 
Million). The VAT gap declined by 1.8 pp over the full period, with the post-
policy reduction of 2.4 since 2015.

Table 3: Mean of the VAT gaps as a percent of VTTL (2010-2018) for 
France and Germany across pre- and post-policy periods in percentage points 
(pp) showing the Difference-in-Differences estimate of 2.8 pp.

Table 4: Regression-based Difference-in-Differences estimates with 
standard errors, showing the interaction term as the Difference-in-Differences 
estimate of 2.715, significant at the 5% level.

Table 5: Mean of the VAT gaps as a percent of VTTL (2010-2018) in 
percentage points (pp)- Robustness check of the Difference-in-Differences 
estimate excluding 2015 as the reform year, which gives a Difference-in-
Differences value of 2.3 pp.

Table 6: Size of Shadow economy in France and Germany as a percent of 
official GDP, 2010 - 2018, from “Taxation of the Informal Economy in the 
EU.”16 The shadow economy of France has increased over the time period, 
while in Germany it has decreased.
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Figures 2 and 3 show increases in VTTL and VAT reve-
nue in both countries, reflecting higher economic activity over 
time. Germany exhibits higher levels in both variables, consis-
tent with its larger economic size.

Figure 1, nevertheless, shows different patterns in VAT gap 
behavior of each economy. The dynamics of the curve of France 
suggest an increasing trend before 2015, which then declines 
after the cash payment limit implementation. The VAT gap 
appears to be more stable in France after 2015. In Germany, 
we found the net VAT gap to be larger due to the greater size 
of its economy as a whole. Figure 1 shows a significant VAT 
gap decrease from 2014 to 2015 in Germany, yet this shock is 
followed by an increasing trend right after. In 2012, the gap 
between the VAT gap curves of the two countries was at its 
maximum, and in 2015, it reached its minimum due to the 
VAT gap decline in Germany, but an overall increasing trend 
in France. We observed an increase in VAT gap in France and 
Germany during the pre-policy period and a decrease during 
the post-policy period.

Figure 4 illustrates the VAT gap as a percentage of VTTL in 
France and Germany. These results were essential for under-
standing the difference and changes in the VAT gap behavior 
in each economy with respect to their scales.

The averages, however, do not determine the overall trend 
accurately, which is why we plotted our data on the following 
graphs:
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Figure 1: The VAT gap in France and Germany (2010-2018) shows a not 
perfectly parallel trend. Both countries show a rising VAT gap before 2015, 
followed by a decline in the post-policy period, with Germany exhibiting a 
steeper absolute reduction. The author’s calculations are based on Poniatowski 
(2016, 2020).2,3

Figure 2: The VAT gap in France and Germany (2010-2018) shows a not 
perfectly parallel trend. Both countries show a rising VAT gap before 2015, 
followed by a decline in the post-policy period, with Germany exhibiting a 
steeper absolute reduction. The author’s calculations are based on Poniatowski 
(2016, 2020).2,3 

Figure 4: VAT gap as a percentage of VTTL in France and Germany 
(2010-2018). Germany shows a larger post-policy decline in the VAT gap 
as a percentage of VTTL, while France displays a more modest reduction 
following 2015. The author’s calculations are based on Poniatowski (2016, 
2020).2,3

Figure 5: Relationship between VAT gap and Shadow Economy in France 
and Germany (2010-2018), showing a contrasting correlation pattern between 
the two countries. France has an inverse relationship between the two variables, 
while Germany displays a proportional trend. Author’s calculations based on 
Schneider (2022).16

Figure 3: VAT revenue in France and Germany (2010-2018) shows a 
parallel trend in the two countries. Germany’s VAT revenue levels are higher 
throughout the period, consistent with its larger VTTL base. The author’s 
calculations are based on Poniatowski (2016, 2020).2,3
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Finally, Figure 5 illustrates the correlation between the shad-
ow economies of France and Germany as percentages of their 
official GDPs and VAT gap as percentages of their VTTLs. 
The relationship between the two variables is different in the 
two countries. In Germany, the shadow economy is positively 
correlated with the VAT gap, which implies that as the shadow 
economy increases, the VAT gap increases too. In France, on 
the other hand, the opposite trend was observed; as the shadow 
economy increases, the VAT gap decreases. Figure 5 helps us to 
examine the relationship between the VAT gap and the shadow 
economy in France and Germany.

�   Discussion 
This section evaluates and discusses whether the 2015 cash 

payment limit in France has affected its VAT compliance with 
respect to the results obtained. We find that our hypothesis was 
not fully supported by the results.

First, while the VAT gap declined in France, the reduction 
was smaller than in Germany, indicating a weaker improve-
ment. Figure 1 shows that both countries experienced a decline 
in the VAT gap after 2015. In France, the decline is gradual 
and includes a small increase in 2018. In contrast, Germany 
shows a more pronounced drop around 2015, followed by rela-
tively stable levels. This is consistent with the average changes 
reported in Tables 3, 4, and 5, where the VAT gap decreases by 
about 0.5 percentage points in France and by about 3.2 per-
centage points in Germany. Overall, the reduction in the VAT 
gap is greater in Germany than in France.

Second, Figure 4 allows us to execute the difference-in-dif-
ference analysis of the cash payment limit efficiency in France, 
comparing its VAT gap as a percent of VTTL to the German 
one, excluding the influence of the two economies’ scales (or in 
other words, sizes). In Figure 4, before 2015, we observed an 
increase in VAT gap (as a percentage of VTTL), yet a decline 
right after, which is again consistent with an improvement. In 
Germany, after 2015, the trend appears to be rather stable.

Third, Tables 3 and 4 show the difference-in-difference esti-
mates that serve as counter-arguments for our hypothesis. The 
results imply a decline in the VAT gap as a percent of VTTL in 
both countries; however, with Germany experiencing a major 
improvement relative to France. The difference-in-difference 
estimate shows that the VAT gap decrease in France was 2.8 
pp (or 2.3 pp) less relative to Germany. Our regression model 
showed that this evidence is statistically significant at the 5% 
level. Our results are consistent with the estimate being close 
to the computed value after the robustness check (2.8 and 2.3 
pp, respectively). While the results obtained present a decline 
of the VAT gap in France after the policy implementation, this 
decline is not as strong as in Germany, where no such poli-
cy was introduced in the same year. So, it is likely that there 
are other factors that might have influenced the results. For 
instance, the greater improvement in VAT compliance in Ger-
many might be caused by a more effective tax administration, 
which eliminates opportunities for tax evasion more than in 
France. Another possible reason is the difference in the eco-
nomic structure of the two countries. Even though our method 

mitigated the influence of the difference in sizes of each econ-
omy, it is still impossible to fully eliminate the influence of 
other differences in institutional, business, and administrative 
frameworks. Finally, the weaker improvement in the VAT gap 
reduction of France might suggest that the policy needs a lon-
ger period to fully materialize. Additionally, our estimate relies 
on the assumption that both European economies would’ve 
had a similar behavior if no policy took place, which means that 
it highly depends on how parallel the VAT gap as a percentage 
of VTTL trends in both countries before 2015 policy imple-
mentation are. This is the parallel trends assumption, which 
was earlier mentioned in the methodology section. Because 
France and Germany show different trends of the VAT gap as 
a percentage of VTTL, they are not perfectly parallel, so the 
results should be interpreted cautiously.

Finally, linking the VAT gap trends to the shadow economy, 
we found an interesting relationship in Figure 5. In Germany, 
we observed an evident result of the shadow economy being 
proportional to the VAT gap. The relationship in France, how-
ever, shows the opposite; as the shadow economy increases, 
its VAT gap decreases. This inverse relationship may have ap-
peared due to multiple factors. Primarily, the dataset used for 
this paper was relatively small, which suggests its sensitivity 
to changes. Secondly, the VAT gap can capture only a partic-
ular part of the informal sector of an individual economy, as it 
reflects a tax evasion problem. It does not, however, correlate 
with all illegal economic activities. That is why even when 
decreasing the VAT gap, the overall shadow economy levels 
may increase due to external and other influencing factors that 
appeared to be greater in magnitude than the VAT gap im-
provement. Finally, we assume that the specifics of the time 
period may have also played a role. Therefore, the VAT gap 
cannot be taken as a perfect proxy for reflecting the shadow 
economy. From this, we consider the VAT gap to be one of 
the indicators of the shadow economy, but not its major de-
terminant. Thus, in the short run, this inconsistency does not 
necessarily imply a negative trend but shows how informality 
is affected by various aspects.

�   Conclusion 
In this final section of the paper, we conclude our findings 

as well as indicate the limitations and improvements that could 
be made.

This paper studied the effect of the 2015 cash payment limit 
reduction to €1000 in France on its VAT gap. For our analysis, 
we decided to use the difference-in-difference method, explor-
ing the behavior of such variables as VAT gap, VTTL, VAT 
revenues, and informality in two strong European economies, 
France and Germany, over the same period of time (2010-
2018).

Our key findings show that our hypothesis was not fully 
supported by the evidence. Primarily, the VAT gap trends ob-
served in both France and Germany imply a tendency toward 
improvement. When excluding the scale of each economy, we 
still observed a decrease in the VAT gap in both countries, with 
a larger decline in Germany, followed by relatively stable levels 
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in the post-policy period. However, the difference-in-differ-
ence estimate showed a smaller reduction of the VAT gap in 
France relative to Germany. This result appeared to be statisti-
cally significant at a 5% level after running a regression model, 
and it is consistent, as shown by the robustness check. Finally, 
we analyzed how the VAT gap changes links to the shadow 
economies of these two countries, determining an unexpected 
inverse relationship between these two variables in France. The 
difference-in-difference result does not support a strong pos-
itive policy effect. The findings suggest that the reform had a 
limited influence on the VAT gap reduction in France, and it 
is not enough to combat the growth of the shadow economy. 
In order to fight the informal sector more effectively, this pol-
icy should be followed by other government interventions or 
replaced with other measures. It therefore implies that further 
research is needed.

Our paper is important not only for economic literature but 
also for future policy decision-making. By expanding the VAT 
gap studies with a specific case study of the French economy, 
we provide an evaluation of the association between the cash 
payment limit policy and VAT gap improvements, which are 
currently highly debated. Our results suggest that the policy 
had a limited effect on reducing the VAT gap. Therefore, the 
cash payment restrictions alone may not be enough to reduce 
the VAT gap. Policymakers may need to combine this policy 
with other measures to improve tax enforcement.

Our method, however, has limitations, as the economies 
compared are similar to some extent, yet are not identical. The 
accuracy of the difference-in-difference method could be ar-
gued due to the absence of full control of the German economy 
(which is taken as our control group). Furthermore, there are 
external factors affecting both the French and German shad-
ow economy, which could influence our results. Consequently, 
further research is needed to determine the potential impact 
of cash payment limits outside of France. These factors leave 
our paper open to future improvement in accuracy and studies.
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ABSTRACT: Over millions of years of evolution, marine animals have optimized their hydrodynamics and efficiency of 
movement in water. Elements of marine animals can be replicated to solve real-world design problems. Hydrodynamic features 
of these animals can be copied, in particular, to help improve the efficiency and emissions of maritime transportation. This paper 
introduces the growing field of biomimetics and how this engineering tool can be utilized to increase the efficiency of maritime 
transportation. It is hypothesized that by utilizing biomimetics to replicate aspects of animal biology, the efficiency of maritime 
transportation can be improved while lowering emissions. The current and future uses of biomimetics in maritime transportation 
for drag reduction and antifouling are to be compared to current non-biomimetic solutions through a cost-benefit analysis.  

KEYWORDS: Engineering, Maritime Transportation, Biomimetics, Sharkskin Denticles, Antifouling. 

�   Introduction
Maritime transportation has played a central role in human 

society for millennia and remains essential to global trade 
today. While early civilizations such as the ancient Mesopo-
tamians applied hydrodynamic principles for irrigation and 
water management, modern maritime transportation faces sig-
nificant challenges.1 Fuel inefficiency and associated emissions 
contribute to climate change, disrupting marine ecosystems.2 
Because maritime transportation cannot be eliminated, im-
proving its efficiency and reducing its environmental impact 
is critical.

Biomimetics, the application of biological processes and 
structures to engineering design, offers a promising framework 
for addressing these challenges.3 Through millions of years of 
evolution, marine organisms have developed effective solutions 
to problems directly relevant to maritime systems, including 
drag reduction and antifouling.4,5 Leveraging these biologically 
optimized strategies provides a pathway toward improving the 
efficiency and sustainability of maritime transportation.

More broadly, biomimetics is part of a well-established 
family of nature-inspired design approaches that have been 
successfully applied across engineering, architecture, and mate-
rials science. The existence of related frameworks underscores 
that drawing inspiration from biological systems is not a specu-
lative idea, but a proven and transferable design paradigm, one 
that can be meaningfully applied to maritime transportation. 
Figure 1 provides a visual overview of the broader landscape of 
nature-inspired design approaches, situating biomimetics with-
in a continuum of strategies that draw on biological systems in 
different ways. For example, related approaches to biomimetics 
include biofabrication, which incorporates biological materials 
into manufacturing; biophilia, which integrates nature into de-
sign to support human well-being; and bionics, which applies 
biological principles to engineering and electronic systems.

This paper aims to demonstrate the potential of biomimetics 
in improving the efficiency of maritime transportation. Sec-
tion 2 focuses on the application of biomimetics in improving 
the hydrodynamics of maritime transportation vessels to re-
duce drag, improve efficiency, and reduce emissions. Section 
3 provides an overview of historical antifouling strategies and 
evaluates their performance relative to modern biomimetic an-
tifouling solutions using a cost–benefit framework. Finally, the 
future of biomimetics itself is discussed briefly in Section 4.

�   Discussion of Improving the
Hydrodynamics of Maritime Transportation
Through Biomimetics
Reducing hydrodynamic drag is a key pathway to improv-

ing efficiency and reducing environmental impact in maritime 
transportation.7 Biomimetics provides valuable insight into 
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Figure 1: Demonstration of a spectrum of bio-inspired design approaches 
similar to Biomimetics.6
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this problem, as aquatic organisms have evolved effective 
mechanisms for minimizing drag and enhancing locomotion.

Biological Inspiration: Sharkskin Denticles:
One organism that depends heavily on efficient underwater 

movement is the shark, for which sharkskin denticles play a 
key role in enhancing hydrodynamic efficiency. Denticles are 
small tooth-like structures embedded in sharkskin to reduce 
drag during swimming. Figure 2 provides a close-up image of 
these denticles. This has inspired researchers to mimic denticle 
designs to improve the hydrodynamics of various underwater 
surfaces.4

While sharkskin denticles demonstrate highly effective 
drag-reduction strategies in biological systems, their perfor-
mance in engineered applications depends strongly on surface 
properties that may not be as easily replicated in large mari-
time structures; yet, the following research studies show great 
promise for implementing them for the future of maritime 
transportation.

Role of Surface Flexibility:
Surface flexibility is a critical factor in determining wheth-

er biomimetic denticles can effectively reduce hydrodynamic 
drag. Flexibility influences not only where denticles may be 
applied on a surface, but also whether their interaction with 
the surrounding flow can produce performance benefits.

In 2012, Oeffner and Lauder conducted experiments on ar-
tificial shark skin, real shark skin, and a flexible Speedo foil 
material.4 As part of their testing setup, some denticles were 
sanded down to form small surface nubs. When applied to rig-
id surfaces, these denticles showed no consistent improvement 
in swimming performance. Although a systematic explanation 
for the lack of performance change was not provided, the sur-
face nub results suggest that denticle surface roughness alone 
is less important than the interaction between the surface and 
the flow. In particular, the ability of the shark skin to deform 
underwater, in addition to the denticles on the surface of the 
shark skin, provides the performance-enhancing benefits un-
derwater.4

In contrast, when surface nub denticles were applied to a 
flexible surface to create artificial shark skin, swimming speed 
increased by 12.3%.4 The testing in this model closely repli-
cated the hydrodynamics of real shark skin underwater. These 
denticles experienced an average strike number, 𝑆𝑡 between 
.28 and .38, which is within the range of Strouhal's number 
of swimming sharks: 0.21 to 0.41.9 This is defined as 𝑆𝑡 = 
𝑓𝐿/𝑈, where 𝑓 is the frequency of the foil, 𝐿 is the charac-

teristic length, and 𝑈 is the flow speed. Strouhal’s number is a 
dimensionless parameter that expresses the ratio of vibration-
al-to-flow velocities.10

One potential cause behind the improved performance of 
the denticles on flexible surfaces is due to how a flexible sur-
face might mimic the flesh of a shark. The denticle’s improved 
performance on flexible materials leads towards the potential 
future use of sharkskin-inspired denticles on athletic swim-
wear and flexible underwater robots.

To further assess when a surface is flexible enough to benefit 
from denticles, a scaling analysis can be used. The degree to 
which a material deforms under fluid loading is characterized 
by its bending stiffness, 𝐵 given by:11

where 𝐸 is Young’s modulus, 𝑡 is the thickness, and 𝜈 is Pois-
son's ratio.12, 13 The force exerted by the fluid can be estimated 
using the dynamic pressure, q:14

Suppose the pressure acts across a length 𝐿, the surface area 
exposed to the flow scales as 𝐿², where the total bending mo-
ment acting on the material is 𝑀=𝑞𝐿³. The ratio of the fluid 
force to the resistance force is then given by 𝐵:

Equation (3) can be used to predict if a material would 
benefit from the addition of denticles under certain flow con-
ditions. When 𝐵 < 1, the elastic resistance dominates, and the 
structure does not bend under flow, making it rigid and unlike-
ly to benefit from the addition of denticles. When 𝐵 > 1, the 
fluid forces dominate, and the structure deforms greatly under 
fluid forces. Under this regime, the structure would benefit 
most from the addition of denticles.

Several trends can be inferred from equation (3), plots of 
which are shown in Figure 3 for the case when 𝐵 > 1. First, 
thinner structures benefit more from the addition of denticles. 
Second, the flow regime is especially important. Below in Fig-
ure 3, equation (3) is graphed with 𝐵 as our dependent variable 
and 𝑈 as our independent variable. The velocity 𝑈 ranges from 
0 to 15m/s; this ranges from 0 to 29 knots. Figure 3 shows 3 
cases at thicknesses of 5 and 25mm. Additionally, a length of 1 
meter, a Poisson's ratio of .3 and a Young’s modulus of (5)10¹⁰ 
is utilized. Water density at approximately 3.98 C is assumed.

The quadratic relationship between 𝐵 and 𝑈 is evident in all 
3 cases; additionally, the thickness of the material significantly 
impacts the value of 𝐵. At the lowest thicknesses of 5mm, 𝐵 > 
1 at the majority of speeds; however, a thicker material requires 
greater speeds for 𝐵 > 1. For example, with a thickness of 25 
mm, 𝑈 must exceed 12 m/s for 𝐵 > 1. Consequently, at thinner 
values the use of denticles is almost always beneficial; however, 
as the thickness increases, the velocity of the ship must exceed 
greater and greater values for denticles to become beneficial.
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Figure 2: Image of sharkskin denticles.8
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Manufacturing Constraints and Feasibility:
Although shark skin denticles have the potential to im-

prove the drag of maritime transportation and robotics, they 

suffer from being hard to manufacture. Due to the tiny size 
of these denticles and the harsh conditions they endure, the 
manufacturing and design of these denticles becomes a signif-
icant roadblock. In 2024, Graybill and Xu analyzed different 
manufacturing techniques, including bioreplication, molding, 
3D printing, and metal CNC machining for the creation of 
biomimetic denticles.7 These denticles mimicked those of the 
Shortfin Mako Shark.7

Molding:
Molded silicone denticles were the closest in size to real 

shark skin denticles, which were also the smallest of all manu-
facturing techniques. The molded denticles experienced a drag 
reduction of 9.7% at 0.9 m/s to 18.6% at 0.45 m/s.7 Com-
pared to a flat PU sheet, molded denticles experienced 31% 
more drag reduction, and replicated denticles a 36.7% reduc-
tion with MSN texturing, which is close to the nearly 39% of 
sharkskin.7

CNC Machining:
CNC machining these denticles from Aluminum is a com-

plex and traditional process. Denticles were machined with 
spacings from 0.150 to 1.001 mm and tested with flow ve-
locities ranging from .55 to 4.52 m/s.7 The smallest design at 
0.150mm experienced the greatest average drag reduction at 
13.05%, peaking with 27.7% at 2.36 m/s.7 Along with produc-
ing the worst results, CNC-machined denticles struggle with 
feasibility, as traditional CNC manufacturing could be more 
expensive than molding or 3D printing.

3D Printing:
Another primary manufacturing method analyzed is 3D 

printing with thermoplastics. These were tested in flow speeds 
between .1 to .5 m/s with widths ranging from .15 mm to 
3 mm in width.7 Although 3D printing technology is more 
time-efficient in outputting the desired product, there are lim-
itations in the context of denticle production, where achieving 
smaller-sized denticles under 2 mm is much harder. Big-
ger denticles (~2 mm) experienced reduced drag reduction 
benefits as the form drag of a larger denticle overcomes its 
hydrodynamic benefits.7 A drag reduction of 31% was experi-
enced with the smallest denticle of width 1.53 mm.7

One of the potential benefits of 3D printing compared to 
molding is that they are easier to produce on smaller scales; 
however, on large scales, molding is a much more scalable op-
tion.7 In 2018, Domel et al. further tested 3D printed denticles 
and found that the smallest denticle with a chordwise length 
of 2.1 mm reduced the most drag.15 The denticles were 3D 
printed out of a thermoplastic with a rubber-like membrane 
designed to simulate the actual materials of sharks.15 Stat-
ic water-tank testing was conducted to measure drag forces, 
with denticles tested at three different sizes under the hypoth-
esis that smaller denticles would reduce drag relative to larger 
ones.15 Additionally, all denticles experienced increased drag at 
faster flow speeds and similar Reynolds numbers below 2000, 
suggesting the overall flow is similar between each.15
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Figure 3: Graphs of equation 3 plotted with thicknesses of 5, 15, and 25 
mm. A quadratic relationship exists between the velocity and force ratios. 
Additionally, the thickness of the material impacts the curve; thicker materials 
require greater velocities for the denticles to be beneficial. Plots generated by 
the author.
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marine organisms. Figure 4 illustrates this biofouling progres-
sion over the course of one year.

With biofouling’s impact on overall efficiency and move-
ment, antifouling techniques were guaranteed to arise. 
Antifouling is a design technique to prevent biofouling or the 
accumulation of marine life on the hull of ships. One early ex-
ample of antifouling is the plating of a ship’s hull with copper 
and lead to remove marine organisms.21 Figure 5 is an example 
of biofouling on the hull of a ship.

Conventional Antifouling Methods and Their Limitations:
Several modern antifouling solutions include regular clean-

ing of surfaces and applied coatings or paints. In the 1960’s, 
antifouling paints with Zinc, Mercury, and other toxic com-
pounds were used that had a considerable impact on the 
marine environment.23 One of the most common antifouling 
paint solutions, known as TBT, is a compound that lasts up to 
4-5 years.18 The toxic effects of TBT are well researched and 
have extreme impacts on marine biology. For example, in 1982, 
France banned the use of TBT on vessels less than 25 meters 
in length.18 Additionally, TBT has been found in human blood 
and liver.24 Compared to traditional non-biomimetic antifoul-
ing solutions, biomimetic solutions are a lot more promising 
when it comes to environmental impact.

Biomimetic Antifouling Approaches:s
One emerging biomimetic antifouling solution includes the 

use of algae-inspired biomimetic haloperoxidases.5 This solu-
tion is based on haloperoxidases that algae naturally secrete to 
prevent the attachment of microorganisms. Different haloper-
oxidases are still being tested for use, as a perfect solution has 
not yet been found, but this remains a promising antifouling 
solution. Additionally, naturally produced enzymes struggle 
with long-term stability and cost compared to their artificially 
produced alternatives. Another emerging biomimetic solution 

Overall, all machining methods found that smaller denticles 
under 2 mm in width most consistently reduced drag.16

Implications for Future Maritime Technologies:
The use of sharkskin denticles to reduce hydrodynamic drag 

and improve efficiency is incredibly promising.15 Optimizing 
for reduced drag, smaller denticles of length 1 to 2 mm on flex-
ible surfaces produce the best results. Currently, biomimetics 
research indicates that denticle-based designs are most easily 
transferable for applications involving flexible or deformable 
surfaces, such as competitive swimwear and underwater ro-
botic systems. In underwater robotics, where compliant outer 
structures are often used to enhance maneuverability and ef-
ficiency, the integration of denticle-inspired surface textures 
may offer tangible performance improvements.

In contrast, the application of denticles to large maritime 
vessels faces challenges that require more in-lab investiga-
tions. Ships and larger vessels suffer from not being able to 
have more flexible hulls without sacrificing other important 
components. Additionally, larger aquatic vessels would require 
more denticles, which could increase the cost of manufactur-
ing, assembling, and maintaining so many small structures on 
the ship’s hull.17 Drag reduction through denticle-inspired 
designs does have the potential to lower fuel consumption 
and associated emissions, but the economic and environmen-
tal costs of producing and maintaining such surfaces must be 
carefully weighed against these benefits.

Despite these challenges, sharkskin denticles illustrate 
biomimetics’ capacity to inspire novel solutions to modern 
maritime challenges, with recent studies examining denticle 
geometry, surface compliance, and hydrodynamic performance 
to evaluate their potential translation from biological systems 
to engineered marine surfaces, including ship hulls.17

�   Discussion Of Applying Antifouling to 
Biomimetics
Biofouling as an Eff iciency and Environmental Problem:
Biofouling, the accumulation of marine life, has always been 

a problem in the maritime transportation sector. The accumu-
lation of marine life on the hull of a ship results in an increase 
in weight and friction, causing an approximate 40% increase 
in fuel consumption or 72 million tonnes each year.18 Addi-
tionally, the overall cost associated with hull biofouling in the 
Navy alone is estimated to be $56 million per year.19 Although 
biofouling can impact fuel emissions and costs, biofouling also 
contributes to the spread of invasive organisms. This can occur 
when a biofouled ship travels long distances. In the state of 
Hawai’i, nearly 80% of non native aquatic species have been 
introduced through biofouling.20 This section explains bio-
fouling, a brief history of antifouling solutions, and their pros 
and cons. Furthermore, current antifouling methods are com-
pared to biomimetic alternatives.

Biofouling begins with the formation of a biofilm on a 
submerged surface, initiated by the colonization of micro-
organisms such as diatoms and protozoa. These early-stage, 
single-celled organisms create a conditioning layer that fa-
cilitates the subsequent settlement of algae spores and larger 
DOI: 10.36838/IJHSR820.17

Figure 4: Model of the biofouling process over time. Image created by the 
author.

Figure 5: Biofouling on a workboat.22
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ics suffers from the complexity of nature. Most organisms 
and their functions perform multiple roles on many differ-
ent layers. Consequently, biomimetic solutions might suffer 
from side effects that aren’t yet fully understood. The com-
plexity of reproduction in nature also doesn’t mimic modern 
manufacturing logistics, making many biomimetic solutions 
challenging logistically.

Although antifouling can improve the sustainability of mar-
itime transportation, traditional antifouling solutions have 
the opposite result. TBT, a common traditional antifouling 
solution, has immense negative impacts on the environment, 
which greatly outweigh the positives of antifouling itself. 
Fortunately, biomimetic solutions reduce the environmental 
impacts of TBT, providing an overall boost to the sustainabil-
ity of maritime transportation. Future research regarding this 
subject should involve a more in-depth cost-benefit analysis of 
TBT, Biomimetic Haloperoxidases, and other biomimetic an-
tifouling solutions, such as the use of capsaicin films. Another 
area where biomimetics improves the sustainability of mari-
time transportation is the hydrodynamics of maritime vessels. 
Improved drag can not only reduce fuel consumption but also 
transportation time, emissions, and costs. The use of shark 
denticles to reduce the hydrodynamic drag of aquatic vessels 
is delved into, along with the logistics and physics behind it. 
Along with antifouling and drag reduction, biomimetics could 
be applied to other fields within maritime transportation, such 
as propulsion and communications.
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Motorsport Brake Systems: Numerical Simulation and 
Analysis of Heat Distribution in Perforated Brake Discs      
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ABSTRACT: In motorsport, the cooling of the braking system is very important. Sustained high temperatures, resulting 
from repeated braking under high loads or at high speeds, cause a highly undesirable temporary and sudden reduction in braking 
power. To reduce these effects, brake discs and pads in racecars are typically made up of Carbon-carbon composite Materials; 
however, they too can experience brake fade, resulting in decreased braking performance, with sustained high temperatures leading 
to structural damage to the brake disc, warped brake discs due to uneven thermal expansion, and the boiling of the brake fluid 
causing the brake to feel spongy and unresponsive. Additionally, at these high temperatures, the brake disc surface may oxidize, 
causing the dust from the friction of the brake disc as well as surrounding components to possibly ignite at temperatures beyond 
1200 °C, causing a fire, thus preventing the racecar from continuing to race. This research investigates the cooling of perforated 
and non-perforated brake discs by numerically simulating the heat equation in one, two, and three dimensions, using convective 
boundary conditions at the edges of the simulated object (including at its boundaries). Results indicate that geometry, specifically 
the surface area of the brake disc due to the number of perforations, strongly influences cooling rates.  

KEYWORDS: Mechanical Engineering, Heat Equation Modeling, Finite Difference Method, Convective (Robin) Boundary 
Conditions, Brake Disc Thermal Simulation.

�   Introduction
In motorsport, braking systems are subjected to extreme 

thermal loading, with rapid, repeated high-speed decelera-
tion events generating substantial frictional heat at the brake 
pad–brake disc interface.1 This heat generation occurs consis-
tently throughout long race durations, leading to continuous 
cycles of heating and cooling. Therefore, effective heat dissi-
pation is essential for maintaining braking performance and 
preventing brake fade, a phenomenon in which braking torque 
is reduced at elevated temperatures due to temperature-depen-
dent changes in the frictional behavior of the brake disc–brake 
pad interface (and the brake disc surface, which may become 
glazed or smooth due to friction), which reduces braking per-
formance.2 As such, thermal behavior is a critical engineering 
consideration in motorsport, motivating detailed analysis of 
how braking systems dissipate heat under sustained loading.

In this research, carbon-carbon composite brake materials 
were used in the modeling due to their persistent application in 
most international racing disciplines, such as Formula 1, WEC 
(including LMH, LMDh and LMGT3), and Indycar,3,4 and 
their material properties resulting from its structure (carbon 
fibers embedded in a carbon matrix, hence the name):5 high 
thermal diffusivity, low density, and superior resistance to ther-
mal degradation (compared to traditional metallic-based brake 
systems and carbon ceramic brake systems found in high-end 
sports cars). These properties allow carbon-carbon composite 
components to withstand repeated temperature cycling (re-
peated cooling to low temperatures and heating to extremely 
high temperatures) more effectively than metallic-based sys-
tems.6 As such, highlighting why carbon-carbon composite 

braking material properties were chosen to be used in these 
modeled simulations.

Mathematical modeling provides a meticulous foundation 
for understanding how heat diffuses (propagates) through 
brake pads and discs under real-world racing conditions. The 
governing model used throughout this study is the heat equa-
tion, because it directly represents the fundamental physical 
mechanism of thermal diffusion: differences in temperature 
within a solid drive conduction from hotter regions to cooler 
regions.7 This is the same behavior expected in brake pads and 
discs after frictional heating during braking introduces thermal 
energy at the surface.8 Once heat enters the brake discs (and 
brake pads), the internal redistribution of temperature is dic-
tated by conduction. The heat equation provides a direct and 
established way to represent that redistribution over time and 
space, also allowing the spatial intensity of heat (hotspots and 
gradients) to be predicted over time. For these simulations, the 
heat equation also provides a malleable foundation for testing 
how geometrical conditions influence temperature profiles, es-
sential when modeling perforated brake discs in motorsport 
braking systems.

This paper explicitly considers the heat equation in one, two, 
and three dimensions.9

The one-dimensional form serves as a baseline conduction 
case, useful for validating numerical behavior when heat flow is 
approximated along a single direction in space:

where u(x,t) is the temperature along the rod, (dependent on 
position x and time t) and α is the thermal diffusivity of the 
material (Carbon-carbon composite). The modeling is then 
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extended to two dimensions to capture temperature variation 
across a planar domain:

where u(x,y,t) is the temperature along the rod and α is the 
thermal diffusivity of the material (Carbon-carbon compos-
ite).

The three-dimensional form is then included to account for 
conduction in the depth direction:

where u(x,y,z,t) is the temperature along the rod, and α is the 
thermal diffusivity of the material (Carbon-carbon compos-
ite).

NOTE: α is calculated by the equation            where k is 
the thermal conductivity, ρ is the density, and Cp is the specific 
heat capacity.

Because brake discs are circular in geometry (flat cylindrical 
shape), the study further established the transformation from 
Cartesian coordinates (x,y,z) to cylindrical coordinates (r,θ,z) 
using the coordinate relations x=rcos θ , y=rsin θ, and z= z. By 
applying the multivariable chain rule, the Laplacian operator 
becomes:

Boundary conditions play a critical role in predicting brake-
disc temperatures, as the heat equation only describes how 
temperature diffuses within the brake disc itself, not speci-
fying how the brake disc interacts with its surroundings. In 
motorsport applications, heat is continually removed at the 
boundaries: exposed faces (and edges) exchange heat with the 
surrounding fluid, and hollow structures within the disc (such 
as perforations in the disc) act as additional cooling boundar-
ies. Thus, in order to produce a realistic simulation of the brake 
disc temperature distribution, it is imperative that the bound-
ary conditions are assigned.10 Three boundary conditions were 
analyzed. Dirichlet (fixed temperature) boundary conditions 
assume the boundary is held at a constant temperature. This 
provides a theoretical lower bound on temperature but overes-
timates cooling compared with real brake discs, whose surfaces 
heat up significantly under load. Neumann boundary condi-
tions assume zero heat flux across the boundary; thus, heat 
cannot leave the system. While this may be useful for test-
ing pure conduction behavior or establishing an upper bound 
for temperature retention, it is not representative of braking 
systems in airflow because the parts of the braking system (no-
tably the brake discs and brake pads) always lose heat to their 
surroundings. By contrast, convective (Robin) boundary condi-
tions model heat loss in a way that closely matches real braking 
behavior: Brake discs cool primarily through convection to air, 
especially in motorsport, where airflow is manipulated and 
forced, and ventilation features are designed to accelerate the 
rate of heat removal. Convective conditions accurately repro-
duce this by linking heat flux to the temperature difference 
between the surface and the ambient environment, allowing 
the model to represent thermally active boundaries, includ-
ing surface and internal circular openings, that remove heat 

at a rate dependent on how hot the material is. Because this 
aligns with how brake components exchange heat with airflow 
and cooling channels, convective boundary conditions are the 
most physically realistic of the three. The convective (Robin) 
boundary condition is written as:11

where	  represents the outward normal temperature gradient 
at a surface. This normal derivative is physically meaningful 
both at the outer edges of the disc/plate and at the interior 
boundaries of the circular perforations for cooling. 

To calculate solutions for realistic brake geometries, the heat 
equation was solved numerically using the finite difference 
method; spatial and temporal derivatives were approximated 
using an FTCS (Forward-Time Central-Space) discretization, 
and the resulting discrete system was advanced in time to ob-
tain the temperature field.

Using this modeling framework, the brake disc is mod-
eled as a 0.5 m x 0.5 m two-dimensional square plate in four 
configurations: no perforations, one 10 cm diameter circular 
perforation, 16 evenly spaced 1 cm perforations, or 25 even-
ly spaced 1 cm perforations. Convective boundary conditions 
are imposed at the perforation (hole) boundaries, promoting 
internal cooling, and at the outer edges, ambient cooling, and 
temperature fields are sampled at regular intervals over 1000 s. 
This will be expanded on in the methodology section.

The goal of this research is to analyze brake-disc thermal 
behavior through mathematical modeling of heat distribution 
under geometric constraints, focusing on how surface-area 
changes affect heat dissipation pathways. Notably, the per-
forations are not treated as a cosmetic feature but rather as 
a quantifiable geometric intervention: increasing the internal 
boundary length (and therefore effective cooling area) chang-
es the temperature field by introducing additional locations 
where heat can be transferred to the surrounding fluid. To 
isolate this effect, a carbon-carbon composite brake disc with 
dimensions similar to those of a 2014 Mercedes W05 F1 car is 
modeled under 2 controlled configurations:

1) 1000 perforations of diameter 3 mm
2) 800 perforations of diameter 3 mm

With convective (Robin) boundary conditions applied to the 
entire surface exposed to the surrounding fluid. Outputs are 
generated at regular time intervals.

The 2014 Mercedes W05 F1 Car was chosen as it represents 
the turning point of Formula 1, bringing the historical motor-
sport into the modern era with its advanced hybrid power unit, 
molded by the regulations of that year.

This aim is motivated by the context that motorsport brakes 
undergo extreme, rapidly changing thermal loads, where 
large thermal gradients and high temperatures can induce 
brake fade (loss of braking power due to the excessively high 
temperature of the brakes) and where accurate heat-transfer 
understanding becomes a priority. Existing work discussed in 
this project includes analytical approaches (i.e., moving heat 
source simulations), experimental approaches (i.e., thermo-
graphic imaging), and FEM simulations in platforms such as 
ANSYS.1,12 However, the literature considered in this research 
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often does not closely examine brake-disc thermal interactions 
using simplified numerical solvers in a way that makes geome-
try-boundary-temperature relationships easy to interpret

Consequently, this research differs from several prior ap-
proaches in two main ways. First, it deliberately prioritizes a 
finite-difference framework, discretizing the (one, two, and) 
three-dimensional heat equation using an explicit FTCS for-
mulation such that the link between the governing partial 
differential equation and the resulting temperature fields re-
mains explicit. In the present work, interpretation is reported 
primarily on the central cross-section of the brake-disc domain 
to make spatial trends directly comparable across time. Second, 
rather than treating convection only on the external boundary, 
the study explicitly applies convective (Robin) cooling at inter-
nal perforation boundaries, as at the external boundaries, such 
that surface-area changes are evaluated through a physically 
meaningful mechanism, heat exchange with surrounding fluid, 
at every cooling interface.

Ultimately, the contribution of this study is a controlled 
numerical investigation, grounded in the heat equation and 
FTCS discretization, into how brake-disc relevant geometry 
reshapes volumetric heat distribution and cooling trends. By 
comparing different configurations of the brake disc under 
consistent boundary modeling, this work provides an inter-
pretable basis for connecting geometric design choices to heat 
dissipation outcomes in carbon-carbon composite brake-disc 
analogs.

�   Methods
The finite difference method (FDM) was chosen in pref-

erence to the Euler method because the FDM is a complete 
and consistent numerical discretization of the heat equation,9 
whereas the Euler method is only a time-integration rule.13 
The governing heat equation pairs the temporal rate of change 
of temperature to the second-order spatial derivatives (the 
Laplacian) and thus requires a computable approximation not 
only for 	    but also for 	 ,      and      . While forward Euler 
time stepping provides an approximation of the temporal deriv-
ative, it does not, by itself, deliver a mechanism to evaluate the 
spatial curvature terms that drive diffusion. By contrast, FDM 
replaces the spatial derivatives with grid-based finite-differ-
ence stencils, most commonly central differences, thereby 
converting the partial differential equation into an explicit al-
gebraic update rule at each node. This discretization naturally 
leads to the FTCS scheme, which pairs forward-time step-
ping with central space differencing, resulting in a symmetric 
diffusion model consistent with isotropic (same temperature) 
heat spreading on a uniform mesh. However, it is important 
to note that the FTCS scheme employs a Taylor series expan-
sion where higher-order terms are neglected. These neglected 
terms are the error of the large simulation that has compound-
ed over long time ranges (over a large number of iterations), 
and thus this is an inherent uncertainty in this method.

1D baseline rod simulation:
Governing equation (1D Heat conduction with variable 

conductivity).

The one-dimensional temperature field T(x,t) , on a rod of 
length, L is governed by the transient heat conduction equa-
tion with spatially varying thermal conductivity k(x):

where ρ is density (kgm-³), Cp is specific heat capacity (Jkg-¹K -¹),  
k(x) is thermal conductivity (Wm-¹K -¹), and q(x) is volumetric 
heat generation (Wm-³). Because this paper only simulates the 
cooling of the brake discs, q(x)=0 such that the temperature 
decreases monotonically from the initial conduction under 
convective heat loss.  

Geometry, grid, and material parameters:
A rod of length L=1.0 m was discretized using Nx=50 grid 

points:

	      ,                , 
Carbon-carbon composite representative constants used in 

the numerical model were:

Thermal conductivity was modeled as linearly varying along 
the rod

	             ,               , 
Such that conductivity increases from 86.3 to 129.45 Wm-¹K -¹

across the domain.

Boundary conditions (convective boundary conditions):
Convective heat exchange with ambient air was imposed at 

both ends of the 1D rod. With ambient temperature T∞ and 
heat transfer coefficient h, the end conditions are: 

At x=0, 
At x=L,
The simulations used T∞=23 °C, and h=60 Wm-²K -¹.
To represent a purely cooling scenario, the rod was initial-

ized uniformly above ambient:

with T₀ set at 1000 °C (to allow for an analyzable difference 
between, which is higher than T∞. With q(x)=0, this ensures 
the solution cools towards ambient over time rather than heat-
ing. 

Numerical method: flux-conservative f inite differences with 
FTCS time stepping:

The partial differential equation was solved numerical-
ly using the finite difference method on a uniform grid. A 
flux-conservative discretization was used for the variable-con-
ductivity diffusion term by defining midpoint conductivities:

For interior nodes, i=1, ..., Nx-2 , the spatial operator was 
approximated as

Time integration was performed using an explicit For-
ward-Time Central-Space (FTCS) update: 

For the cooling-only case,	 .
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3) Perforated plate with 16 evenly distributed perforations of 
diameter 1 cm on the plate, with convection at the edges and 
the perforation boundary

4) Perforated plate with 25 evenly distributed perforations of 
diameter 1 cm on the plate, with convection at the edges and 
the perforation boundary

Boundary conditions:
Convective heat exchange was imposed using a convective 

(Robin) boundary condition:

Applied on all outer edges of the plate and on internal 
boundaries along the perforation boundaries, where h is the 
convection coefficient, and n is the outward normal.

In the discrete scheme, convective boundary conditions were 
implemented using a Ghost-node method (where a virtual 
node outside the domain is used). To apply convective bound-
ary conditions on a Cartesian grid without explicitly meshing 
curved boundaries, the boundary flux condition is enforced 
by replacing a missing neighbor (outside the domain) with 
an equivalent ‘ghost’ temperature. This is implemented in the 
form:16

	 		               ,
This is the discrete ghost-node expression consistent with 

enforcing the convective boundary condition at the boundary.
This is applied at the outer edges and the perforation bound-

aries in the simulations.

Numerical discretization: FTCS f inite difference:
The 2D plate was discretized on a uniform Cartesian grid 

over [0, Lx] x [0, Ly] with Δx = Δy. The temperature was ad-
vanced using an explicit FTCS scheme:17

with neighbor terms replaced by the convective ghost values 
whenever a boundary is encountered.

Stability condition:
The explicit diffusion scheme requires a time step satisfying 

the standard 2D criterion (rx+ ry ≤ 0.5); for Δx = Δy, this reduc-
es to r ≤ 0.25 where	  .18

This was enforced in the simulations using:
	     ,

Simulations:
Cells inside the perforations were treated as void and held at 

ambient (296.15 K):
T(x,y,t) = T∞ for perforations.
This provides a strong cooling sink and, combined with 

Robin handling at the solid-void interface, enforces internal 
convective heat removal at perforation walls.

High-resolution perforated cases (where circular perforations 
were modeled) were used Nx = Ny = 81 for the 16-perforation 
case for improved circularity of perforations on a Cartesian 
mesh.

Implementation of convective boundary conditions:
To enforce the convective boundary conditions within the 

explicit scheme, a ghost-node method was used. At x=0 , the 
derivative was approximated by a centered difference:14

Substituting into k(0)Tx(0,t)=h(T₀-T∞) gives the left ghost 
value T-1 in terms of interior values:

Similarly, at x=L,

And substitution into k(L)Tx(L,t)=h(TN-1-T∞), yields the 
right ghost value TN . These ghost values were then used in the 
same flux-conservative formula to update the boundary nodes 
i=0 and i=Nx-1, ensuring the ends remain thermally active (the 
temperatures are not fixed but vary according to convection 
strength h).

Time stepping, stability control, and reported output times:
A uniform timestep Δt was used with explicit FTCS. Be-

cause explicit diffusion schemes are conditionally stable, 
timestep selection was controlled relative to grid spacing and 
the maximum effective diffusivity

and Δt was kept sufficiently small to satisfy the standard FTCS 
stability requirement, as Δt ≤ Δtstable.15

Five temperature profiles were extracted and plotted at 
30-second intervals such that the changes in temperature dis-
tribution would be more apparent and easier to identify. 

All computations were implemented in Python (and ran 
in Google Colab), using array-based numerics and plotted as 
two-dimensional line graphs of T(x,t) versus x. The rod do-
main was plotted over 0 ≤ x ≤ 1 m for ease of simulation.

2D Carbon-carbon composite Plate cooling with convective 
(Robin) boundaries:

A two-dimensional transient heat-diffusion model was used 
to study cooling in a 0.5 x 0.5 m square-shaped carbon-carbon 
composite plate with convective heat loss at the outer perim-
eter and at the walls of the circular perforations within the 
boundaries of the plate. The plate temperature field T(x,y,t) 
was governed by the 2D heat equation:

where α is the thermal diffusivity.

Geometry and perforation configurations:
A square plate of side length 0.5 m was used for all 2D cases. 

Four configurations were simulated:
1) Unperforated plate, with a continuous solid domain with 

convection only at the edges of the plate
2) Singular central perforation of diameter 10 cm on the 

plate, with convection at the edges and perforation boundary
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Geometry of the brake disc:
The disc geometry was defined by the outer diameter DO= 

0.278 m, inner diameter Di = 0.1816 m, and thickness H= 
0.028 m, giving RO = DO /2 = 0.139 m and Ri = Di /2 = 0.0908 
m. Because the inner radius of the brake disc is not specified 
in the 2014 FIA Regulations,24 and F1 teams prefer to keep 
their designs secret to maintain a competitive edge, Di , and 
thus Ri , was estimated from an image of the Mercedes W05 at 
the German Grand Prix.25 Through-radial perforations were 
represented with an estimated perforation diameter dp=0.003 
m and perforation depth set equal to the full radial width of 
the annulus, Ldepth = RO - Ri.26

Material model: 
The disc is treated as an effective isotropic carbon-carbon 

composite solid with constant density ρ = 1780 kgm-³ and 
temperature-dependent heat capacity and conductivity. The 
specific heat capacity, Cp (T) was implemented as a piece-
wise-linear interpolation table, using the three tabulated points 
at 473.15 K, 1273.15 K, 1773.15 K.

The material properties were updated one per global time-
step using the volume-weighted mean temperature Tmean (tn) to 
maintain internal consistency in the transient property model

		  , 	              ,	                 .

Initial conditions: 
The disc is initialized at a uniform temperature represent-

ing the post-braking thermal state of the brake disc of a 2014 
Mercedes W05 F1 car exiting turn 2 at the Autodromo Na-
zionale Monza Circuit in Italy, where T(r, θ, z, θ) = T₀ = 1000 
°C = 1273.15 K. Ambient air temperature is prescribed as T∞ 
= 23 °C = 296.15 K.

This uniform initial temperature assumption provides a 
controlled starting condition, allowing the subsequent cooling 
to be attributed primarily to conduction, convection, and per-
foration-enhanced heat loss during the 15 second acceleration 
window.

Boundary conditions:
Cooling to airflow is represented using convective boundary 

conditions, which model heat loss proportional to the tem-
perature difference between the solid and the surrounding air 
at convective boundaries. Accordingly, convective boundary 
conditions were applied on the inner bore, r=Ri; Outer rim, 
r=RO and both disc faces, z=0 and z=H, in the standard form:

For numerical implementation within the explicit FTCS 
scheme,29 the convective boundary condition

is enforced using a ghost-cell formulation, where n is the out-
ward normal, T∞ is ambient temperature, and keff =k(Tmean) is 
the effective conductivity evaluated at the volume-weighted 
mean temperature at each time step. This ghost-cell approach 
converts the boundary heat-flux relation into an equivalent 
virtual temperature just beyond the computational domain, 
enabling the same centered-difference Laplacian stencil to 
be applied at boundary nodes whilst still imposing convective 
heat loss.  

Sampling of the thermal distribution of the four plates oc-
curred at regular 30-second intervals, using a color scale for 
ease of analysis. 30 seconds was chosen, as it provided suffi-
cient time for the temperature to change sufficiently such that 
a difference could be seen, but not too much time such that the 
temperature change would be too extreme.

To quantify the cooling rate, the solid-only mean tempera-
ture was computed at each time step:19,20

This was then plotted onto a graph for all cases (refer to 
Figures 2, 3, 4, and 5), allowing direct comparison.

All simulations and post-processing were implemented in 
Python using NumPy for array operations and Matplotlib for 
plotting/exporting figures (including multi-page PDF out-
puts). The scripts were executed in Google Colab to ensure 
reproducibility and consistent runtime settings.

Modeling assumptions
In this model, the material properties a and k are treated as 

constant, and heat transfer to the environment is represented 
solely by convective boundary conditions with constant h and 
T∞, with radiation and contact resistance neglected. The fluid 
within the perforations is treated as an ambient reservoir at 
T∞, while convective exchange at each perforation boundary is 
enforced on the solid side via the ghost-node method. Mate-
rial properties within the plate are assumed homogeneous and 
isotropic, and no internal heat generation is included.

Parameters: 
In this section, I list the parameters used for the 2D 

simulation. These values all reflect the properties of the car-
bon-carbon composite material that motorsport brake discs 
are composed of.

1) 2D Plate dimensions 0.5 x 0.5 m
2) Carbon-carbon composite density,21 ρ = 1780.0 kgm-³
3) Specific heat capacity,22 Cp = 2218 Jkg-¹K -¹
4) Thermal conductivity,23 k = 86.3 Wm-¹K -¹
5) Convective heat transfer coefficient, h = 100 Wm-²K -¹
6) Initial plate temperature, Tinit = 1273.15 K
7) Surrounding ambient temperature, T∞ = 296.15 K

3D Transient brake disc cooling model:
The brake disc was modeled as a 3-dimensional annular sol-

id using cylindrical coordinates, using the standard coordinate 
relations x=rcosθ, y=rsinθ, z=z, and discretized on a structured 
(r, θ, z) to support an explicit FTCS finite-difference time in-
tegration. Heat transfer within the disc was governed by the 
transient heat equation

	         , where
The specific heat capacity, Cp (T) was implemented as a 

piecewise-linear interpolation table, using the three tabulat-
ed points at 473.15 K, 1273.15 K, 1773.15 K. The thermal 
conductivity, k(T) was also treated as temperature-dependent 
using a piecewise-linear table, and the thermal diffusivity was 
updated consistently as	             .
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Radial boundaries (r=Ri, r=RO ):
At the inner bore, r=Ri, the outward normal points in the -êr 

direction, so  	       . The convective boundary condition be-
comes

Using a centered difference at the boundary node with ghost 
temperature T-1 gives

		          →
At the outer rim r=RO, the outward normal is +êr, thus  
         and

With boundary node TNr -1 and ghost node TNr  
		           →			          .30

These ghost values are substituted into the FTCS Laplacian 
evaluation such that the radial diffusion term remains sec-
ond-order in space whilst consistently applying the convective 
flux at both radial edges.

Axial (face) boundaries:
Similarly, convection on the disc faces is enforced using 

ghost temperatures with outward normal -êz at z=0 and êz at 
z=H. The ghost values used in the centered difference are

	                            ,				           .31

Consistency with the time-dependent convection model:
At each time step, h(t), hin(t) and hout(t) are evaluated from 

the prescribed velocity-based convection model, and keff is ob-
tained from the temperature-dependent material model. This 
ensures that the applied boundary heat flux remains consistent 
with both the time-varying airflow during the acceleration of 
the F1 car and the temperature dependence of the carbon-car-
bon composite properties, specifically thermal conductivity, 
specific heat capacity, and thermal diffusivity.

Ghost-cell temperature is recomputed each time step using 
the current h(t) and keff and substituted into the boundary La-
placian stencil.

Perforation-enhanced cooling modeling:
Because the brake discs of 2014 F1 cars contain perforations 

(Ventilation holes), additional cooling is included through 2 
physically motivated mechanisms without explicitly meshing 
each perforation.

1) The internal perforation-wall convection as a distributed 
sink term

The increased internal surface area provided by the perfora-
tion walls was modeled as a volume-averaged (represented as 
an effective volumetric cooling term) convective heat-loss term 
applied throughout the solid:28

		  	        ,  

where β(t) is the time-dependent volumetric cooling rate 
coefficient, Aperforations is the total lateral area of all cooling per-
forations (where the endcaps are neglected).

(Aperforations = NperforationsπdhLdepth) and Vsolid is the net solid 
material volume of the disc (Vsolid =Vannulus–Vperforations). 

   		    	 ,  
This sink term (added volumetric cooling term) is integrated 

analytically over each Strang half step Δt / 2

2) Perforation-induced enhancement of convection at the ra-
dial-edge:

For perforations (through the radius), the perforations also 
increase airflow interaction near both radial edges.1 This is rep-
resented by boosting the effective convection coefficient on the 
inner bore and outer rim by distributing the perforation (hole) 
area evenly between the edges:

				      ,

Applied separately at R=Ri and R=RO. The face convection 
coefficient h(t) used on z=0 and z=H was not edge boosted. A 
modeling approximation, the factor 0.5Aperforations assumes that 
the through-radial perforations contribute equally to enhanced 
convection at the inner and outer radial edges. (The face co-
efficient h(t) applied on z=0 and z=H was not edge boosted, 
matching the implementation).

Together, the convective boundary conditions and the per-
forations allow the model to represent both external forced 
convection and perforation-enhanced heat removal.

Airflow convection-coefficient model:
To represent increasing forced convection during accel-

eration out of turn 2 in Monza, the convection coefficient is 
modeled as a function of time via a velocity series, prescribing 
a piecewise-linear velocity profile, defined at 1 second intervals 
over 0-15 s. The prescribed velocity (V/kmh-¹) values over 0-15 
s is shown in the table below.32

These values were used as a representative for the magnitude 
of forced convection.

A power law correlation maps the changing velocity to con-
vection:33

with href =100Wm-²K -¹ at Vref =v(0). This provides a simple 
monotonic increase in convection strength during acceleration, 
consistent with the modeling approach of forced-air cooling.

Numerical method:
The computational domain for the brake disc was defined in 

cylindrical coordinates (r, θ, z) over the annular region Ri ≤ r ≤ 
RO, 0 ≤ θ ≤ 2π, and 0 ≤ z ≤ H. The temperature field T(r, θ, z, t) 
was discretized on a structured cylindrical grid with resolutions 
Nr =220, Nθ=360, Nz =64 such that Ti,j,k

n ≈ T(ri, θj, zk, tn). The 
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Table 1: Mercedes W05 2014 F1 car Speed-Time relationship out of turn 
2 Monza.
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nodal coordinates were generated as ri =Ri + iΔr, i=0,...,Nr-1, θj 
= jΔθ, j=0,..., Nθ-1, zk = kΔz, k=0,..., Nz-1, with uniform spacings      

	  ,	  , 	     .
Periodicity was imposed in the circumferential direction to 

represent the full annulus:

which is implemented numerically by wrap-around neigh-
bors in the θ-index during the centered-difference evaluation 
of      .34

The 3-dimensional transient temperature field T(r, θ, z, t) 
was advanced using an explicit Forward-Time Centered-Space 
(FTCS) finite-difference scheme applied to the cylindrical La-
placian.35 The explicit update at the interior nodes is written as   

where (▽²T)n
i,j,k is evaluated using second-order centered 

differences in r, θ, and z,36 consistent with the cylindrical 
Laplacian, and              is the effective thermal diffusivity 
evaluated at the representative disc temperature Tmean(tn) where 
kn

eff =k(Tmean) and cn
p,eff =cp(Tmean).37 Forced convection to air 

was imposed through convective boundary conditions on the 
inner bore (r=Ri) , outer rim (r=RO), and both disc faces (z=0, 
z=H). Within the explicit FTCS Formulation, these convective 
conditions were implemented using a ghost-cell formulation, 
which defines virtual temperatures just outside the domain 
such that the centered-difference Laplacian stencil can be ap-
plied at boundary nodes while enforcing the convective heat 
flux.

Perforation-enhanced cooling was incorporated without ex-
plicitly meshing individual perforations by coupling diffusion 
with an internal convective sink term via Strang Splitting. At 
each global time step, Δt, the update follows the symmetric 
operator-split sequence:38

1) Internal sink half-step over Δt/2 applied analytically as   
			       where 	         .
2) Diffusion full-step over Δt using FTCS with centered 

spatial differences in (r, θ, z,) and periodicity in θ.  
3) Internal sink half-step over Δt/2, again applied using the 

same exponential update. 
To ensure numerical stability of the explicit diffusion up-

date at the chosen spatial resolution, the diffusion full-step 
is performed with internal sub-cycling: each global step Δt is 
subdivided into nsub smaller diffusion steps Δtsub =Δt/nsub that 
satisfies a conservative FTCS Stability bound.

At each time step, the temperature-dependent properties are 
updated consistently by evaluating cp(T) and k(T) from the pre-
scribed piecewise-linear tables at the volume-weighted mean 
disc temperature Tmean(tn), then computing cn

p,eff =cp(Tmean), 
kn

eff =k(Tmean), and	  .39 The time-varying convection 
coefficient h(t) is obtained from the prescribed velocity series 
via the power-law model, and effective edge coefficients hin(t) 
and hout(t) are computed when perforation edge-enhancement 
is applied.

Outputs:
For each simulation case, the solver produces a single 

multi-page PDF containing absolute mid-plane tempera-
ture contours at 1 s intervals from t=0 to t=15 seconds. The 
mid-plane is defined at z=H/2, because Nz=64 is even, the true 
mid-thickness plane lies between the 2 central z-slices, thus 
the plotted mid-plane field is taken to be the average of the 2 
central slices. Each of the 2 PDF outputs is a plane-view of the 
annulus (a carbon-carbon composite brake disc with 800 and 
1000 perforation jacket) on the x-y plane, with the inner and 
outer radii overlaid, and includes a colorbar in Kelvin. The page 
title reports time t, the predetermined velocity v(t), the base 
face convection coefficient h(t), and the case identifier.   

At each global time step Δt, the update proceeds as an Inter-
nal sink half-step over Δ0.5t, diffusion full-step over.

�   Results and Discussion 
1D Baseline: Variable-conductivity rod with internal heat 

source:
A one-dimensional rod model was implemented as a baseline 

case to isolate conductive heat redistribution and end-loss-
es under convection. The domain was a rod of length L=1 m, 
discretized using Nx=50 uniformly spaced nodes. The material 
properties were taken as representative carbon-carbon com-
posite values and implemented in the transient heat equation 
with convection at both ends:

			        ,

where T∞ is the ambient temperature, and h is the heat-transfer 
coefficient. Numerically, the partial differential equation was 
solved using an explicit FTCS finite-difference scheme, with a 
flux-conservative spatial discretization and convective bound-
ary conditions enforced using a ghost-node formulation such 
that the boundary heat flux responded to (T-T∞) rather than 
fixing the boundary temperature. 
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Figure 1: 1D carbon-carbon composite rod temperature profile T(x,t) under 
convective boundary conditions at both ends, showing the spatial distribution 
after the reported simulation time. The rod cools towards the ambient 
temperature through boundary heat exchange governed by h. 
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Figure 1 shows a cooling profile consistent with a symmet-
ric setup (uniform initial temperature of 1000 °C and identical 
convection at both ends). The temperature remains the greatest 
in the center while the ends cool more rapidly due to the con-
vective boundaries permitting the loss of heat from the domain 
in proportion to (T-T∞). As time increases, the thermal gradi-
ent near each boundary steepens, then gradually decreases as 
the entire rod approaches T∞(23 °C). This baseline case ensures 
that the numerical discretization and Robin boundary imple-
mentation produce physically expected behavior.

2D temperature-f ield evolution under convective (Robin) 
cooling:

A carbon-carbon composite square plate of side length 0.5 m
was simulated using the transient two-dimensional heat equa-
tion with convective (Robin) boundary conditions applied to 
exposed boundaries. Across all configurations, temperature 
fields were depicted at regular time intervals, simulating the 
decrease in the temperature of the plate. The investigated ge-
ometries were: (1) a plate with no perforations, (2) a plate with 
a singular, central 10 cm diameter perforation at the center of 
the plate, (3) a plate with 25 regularly arranged, evenly divided 
perforations with a diameter of 1 cm , (4) a plate with 16 reg-
ularly arranged, evenly divided perforations with a diameter of 
1 cm.

Solid carbon-carbon composite plate (with the outer edges hav-
ing convective boundary conditions):

This baseline result, depicted in Figure 2, shows the expected 
diffusion-dominated behavior: the strongest gradients develop 
at the external boundaries where convective heat loss occurs, 
while the interior remains hotter for longer because heat must 

be conducted to the perimeter before it can be removed. As time 
increases, the temperature field becomes progressively smooth-
er as diffusion reduces gradients throughout the domain, and 
the solution approaches a low-gradient state consistent with 
sustained convective cooling at the edges.

Carbon-carbon composite plate (with a singular central 10 cm 
diameter circular perforation at the center of the plate)

Introducing a single circular perforation at the center of the 
plate adds an internal solid-fluid interface where convective 
boundary conditions are also applied (along with those at the 
outer edges of the plate). As such, the isotherms (lines on a 
graph indicating equal temperature) are not solely controlled 
by distance to the external perimeter; rather, the interior tem-
perature structure is shaped by simultaneous conduction 
inwards towards the central perforation and conduction out-
wards towards the outer edges of the plate, as shown in Figure 
3. However, as time increases, diffusion decreases, and the field 
becomes smoother.

Carbon-carbon composite plate (with 16 circular perforations 
with a 1 cm diameter arranged regularly):

This configuration reduces the characteristic conduction 
distance from interior points to a convective boundary, which 
promotes a more spatially distributed cooling pattern. Over 
long times, diffusion still smooths the field, but the approach 
to a low-gradient state is mediated by several heat-exchange 
locations evenly distributed across the plate, as depicted in Fig-
ure 4.

Figure 2: Solid carbon-carbon composite plate simulation with temperature 
maps at 30 s intervals from 0-960 s with convective cooling on all outer edges.

Figure 3: Single-holed (single perforation) carbon-carbon composite plate 
simulation (with the outer edges and the inner perforation-fluid boundary 
having convective boundary conditions).
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Carbon-carbon composite plate (with 25 circular perforations 
with a 1 cm diameter arranged regularly)

Compared to the plate with 16 perforations, a more even 
pattern of heat distribution as many local convective inter-

faces influence the temperature simultaneously. However, the 
presence of many (25) evenly distributed sinks also means that 
large interior regions are no longer insulated from convection 
by long conduction paths to the perimeter, as evidenced by 
Figure 5. Over time, diffusion homogenizes the field, but the 
trajectory toward a low-gradient, near-ambient state is driven 
by heat removal at numerous internal boundaries rather than 
predominantly at the external edges.

Physical application of this simulation:
Within this simplified model, the simulations demonstrate 

that perforations within the material can act as distributed 
thermal sinks, reshaping transient temperature patterns. This 
supports the design intuition that perforations do more than 
reduce mass: they also alter the thermal pathway topology by 
adding internal convective boundaries where heat loss can oc-
cur.

A 25-perforation configuration cools faster than a 16-per-
foration configuration as it introduces more thermally active 
internal boundaries and also reduces the distance from any 
point on the plate to a boundary (assuming the perforations are 
evenly distributed). This is evident in Figure 6 (below) when 
the orange line indicating 25 perforations has a smaller gra-
dient than the blue line indicating 16 perforations, therefore 
showing that the greater the number of perforations, the high-
er the rate of cooling.

3D FTCS Brake disc cooling:
Two perforation cases were simulated for the Mercedes W05 

brake disc under the same 15 s acceleration-cooling period, 
where the car reaches maximum speed at 14 s: 800 perforations 
and 1000 perforations. In both simulations, the disc was initial-
ized at a uniform temperature T₀ and cooled toward ambient 
T∞ through forced convection applied on the inner bore, out-
er rim, and both brake disc faces, with perforation-enhanced 
cooling represented by an internal volumetric sink and an edge 
convection boost.

Figure 7 and Figure 8 present the peak and volume-mean 
temperature histories predicted by the 3-dimensional FTCS 
Carbon-carbon composite brake disc model over 15 s during 
the simulated acceleration of the Mercedes W05 out of turn 
2 in the Autodromo Nazionale Monza Circuit. For both the 
800-perforation and 1000-perforation simulations, the peak 
temperature remains above the volume-mean temperature 
throughout the simulation, indicating that spatial non-uni-

Figure 4: 16-holed(16-perforation) carbon-carbon composite plate 
simulation (with the outer edges and the 16 inner perforation-fluid boundaries 
having convective boundary conditions).

Figure 6: Combination of the graphs of Temperature against time for 16 
and 25 (holes) perforations (Note: the x-axis is very elongated, thus it may be 
difficult to view the graph as nonlinear).

Figure 5: 25-holed (25-perforation) carbon-carbon composite plate 
simulation (with the outer edges and the 25 inner perforation-fluid boundaries 
having convective boundary conditions).
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formity persists as the disc cools. The non-linear curvature 
of the graphs is consistent with the imposed time-dependent 
forced-convection: As the prescribed airflow increases with 
time, the effective convective heat removal increases, accel-
erating the decay of both the peak and mean temperatures. 
This curvature of the 2 simulations reflects competing effects. 
Because h(t) varies in time, while the driving temperature 
difference (T-T∞) decreases as the disc cools, weakening the 
instantaneous convective driving, with further modulation 
from Cp(t) and k(t).

A clear geometric effect is observed when comparing the 2 
graphs. The 1000-perforation case cools more rapidly than the 
800-perforation case at all times t , with the difference in the 
temperature increasing near the end of the simulations as the 
cumulative effect of the stronger internal sink (of the 1000-per-
foration simulation) increases. By t≈15 s , the 1000-perforation 
simulation reaches approximately Tpeak≈5.2 x 10²K, where-
as the 800-perforation case remains higher at approximately 
Tpeak≈ 6.3 x 10²K, a difference of approximately 100 K when 
comparing variables for each simulation. This difference arises 
from the increased effective internal convective area and asso-
ciated volumetric sink strength in the higher perforation disc, 
due to the increased heat-transfer surface area, which increases 
the net heat loss from the solid brake disc without explicitly 
meshing individual perforations.

The separation between peak and mean temperature also 
provides a compact indicator of thermal gradients: where the 
gap is greater, the field is more heterogeneous, suggesting a 
greater likelihood of local hot-spot persistence even as the bulk 
temperature decreases.

From a practical standpoint, under identical airflow forcing 
and material property updates, the higher the number of per-
forations (and thus the higher the total surface area) of the 
brake disc, the higher the overall rate of cooling of the brake 
disc, decreasing the peak temperature over the 15 s acceleration 
(and thus cooling) time period, suppressing the hottest regions 
more effectively over this period of time, suggesting a greater 
thermal-management margin for the more heavily perforated 
brake disc. This is evident in Figure 9 (below).

Figure 7: Peak and volume-mean disc temperature against time graph for 
the 1000-perforation (hole) annular disc case over 15 s under velocity-driven 
convection, in Kelvin.

Figure 8: Peak and volume-mean disc temperature against time graph for 
the 800-perforation (hole) annular disc case over 15 s under velocity-driven 
convection, in Kelvin.

Figure 9: Combination of the graphs of Temperature against time for the 
800-perforation and 1000-perforation simulations.

Figure 10: Mid-plane temperature contours for the 1000-perforation 
annular brake disc over 15 s under velocity-driven convection.
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Across both perforation configurations, the multi-page 
mid-plane temperature field outputs (figures 4 and 5) indi-
cate the qualitative cooling topology. At time t=0 s, both cases 
are spatially uniform at the prescribed initial temperature, T₀ 
= 1273.15 K, with cooling first developing as radial boundary 
layers adjacent to the inner bore and outer rim before progres-
sively penetrating toward mid-radius as time increases. This is 
consistent with the imposed convective boundary conditions 
at the edges of the brake disc and faces of the brake disc, and 
with the monotonic increase in the prescribed airflow-driv-
en convection during the acceleration of the W05 F1 car out 
of turn 2 in Monza. Simultaneously (as time advances), the 
fields remain circumferentially uniform, which is expected be-
cause the boundary conditions are applied uniformly around 
the brake disc and periodicity is enforced in θ. The dominant 
spatial structure is thus radial, with the inner bore and out-
er rim cooling the fastest, producing cooler bands at r=Ri and 
r=RO, while the interior retains higher temperature at early 
times. This behavior is consistent with convection acting on 
all exposed boundaries, with an increasing forced convection 
intensity through the prescribed h(t) during the 0-15 s accel-
eration period.  

When the 2 simulations are compared directly, the 
1000-perforation configuration cools more rapidly than the 
800-perforation configuration under the same external airflow, 
at the same time. The physical reason is geometric: increas-
ing the number of through-radial perforations increases the 
total internal convective surface area used by the distributed 
sink term and also strengthens the effective edge convection 

through the edge boost allocation, so the disc experiences a 
larger net heat removal capacity for the same external air-
flow history. This difference is also visible in the mid-plane 
contours, where the 1000-perforation simulation exhibits an 
earlier and more extensive shift towards cooler color levels at 
the same time compared to the 800-perforation simulation. 
Interpreted physically within the model assumptions, increas-
ing perforation count increases the number of thermally active 
internal boundaries, via the sink term, and enhances edge con-
vection, reducing both the absolute temperature level and the 
persistence of hot regions during rapid post-braking cooling.

Model limitations:
1) Thermal radiation is not modeled in the simulation:
Adding a realistic radiation model to my simulation involves 

not just introducing T ⁴ on the surface. In practice, radiation 
can require nonlinear boundary terms, temperature-dependent 
emissivity, and coupling with convection and conduction at ev-
ery step. With the already demanding FTCS 3D grid, adding 
radiative exchange would substantially increase the runtime 
and memory usage and therefore would require much more 
powerful computing devices than what is currently available. In 
fact, major companies such as AWS and Oracle partner with 
F1 teams, providing services for computational analysis of their 
Formula 1 cars.  

Overall, however, with the current high-resolution 3D ex-
plicit FTCS framework, incorporating coupled enclosure 
radiation would substantially increase computational cost 
and implementation complexity, often motivating the use 
of high-performance computing resources for iterative de-
sign-grade studies.

Additionally, due to the compact nature of the modern drum-
shaped F1 brake system, any heat radiated from the brake disc 
will be absorbed by this dark colored carbon-fiber drum and 
will be re-radiated back towards the brake disc. As such, there 
should not be much variation between the current simulation 
employed and the simulation updated with a radiation model.

For future work, one may consider non-linearities such as the 
Stefan-Boltzmann Law, which accounts for thermal radiation.

2) The convection coeff icient h(t) is a simplif ied surrogate:
The convection coefficient is prescribed through a pow-

er-law dependence on a velocity trace. This captures the trend 
of increasing forced convection during acceleration, but it does 
not fully resolve full under-wheel aerodynamics, brake duct ge-
ometry, or turbulence structure.

This simplified convection model is employed because re-
alistic forced convection around an F1 brake disc is strongly 
governed by 3-dimensional unsteady flow: Rotating wheel 
pumping, wheel-wake interaction, brake-disc jet impingement, 
strong curvature and separation, and turbulence. In a high-
er-resolution, higher-fidelity approach, the local heat transfer 
coefficient h is not prescribed; it emerges from a conjugate heat 
transfer computation where the airflow and disc conduction 
are solved in a coupled manner, producing a spatially and tem-
porally varying all heat flux. Achieving this fidelity typically 
demands fine near-wall meshing, turbulence modeling, and 

Figure 11: Mid-plane temperature contours for the 800-perforation annular 
brake disc over 15 s under velocity-driven convection.
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small time steps, leading to large cell counts and long runtimes, 
a simulation that would require the use of powerful computa-
tional devices.  

Therefore, h is prescribed in my model as an engineering 
surrogate to capture the first-order effect of increasing forced 
convection during acceleration while keeping the model com-
putationally tractable.

3) Perforations in the brake disc are not explicitly meshed:
Approximating the perforations as a distributed sink and an 

edge boost avoids meshing thousands of features, yet it fails to 
capture local jetting and recirculation.

The unmeshed model in the simulation is used, since mesh-
ing thousands of perforations substantially increases the grid 
size and runtime. To resolve a perforation with diameter Sev-
eral cells across it in each direction are necessary. Repeating 
this process for up to 1000 perforations increases the grid into 
hundreds of millions of cells, which is unfeasible without the 
use of powerful computing devices.

4) Effective isotropic conductivity and representative tem-
perature:

In this model, the temperature-dependent thermal con-
ductivity k(T) and specific heat cp(T) are implemented as 
piecewise-linear tables, but (for computational tractability in 
the High-resolution 3-dimensional explicit FTCS scheme) 
they are evaluated once per time step using the volume-weight-
ed mean temperature Tmean(t). This gives stepwise-constant 
effective values keff =k(Tmean) and cp,eff =cp(Tmean) that are ap-
plied uniformly across the domain for that time step. However, 
this model forces the whole disc to use the same same keff, 
and cp,eff based on Tmean, so hotspots and cooler regions can-
not conduct or store heat differently, despite k(T) and cp(T) are 
temperature-dependent. Consequently, the model can mises-
timate local cooling rates and temperature gradients, reducing 
accuracy for predicting hotspot persistence and subtle small-
scale thermal non-uniformity. 

The model employs this simplified material behavior 
because updating k(T) and cp(T) everywhere would be com-
putationally expensive. The simulation evaluates properties at 
the volume-weighted mean temperature, once per global step, 
and uses that for keff, cp,eff and αeff . This prevents the necessi-
ty of recalculating variable coefficients at every node sub-step, 
which would significantly raise the computational cost whilst 
still maintaining a relatively high degree of accuracy. 

Physical implications of this simulation:
Within this simplified FTCS-based 3-dimensional model, 

a comparison between the 1000-perforation and 800-perfo-
ration results from this simulation indicates a consistent 
acceleration of the rate of cooling when the number of perfo-
rations is increased, evidenced both by the peak temperature 
and volume-mean temperature plots in Figure 7 and Figure 8. 
In both simulations, the curves are monotonically decreasing 
over the 0-15 second window, but the 1000-perforation case 
remains systematically lower after the initial transient, indicat-
ing that the additional perforation area increases the resultant 

heat-removal rate through the combined mechanisms used in 
the model. 

By the end of the simulated interval, the 1000-perforation 
case reaches a peak temperature of approximately 520 K and 
a volume-mean temperature of approximately 500 K , whereas 
the 800-perforation case remains higher at roughly 630 K and 
and a volume-mean temperature of 600 K. This corresponds 
to an end-of-window reduction on the order of ΔT≈110 K in 
both peak and mean when moving from 800 to 1000 perfora-
tions. 

In a 2014 Formula 1 operating context, that scale of reduc-
tion is sufficiently large to be meaningful: it implies less time 
spent at elevated brake disc temperatures during the corner-ex-
it acceleration phase, which decreases the probability of brake 
overheating and thus brake failure, thus increasing repeated 
braking performance, and reduces the possibility of brake over-
heating (despite the high maximum temperature which can be 
withstood by carbon-carbon composite brakes) and brake fail-
ure.

�   Conclusion 
This study developed a progressively higher-fidelity tran-

sient heat-conduction framework for motorsport brake 
cooling. Beginning with 1-Dimensional and 2-Dimensional 
FTCS finite-difference simulations with convective (Rob-
in) boundary conditions to confirm that the explicit FTCS 
diffusion scheme behaves correctly via the 1D case. It also 
ensured that the scheme is applicable to a larger field with 
geometric effects, before simulating the computationally ex-
pensive 3-Dimensional simulation. In the 3D simulation, the 
carbon-carbon composite disc representative of the 2014 Mer-
cedes W05 Formula 1 racecar was initialized uniformly at T₀ 
= 1273.15 K and cooled over 15 s, towards ambient air T∞ = 
296.15 K using time-dependent convective boundary condi-
tions on the inner bore, outer rim and both faces of the brake 
disc, where increasing convection coefficient h(t) is driven by 
the prescribed, increasing velocity history; the mid-plane fields 
and peak volume-mean graphs depict boundary-initiated cool-
ing with persistent internal non-uniformity over this period 
of time. Under identical material parameters and conditions, 
the 1000-perforation configuration cools at a higher rate and 
reaches lower peak and mean temperatures compared to the 
800-perforation configuration, as the modeled effective con-
vective area (the total surface area) of the brake disc is greater 
due to the presence of an additional 200 perforations for the 
1000-perforation configuration simulation (compared to the 
800-perforation configuration simulation). Therefore, ac-
cording to the model employed, it follows that the greater the 
surface area in contact with the surrounding fluid, the greater 
the rate of cooling. In motorsport, namely, Endurance racing, 
Indycar and Formula 1, where brake thermal margins are nar-
row, as engineers are persistently working to shave hundredths 
of a second off of lap times, and because consistent high per-
formance braking is repetitive, these simulations are significant 
as improved heat loss rate can stabilize brake response when 
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there are frequent heavy braking zones and reduce the risk of 
thermally driven performance loss across each lap.
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ABSTRACT: This article investigates the Gamma and Beta functions, two key special functions in mathematics and mathematical 
physics. It begins by presenting their integral definitions, basic properties, and their application, including the connection between 
the Gamma function and factorials and the relationship between the Gamma and Beta functions. The applications are also 
considered, especially in physics and applied mathematics, where these functions appear in problems involving the ideal classical 
gas, the harmonic oscillator, probability distributions, and integration formulas. This article highlights the importance of the 
Gamma and Beta functions as useful tools for solving mathematical problems in science and engineering.  
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�   Introduction
Mathematics is a fundamental study that supports many 

fields, including physics, chemistry, natural science, engineer-
ing, economics, and architecture. For example, it provides tools 
for analyzing patterns, modeling real-world phenomena by 
analyzing statistically, and predicting future events. Although 
mathematics may seem separate from everyday life, the base of 
modern society is based on mathematical ideas.

A function is one of the key concepts in mathematics, and 
some advanced functions appear frequently in mathematics, 
physics, and engineering, called special functions. For example, 
the gamma function, beta function, Bessel functions, Legendre 
polynomials, and spherical functions are special functions. Spe-
cial functions help solve differential equations, evaluate difficult 
integrals, and model complex systems from their properties. 
For instance, the recurrence relation of the Gamma function 
allows factorials with a continuous number, which can be used 
to model the time until a specific number of events occur.

This article focuses on the gamma function and the beta 
function. The gamma function, written as Γ(z), extends the 
idea of factorials beyond positive integers. It is often used in 
calculus, probability, statistics, physics, and engineering. For 
example, it is used in the gamma distribution, chi-squared 
distribution, improper integrals, differential equations, and 
formulas involving higher-dimensional geometry.1

The beta function is another important special function de-
fined by an integral. It is closely related to the gamma function 
and has the symmetry property B(x, y) = B(y, x). It is used in 
probability theory, especially in defining the beta distribution, 
and it also appears in physics and engineering problems involv-
ing trigonometric and weighted integrals.

Together, the gamma and beta functions allow many com-
plicated expressions and integrals to be written in simpler 
closed forms. They are widely used in theoretical mathematics, 
physics, statistics, and scientific computation. This article will 
introduce their definitions, basic properties, important identi-
ties, and applications, including Euler’s reflection formula and 

examples from quantum physics, statistical mechanics, and in-
tegral evaluation.

�   Results and Discussion 
Properties of the Gamma Function:
Definition:
The Gamma function is denoted as Γ(z), and this is a math-

ematical function that generalizes the factorial function to 
complex and real number arguments (except for non-positive 
integers, where it is undefined). It is defined as:

for complex numbers z with a positive real part.

Recurrence relation:
The recurrence relation shows the value of the function at 

a given number using the value at the previous number. This 
relation shows that the value of the gamma function at z + 1 
is equal to z multiplied by the value of the gamma function at 
z, which is related to how factorials are related to each other.3,4

When z>0

The Gamma function at z equals z − 1 times the Gamma 
function at z − 1.

Proof:
Solve

Evaluating
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In this expression, we assume that z > 1; therefore, the entire 
expression approaches zero.

Now we are left with the following:

From these proofs, we conclude that:
𝛤 (𝑧)=(𝑧−1)𝛤 (𝑧−1)

Relation to factorial:
The Gamma function generalizes the factorial function to 

all complex numbers except for negative integers. For every 
positive whole number n, the value of the gamma function at n 
is equal to the factorial value of n − 1.

𝛤 (𝑛)=𝛤 (𝑛−1)!
The Gamma function at n is equal to the factorial n − 1.3,4

Proof:
The recurrence relation of the Gamma function shows why 

the Gamma function is connected to the factorial function. 
Since equation (1),

𝛤 (𝑧)=(𝑧−1)𝛤 (𝑧−1)
has already been proved, we can use it to show that the 

Gamma function gives the same values as factorials when the 
input is a positive integer. First, we check the base case:

Also,
0!=1

Therefore,
𝛤 (1)=0!

Now, using the recurrence relation, we obtain
𝛤 (𝑧)=(𝑧−1)(𝑧−2)(𝑧−3)…𝛤 (1)

Since 𝛤 (1)=1, we obtain
𝛤 (𝑧)=(𝑧−1!)

From these proofs, we conclude that:
𝛤 (𝑛)=𝛤 (𝑛−1)!

This means that the Gamma function gives the same val-
ues as factorials for positive integer inputs, while also allowing 
similar calculations for non-integer and complex values.3

This can be used in probability and statistics. For example, 
the Gamma function is used in the gamma distribution.3 This 
distribution is commonly used to model waiting times like the 
time until a machine fails or the time between random events.5 
In these situations, the shape of the distribution does not al-
ways have to be a whole number. It may be a decimal value, 
such as 2.5. By using this factorial relation of the gamma func-
tion, it is possible to calculate the decimal value of a factorial.

Special value:
Some special values of the Gamma function are important, 

allowing us to connect with 𝜋. The Gamma function at 1/2 is 
equal to √𝜋.

𝛤 (1/2) = 𝜋
In this proof, we use the Gaussian integral, 𝐼 , which is de-

fined as

Since this integral is difficult to evaluate directly, we square 
it:

This variable y is only used to create a copy of I. Since they 
are both integrals of the same product, their product is still 𝐼².

𝐼² can also be written as:

To simplify, we use polar coordinates:
x ² + y ² = r ²

Therefore,

This integral can be separated:

These two integrals can be calculated as:

and

Therefore,

Since 𝐼>0,

From these proofs, we conclude that:

This special value of the Gamma function gives exact values, 
connecting the Gamma function to. This value is also used to 
calculate other half-integer values.

For example,

They allow us to simplify difficult expressions instead of 
leaving an answer in complicated form.

Euler’s Reflection Formula:
Euler’s reflection formula is an identity that relates the 

Gamma function at z and 1-z.3,4 It is especially important in 
complex analysis and the theory of special functions.4

For complex numbers z where z is not an integer:

Proof:
We begin with Euler’s infinite product representation:
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where 𝛾 is the Euler-Mascheroni constant.
Now replace 𝑧 by −𝑧 . We obtain

Next, we multiply these two expressions:

The exponential factors cancel:

Therefore,

Since (1+𝑎)(1−𝑎)=1−𝑎²,

Now we use the infinite product expansion of the sine func-
tion:

Therefore,

We substitute this into (2),

We cancel out z,

Now we use the recurrence relation (1),
𝛤 (𝑧)=(𝑧−1)𝛤 (𝑧−1)

Replace 𝑧 by 1−𝑧 ,
𝛤 (1−𝑧)=(−𝑧)𝛤 (−𝑧𝑧)

Multiply both sides by 𝛤 (𝑧),
𝛤 (𝑧)𝛤 (1−𝑧)=−𝑧𝛤 (𝑧)𝛤 (−𝑧)

Substitute for (3),

Then,

Therefore,

From these proofs, we conclude that

Euler’s reflection formula gives a relationship between 𝛤 (𝑧) 
and 𝛤 (1−𝑧). This allows difficult Gamma function values to 
be expressed in terms of trigonometric functions. Special val-
ues such as              and for the Gamma function at negative 
non-integer values can be calculated using Euler’s reflection 
formula.

Applications of the Gamma Function:
Quantum Mechanics: Quantum Harmonic Oscillator:
The harmonic Oscillator is one of the important models of 

physics. Any mass experiencing a restoring force near a sta-
ble equilibrium behaves like a harmonic oscillator for small 
vibrations, and because of this, harmonic oscillators appear 
throughout nature and form the basis of many human-made 
technologies, including clocks and radio circuits. In quantum 
physics, energy comes in fixed, discrete levels rather than a 
smooth range in the system of a harmonic oscillator.6 This 
simple model turns out to be very powerful because it helps 
describe vibrations of atoms, molecules, and even the behav-
ior of light in a cavity. We will study in this section how the 
Gamma function appears in the quantum harmonic oscillator.

A Gaussian moment is the expected value of the power of a 
variable in a Gaussian distribution. The Gaussian distribution 
(also called the normal distribution) is a type of symmetric bell-
shaped probability distribution. In one-dimensional quantum 
harmonic oscillators, the wave function of the ground state 
is Gaussian, so these moments naturally appear.6 Therefore, 
quantities such as 〈x²k〉 can be directly reduced to Gaussian 
moments.7

Consider the general Gaussian moment:

Let u=x², du=2xdx,

Substitute:

From the definition of the Gamma function,

Therefore,

By symmetry,

Example 1: Normalization of the ground-state wave func-
tion:

In quantum mechanics, a wave function must be normal-
ized, meaning that the total probability of finding the particle 
must be equal to 1. Therefore, the ground-state wave function 
must satisfy

We substitute

obtaining
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For a gas particle moving in three dimensions, the particle 
can move in 3 direction of: x, y, and z. Therefore, it has three 
translational degrees of freedom. Each direction contributes:

So the average kinetic energy of one particle is:

If a gas contains 𝑁 particles, the kinetic energy will be

This formula shows that the internal energy of a classical 
ideal gas is proportional to the number of particles and the 
temperature. As the temperature increases, the internal energy 
increases.

This result can be calculated using the Gamma function in a 
more advanced derivation. The average energy of gas particles 
can be calculated using integrals over momentum in statistical 
mechanics. These integrals have the form:

This can be written using the Gamma function:

The gamma function gives a more advanced way to obtain 
the same result through statistical mechanics, giving the inter-
nal energy formula,

Properties of Beta Function:
Definition:
The Beta function, denoted as B(x, y), is a special function 

defined for real numbers
x, y > 0. It is given by the integral:

It is also known as the Euler integral of the first kind.

Symmetry Property:
The symmetry property states that the Beta function is un-

changed if we swap its two input values:10

𝐵(𝑚,𝑛)=𝐵(𝑛,𝑚)
This means the Beta function treats its two arguments 

equally. Geometrically, this reflects the symmetry of the inte-
grand when the variable t is replaced with 1 t. For example, B(2, 
3) is equal to B(3, 2).

Proof:
We start from the definition

Now make the substitution t = 1 − u. Then
dt = -du

Therefore, the normalization condition becomes

The integral                 is a Gaussian integral. Using the 
Gamma function, it can be simplified as:

Therefore,

Solving for 𝐴, we get

Therefore, the normalized ground state wave function is

This shows that the Gamma function is useful when deter-
mining the correct normalization constant for the quantum 
harmonic oscillator.

Example 2: Expectation value of x in the ground state:
The expectation value of position is defined by

Substituting the normalized probability density gives

The function xe-ax2 is an odd function since replacing x by 
–x changes its sign. Since the integral is taken over the interval 
(-∞, ∞), the positive and negative contributions cancel each 
other.

Therefore,
⟨x⟩= 0

This shows that the average position of the particle is zero 
in the ground state, meaning that the particle has no preferred 
direction from the center of the oscillator.

Ideal Classical Gas and the Equipartition Theorem
An ideal gas is a model for a gas with a few assumptions, like 

negligible particle volume, no intermolecular forces, perfectly 
elastic collisions, and random motion.8 This model follows the 
ideal gas law, PV=nRT. It is easy to handle in statistical me-
chanics and useful when calculating pressure, volume, mole, 
and temperature. In reality, gas particles do interact, have a 
measurable volume, and can liquify or solidify at low tempera-
tures and high pressure.

In classical statistical mechanics, the equipartition theorem 
gives a direct link between a system’s temperature and its aver-
age energy.9 It is often referred to as the law of equipartition. 
The basic idea is that, at thermal equilibrium, energy is shared 
evenly among all available forms, so that each degree of free-
dom carries the same average kinetic energy.
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Now separate the powers of r, z, and 1-z

Therefore, the integral becomes

This can be written as

The first part of this integral is the Gamma function:

The second part of this integral is the Beta Function:

Therefore,

which equals

This relates the beta function to the gamma function. Ap-
plying this allows us to calculate beta expressions using given 
gamma values. For example, it ensures that the sum of all pos-
sible outcomes in a beta probability equals 1. In calculus, it 
helps calculation by simplifying beta integrals into gamma 
values.

Reduction Formula:
The reduction formula is a useful identity that allows us to 

express a Beta function with one of its parameters increased 
by 1 in terms of the original Beta function. The Beta function 
can be difficult to compute directly for all values. But with this 
formula, we can reduce a harder case to an easier one. We want 
to show:

Proof:
Using the relation between the Beta and Gamma functions,

substitute y+1

Using the recurrence relation of the Gamma function,
𝛤 (y +1)=y𝛤 (y)

and
𝛤 (x+y+1) = (x+y)𝛤 (x+y)

Therefore,

and when t goes from 0 to 1, u goes from 1 to 0.
So the integral becomes

Reversing the limits of the integral gives

which is the definition of B(n,m), therefore,
𝐵(𝑚,𝑛)=𝐵(𝑛,𝑚)

From this proof, we conclude that swapping the two inputs 
of the Beta function does not change its value. This symme-
try often simplifies calculations and formulas. For example, 
in statistics, the Beta distribution has two “shape” parameters, 
and its formula does not change if those two parameters are 
swapped. In integrals, this symmetry means you can swap the 
roles of the two powers and still get the same result.

Relation with Gamma Function:
This property connects the Beta function to the Gamma 

function, Γ(z), which generalizes the factorial. The relation-
ship is:

Recall that for natural numbers:
𝛤 (𝑛) = (𝑛−1)!

So, the Beta function can also be written using factorials 
when x and y are whole numbers. This formula is extremely 
useful in simplifying expressions involving Beta and Gamma 
functions.3

Proof:
To start with, we will rewrite (4) as:

𝛤 (x)𝛤 (𝑦)=𝛤 (x+𝑦)𝐵(x,𝑦)
Next, we will look at the Gamma function definitions,

and

Multiplying these two integrals will give

Simplify by
𝑟 = 𝑢 + 𝑣

and

The Jacobian for this substitution is
du dv=r dr dz

After substitution, the integral (5) becomes
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This can be written as

Going back to the relation between the Beta and Gamma 
functions,

Therefore,

 These formulas let us calculate B(x,y) by reducing x or y by 1. 
This is useful when evaluating integrals of polynomials or trig-
onometric powers. Each application of the reduction formula 
gets rid of one power. For example, it is used in integration 
techniques when reducing ∫ θ dθ or ∫ θ dθ one power at a time.  

Trigonometric Representation:
This formula gives a new way to compute the Beta function, 

not with powers of t, but with powers of sin θ and cos θ, where 
θ ranges from 0 to π/2.10 We show that

Proof:
We begin with the definition of the Beta function:

We are going to change the variable of integration from t to 
𝜃 . Let,

t = 𝜃
First, we find how the limit changes from this substitution:

t = 0 ⇒ 𝜃 = 0 ⇒ 𝜃 = 0
t = 1 ⇒ 𝜃 = 1 ⇒ 𝜃 = π/2

Now, differentiate:
t = 𝜃

dt = 2sin𝜃 cos𝜃 d𝜃
Now we substitute into the original integral (5):

Since
t 

x+1 = (𝜃)x-1 = (sin𝜃)2x-2

and similarly,
(1-t)y-1 = (𝜃)y-1 = (cos𝜃)2y-2  

Therefore

Now, we can simplify by combining powers:
(sin𝜃)2x-2 x sin𝜃 = (sin𝜃)2x-1 

(cos𝜃)2x-2 x cos𝜃 = (cos𝜃)2x-1

Therefore,

This is the trigonometric representation of the Beta func-
tion. It is especially useful for integrals that involve powers 
of sine and cosine. Such integrals appear when finding areas 
under curves or volumes of solids with circular symmetry. In 
physics and engineering, this representation also appears when 
studying sinusoidal signals, such as sound waves, alternating 
electric currents, and vibrations. The Beta function helps turn 
these complicated trigonometric integrals into simpler expres-
sions.

�   Conclusion 
This article has summarised the key properties of the Gam-

ma function and Beta function. It covers the definition of the 
Gamma function to start with, then proves the recurrence rela-
tion, which shows that the value of the Gamma function at z + 
1 is equal to z multiplied by the value of the Gamma function 
at z.3 From this relation, we covered the factorial relation. We 
also discussed the special values, including the calculation of 
𝛤(1/2) = √π . In addition, we proved Euler’s Reflection Formu-
la, which is an identity that relates Γ(z) and Γ(1 − z) through 
the sine function.

For the Beta function, we showed its symmetry property. 
This means that the order of the arguments does not matter. 
We then proved its close relationship with the Gamma func-
tion. This connection highlights how the Beta function can 
be expressed using Gamma functions, which can be applied 
to simplify calculations and solve more complex problems. 
We also explored the reduction formula, which allows more 
complicated Beta function expressions to be simplified. The 
trigonometric representation, which ties the Beta function to 
integrals involving sine and cosine, was also proved. Finally, 
we covered special cases such as B(1, n), which simplify simple 
fractions.

We also introduced Gaussian moments and the one-di-
mensional quantum harmonic oscillator to show how these 
functions are applied in physics, particularly for describing 
distributions and quantum systems. For example, the Gam-
ma function helps calculate probabilities and energies in these 
contexts. In addition, we discussed the classical ideal gas in 
three dimensions and its internal energy. We have explained 
how these mathematical tools can be applied to real physical 
systems in thermodynamics. Also, the ideal classical gas, where 
we looked at the internal energy of a classical ideal gas in 3 
dimensions, can be applied to chemistry, physics, and other 
various fields.

In conclusion, these properties allow us to calculate more 
complicated problems more simply. Because of their extremely 
useful properties, they are applied in various fields such as phys-
ics, probability and statistics, calculus, engineering, and many 
others. The Gamma function and Beta function described in 
this manuscript are widely used in the real world.
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Gamma and Beta functions and their applications in mathe-
matical physics.
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ABSTRACT: Recent developments have aimed to improve the efficiency and specificity of CRISPRa (activation) and CRISPRi 
(interference), different complexes involving the dCas9 enzyme, aiming to upregulate or downregulate genes through promoter 
binding. Allosteric regulation in the arCas9 system enables inducible and temporal control of CRISPR, using small molecules and 
corresponding ligand receptors. These engineered systems integrate ligand-binding domains (e.g., the estrogen receptor ESR1) 
directly onto the Cas9 or onto scaffold/effector domains. This permits activation of CRISPR based on the presence of specific 
signals (4-Hydroxytamoxifen in the case of ESR1), allowing precise ON/OFF switching. This allostery represents an improvement 
from the original CRISPR-Cas9 systems, which are constitutive in the presence of guide RNA (sgRNA) and often inadvertently 
create off-target effects. Building on the framework of ligand-based control and dCas9 gene regulation, we theorized a construct 
containing a dead allosterically regulated Cas9 (darC9) with effector domains. A darC9-effector domain platform could activate 
genes or inhibit regulators in the presence of ligands, allowing reversible and controlled triggers for various genetic engineering 
applications. Utilizing a Gibson assembly, we tested the combination of a recipient dCas9-VP64 plasmid with a sourced ESR1 to 
generate a darC9-VP64 molecule with precise ON/OFF capabilities. We completed an in silico design of a darC9-VP64 tool with 
theoretical imaging capabilities through GFP. We found that amplification of the 5’ Gibson assembly fragment was successful, but 
we had challenges amplifying the ESR1 and 3’ Gibson assembly fragment.  

KEYWORDS: Biology, Molecular Biology, arCas9, CRISPR, dCas9. 

�   Introduction
Since its inception, the Clustered Regularly Interspaced 

Short Palindromic Repeats (CRISPR) gene editing system has 
revolutionized the field of gene therapy and holds immense 
potential for many other fields in therapeutics and medicine. 
The system, popularized in 2012, is capable of locating and 
making cuts within the nucleus, using the Cas (CRISPR-asso-
ciated protein) molecule (sourced from Streptococcus pyogenes 
or related bacteria) and short sequences called single-guide 
RNAs (sgRNAs). The Cas molecule employs its two nucleas-
es, RuvC and HNH, to cleave the complementary and target 
strands of DNA, respectively.1

Mutations of the Cas molecule at designated sites (D10A 
and H840A)2 produce a dead Cas9 (dCas9), a molecule that 
is able to locate desired loci but is unable to make cuts, min-
imizing the off-target effects (unintended edits in other loci) 
of CRISPR. A derivative of this novel process is the CRISPRi 
and CRISPRa structures, which utilize CRISPR’s locating 
abilities with a dCas9 in conjunction with an activation or de-
activation domain to reversibly upregulate or downregulate a 
gene.

CRISPR interference (CRISPRi) works to downregulate a 
gene, utilizing a dCas9-sgRNA complex that binds to a com-
plementary strand of a desired region, blocking transcription 
elongation using effector domains (such as KRAB). Converse-
ly, CRISPR activation (CRISPRa) enables the targeting of any 
gene using specific and programmable sgRNA sequences to 
upregulate the selected gene. It localizes itself near a locus of 
interest and recruits transcription factors using activation ef-

fector domains (such as VP64 or p65) that are fused to one 
or both N- and C- termini of the dCas9. The effector do-
main recruits endogenous transcriptional activators, making 
downstream transcription of a protein-coding sequence more 
efficient, which successfully upregulates a gene.3

Advances to the first-generation dCas9-VP64 system form 
the second generation of CRISPR activation/Cas. The CRIS-
PR SAM system (Synergistic Activation Mediator) combines 
dCas9 with specifically engineered sgRNAs to substantially 
boost transcription and activation. The dCas9 is fused with 
aptamers that bind to MS2 proteins, recruiting additional acti-
vation domains. SunTag, another second-generation CRISPRa 
approach, uses more VP64 per dCas9 with a repeated peptide 
scaffold, outperforming first-generation activation levels.4,5

A further advancement to CRISPR is incorporating induc-
ibility and allosteric regulation. Conditionally activated Cas9s 
are capable of 25-fold higher specificity in target genomic 
sites of the human cell than wild-type Cas9 (wtCas9).6 The 
first iteration of arCas9 (Oakes et al.)7 fuses a ligand-binding 
domain (LBD) to a Cas9 to create arCas9. The traditional li-
gand-binding domain used in arCas9 is an estrogen receptor 
ligand-binding domain (ER-LBD), usually an ESR1, that 
binds with 4-Hydroxytamoxifen (4-OHT).7 Other approaches 
to conditionally activated Cas involve chemically induced plas-
mids, or intein-mediated splits in the Cas9 molecule (Table 1).

A Polymerase Chain Reaction (PCR) is a nucleic acid am-
plification technique that aims to create millions to billions of 
exact copies of a DNA target based on the number of cycles. 
Each cycle has a denaturation, annealing, and extension step.8 
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A Gibson assembly is a cloning procedure used to combine 
multiple features of different plasmids into one. A desired 
plasmid is produced by amplifying overlapping fragments 
(usually with PCR) and combining the amplified fragments 
with a 5’ exonuclease, a DNA polymerase, and a DNA ligase. 
This allows for the desired sequence to bind with a linearized 
recipient plasmid at a specified target site.9 Both of these tech-
niques are essential tools for biomolecular research.

Based on these prior efforts, we theorized the creation of 
a darC9-VP64 system that would be capable of inducible 
allosteric activation, permitting reversible upregulation of a 
target gene. A functional darC9-VP64 tool would be able to 
temporally activate desired genes after ligand administration, 
which would be particularly effective for in vivo therapeutic 
applications requiring the minimization of off-target effects.

We developed a system to produce a darC9-VP64 plasmid 
through an in silico Gibson cloning assembly using a host and 
recipient plasmid to produce ESR1 and dCas9-VP64, respec-
tively. The Gibson cloning assembly involved three fragments: 
the region from AgeI (the upstream restriction site) to the 
ERBD insertion site, the ERBD, and the region from the 
ERBD insertion site to BamHI (the downstream restriction 
site). Experimentally, we saw successful PCR amplification of 
the AgeI fragment, but were unsuccessful for the remaining 
fragments, demonstrating that darC9-VP64 is a feasible tool.

�   Methods
Theoretical design and engineering review:
A literature review was conducted to assemble various ap-

proaches to engineering Cas9 systems. Queries were done in 
PubMed, using the keywords “inducible”, “Cas9”, “CRISPRi”, 
and “CRISPRa”. Three tables were assembled to summarize 
findings for each system: Table 3 for inducible approaches, 
Table 4 for CRISPRi, and Table 5 for CRISPRa, found in 
Appendix A.

Among the reviewed CRISPRa systems, first-genera-
tion dCas9-VP64 provides the weakest activation levels, 
requiring multiple gRNAs and producing off-target effects. 
Second-generation approaches such as VPR and SunTag im-
prove activation potency through multiple effector domains, 
but suffer from variable efficiency. All reviewed systems rely 
on constitutive promoters, which provide no temporal control 
over gene activation. This gap motivates the development of a 
darC9-VP64 tool that can combine the activation functionality 
of CRISPRa with the allosteric control from a ligand-binding 
domain.

Plasmid templates:
Two plasmids were used as templates and recipients. 

dCAS9-VP64_GFP was a gift from Feng Zhang (Addgene 
plasmid #61422; http://n2t.net/addgene:61422; RRID:Ad-
dgene_61422). It was used as a recipient for the ESR1 
insertion. pBLO1811_arC9_noNLS_human was a gift from 
David Savage (Addgene plasmid #74494; http://n2t.net/ad-
dgene:74494 ; RRID:Addgene_74494), which was used to 
source the ESR1.

Plasmid streaking and colony validation:
To conduct the plasmid streaking protocol, LB-agar plates 

containing 100 μg/mL ampicillin were labeled with the plas-
mid identification and date. A sterile pipette tip was used to 
collect cells from the plasmid agar stab, which were then in-
oculated onto the plate by streaking to establish a dense initial 
region. Serial dilution streaking was performed by transferring 
cells with fresh tips in a spiral pattern to promote the isolation 
of single colonies. The inoculated plates were incubated over-
night at 37°C. Colony growth was assessed the following day, 
and plates were sealed with Parafilm and stored appropriately.

Thermal cycling:
The T100 BioRad Thermal Cycler was used for all thermal 

cycling applications during the procedure. The thermocy-
cling conditions were as follows: denaturation at 95°C for 2 
minutes; 33 cycles of 95°C for 30 seconds, primer annealing 
temperature for 30 seconds (Table 2), 72°C for 2 minutes and 
15 seconds; followed by a final extension at 72°C for 5 minutes.

In silico:
Addgene was used for ordering and validating sequenc-

es. BLAST was used to validate and characterize plasmids 
sourced from Addgene, utilizing a tiling approach where se-
quences were broken up into 500bp chunks for more accurate 
queries. Benchling was used for sequence alignments to vali-
date the dCas9-VP64 plasmid and the ESR1 plasmid (Figure 
1). Benchling was also used for the Gibson assembly (link to 
final sequence can be found in Appendix B), annotation, and 
primer design.

Validation:
Validation was done by creating digestion mixtures that 

included designated amounts of CutSmart buffer, restriction 
enzymes BamHI and AgeI, and colony DNA. The mixture 
was then incubated at 37°C for 16 hours. The mixture was 
then loaded into a gel cast that ran at 180V for 4-5 hours. The 
gel was then imaged using the Invitrogen iBright 1500 and 
excised.

Throughout the process, gel electrophoresis was employed 
to validate digestion and PCR products, and primer design 
was iteratively refined based on experimental outcomes. The 
final steps involved isolating validated DNA fragments and 
preparing them for subsequent cloning procedures. This was 
done by visualizing the band under the iBright imager and 
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Figure 1: Sequence alignment of dCas9-VP64 #61422 and arC9 ESR1 
template (see Plasmid templates). Black lines at the top represent “votes” 
(homologous pairs between the two sequences). Red bars above the plasmid 
annotations represent sections that are “skipped” by the alignment due to a 
lack of homology. Both Cas9 sections are entirely homologous except for 
the ERBD in the aligned sequence (bottom) and the D10A and H840A 
mutations in the template sequence (top).
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excising it using a scalpel. The gel was then digested with the 
Qiagen Gel Isolation Kit and its corresponding protocol.

PCR Setup & Conditions:
Primer working stock was set up as follows: 2.5 μL of Taq 

buffer (1X); 0.5 μL of dNTPs (200 μM); 1 μL of MgCl2 (2 
mM); 5 μL of the FWD and REV primers at 1 μM; 100 ng of 
gDNA; 0.25 μL of Taq polymerase (1.25 U); and RNase-free 
water until the stock reached 25 μL.

�   Results and Discussion 
Theorized design:
We presumed that integration of a ligand-binding domain 

onto a catalytically inactive Cas9 fused to an effector domain 
enables inducible, precise gene expression or regulation with 
high temporal control. In the proposed design, binding of the 
small-molecule ligand 4-hydroxytamoxifen to an estrogen 
receptor ligand-binding domain (ER-LBD) triggers a con-
formational switch, shifting the complex to an ON state, and 
allows it to locate and subsequently recruit transcription fac-
tors.

In silico assembly of darC9-VP64 reveals a promising engi-
neering strategy:

To engineer the darCas9-VP64 construct, a systematic in 
silico workflow was implemented, beginning with a review of 
plasmid design strategies. Three approaches were considered: 
1. cloning VP64 onto a dCas9-ESR1 plasmid,7 2. inserting 
ER-LBD into the dCas9-VP64 backbone, and 3. an approach 
involving site-directed mutagenesis of arCas9-VP64. Due to 
available resources and construct feasibility, the second ap-
proach was selected, utilizing the dCas9-VP64 plasmid as the 
recipient and using the arCas9 plasmid for the ER-LBD tem-
plate. These vectors were chosen due to their compatibility for 
Gibson cloning, uniform delivery method, and corresponding 
restriction sites.

Key restriction sites, AgeI and BamHI, were identified as 
optimal insertion points for ER-LBD based on sequence 
alignment, and corresponding primers were designed to am-
plify these regions. The ER-LBD insertion site was identified 
at 231.7

A construct was designed to assemble darC9-VP64 in 
Benchling. dCas9-VP64 served as a backbone. The host 
plasmid was then digested at the AgeI and BamHI sites. 
One primer pair covered the region from AgeI to the ESR1 
insertion site at 231, and the other primer pair covered the 
downstream region from 231 to BamHI. The individual frag-
ments of the assembly are shown in Table 1. The primer pairs 
for PCR are shown in Table 2.

Based on the construct, a theoretical procedure was created: 
to assemble darC9-VP64, restriction enzymes would digest 
the recipient plasmid (dCas9-VP64) at the selected restric-
tion sites (AgeI and BamHI) in order to create an opening 
for ERBD insertion. After restriction enzyme digestion, each 
fragment would be amplified with PCR, and then Gibson 
cloning would attach the fragments to assemble the completed 
plasmid.

Gibson assembly of ESR1 into dCas9-VP64 f inalizes the con-
struct:

The dCas9-VP64 host was first validated and then digested 
at the AgeI and BamHI sites (Figure 3). The outputs of this 
process were the validation of the ordered dCas9-VP64 plas-
mid and the isolation of DNA between AgeI and BamHI for 
ESR1 insertion.

Initial PCR attempts to amplify the desired fragments en-
countered challenges, notably with the BamHI site, which can 
be attributed to insufficient elongation time for the larger 3kbp 
product. Adjustments were made to the annealing temperature 
and PCR protocol, resulting in successful amplification at the 
AgeI site, but gel imaging (Figure 2) found that the ERBD 
insertion and the BamHI amplifications were unsuccessful. 
For BamHI, the incorrect DNA template was used. For the 
ERBD, we theorize that the failed reaction is due to improper 
annealing times and/or temperatures. Ongoing reflection on 
protocol modifications and next steps will be required to en-
sure reproducibility and technical rigor.

After successful amplification, Gibson cloning would ligate 
the three regions and the dCas9-VP64 backbone, creating 
darC9-VP64.
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Table 1: List of fragments from in silico Gibson assembly on Benchling. 
Color corresponds to Figure 3. Fragments 2-4 were amplified. “Start” and 
“End” refer to the base pair coordinates from each fragment’s source plasmid.

Table 2: Primer pairs for PCR reaction. Annealing temperatures were 
calculated using Benchling.
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fragments demonstrates the plausibility of constructing a dead 
allosterically regulated Cas9-VP64 tool that could reversibly 
upregulate a gene after 4-OHT activation.

We attempted to actualize this tool, but we realized that 
amplification of the ESR1 domain is especially difficult due 
to GC-rich sections. We successfully amplified the AgeI to 
ESR1 insertion site section, but could not validate the ESR1 
and downstream sections. We theorize that this is due to low 
primer annealing rates, as a result of imprecise temperatures. 
Further optimization is required for amplification of the un-
successful regions. We believe that this can be done through 
more precise PCR thermal cycles.

Inducible transcriptional activation would be engineered us-
ing a dCas9-VP64 fusion gated by an ER-LBD. After sgRNA 
base pairing, the dCas9-VP64 complex would recognize the 
target promoter and position itself at the locus. In the absence 
of the ligand (4-OHT), ESR1 would constrain the complex in 
an OFF conformation. Administration of 4-OHT would cause 
an allosteric transformation that permits recruitment of tran-
scription factors. This would enable reversible, time-specific, 
and tunable control of gene expression.

A functioning darC9-VP64 platform has high potential in 
therapeutics and gene editing due to its precision. It combines 
the allostery of arCas9, which has high pertinence for in vivo 
applications requiring incredibly precise timing,7 with the re-
versibility and less destructive nature of regulatory CRISPR 
activation. Compared to other approaches to allostery, such as 
intein splicing, darC9-VP64 offers greater reversibility, as in-
tein-mediated splicing is a permanent, one-way reaction once 
triggered. This makes darC9-VP64 better suited for applica-
tions requiring variable, temporally precise gene regulation, 
such as in developmental biology or therapeutics. This system 
is especially well-suited for applications requiring polygenetic 
manipulation, as it is especially effective for the coordinated 
and repeatable regulation of multiple genes.

Future work involving darC9-VP64 will focus on optimizing 
PCR conditions for the ESR1 and flanking fragments to com-
plete the Gibson assembly and validate the full darC9-VP64 
construct through cell assays.
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short guide RNA, used in CRISPR editing to direct nucleas-
es to desired loci; AAV, standing for Adeno-associated viral 
vector; and KRAB, standing for Krüppel-associated box, a 
transcription repressor domain.

DOI: 10.36838/IJHSR820.20

Table 3: Compilation of approaches for inducible (conditionally activated) 
Cas9 systems.

Table 4: Compilation of approaches for dCas9 interference (CRISPRi) 
systems.

Table 5: Compilation of approaches for dCas9 activation (CRISPRa) 
systems.
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ABSTRACT: In India, building tall residential buildings often uses aluminum formwork systems because they allow for quick 
construction and can be reused. However, there is rarely an assessment of how well these systems perform in real construction 
sites. To fill this gap, the study looks into how efficient these systems are and how reusable they are in actual site conditions. Using 
firsthand data from an ongoing high-rise project, such as schedules, labor deployment, on-site observations, and repair records, 
the study measures efficiency by examining how long it takes to complete each floor and the amount of labor used. Reusability 
is evaluated by looking at how many times the Formwork can be reused, how often repairs are needed, and how much material 
is wasted. The results of this study provide practical insights and a method for better planning and management of formwork 
systems. The study concludes that with proper planning, handling, and management on-site, aluminum formwork can lead to 
faster construction across multiple floors, fewer repairs, and more reuse cycles.  

KEYWORDS: High-rise Construction, Aluminum Formwork Systems, Formwork Reusability, Construction Efficiency, 
Labor Productivity, Floor Cycle Time. 

�   Introduction
In India, high-rise residential construction is always asso-

ciated with tight schedules, high material demands, repetitive 
structural layouts, and labor efficiency requirements. In such 
projects, effective planning and faster construction are crucial 
for overall project performance. Construction speed in high-
rise buildings is strongly influenced by the type of formwork 
system used.1 The selection of an appropriate formwork system 
directly affects labor productivity, material usage, construction 
cycle time, and surface finish quality. The relationship between 
formwork systems and project performance has been examined 
in several engineering studies by Thiyagarajan et al. and Hurd.2,3 
Formwork is a temporary system used to support, hold, and 
shape freshly placed concrete until it gains sufficient strength to 
carry loads. Formwork accounts for a significant portion of the 
total cost and time in reinforced concrete structures, especial-
ly in wall-slab systems. Studies on high-rise construction also 
show that repetitive floor layouts improve the efficiency and 
reusability of formwork systems.4 Aluminum formwork sys-
tems are designed for repetitive high-rise construction as they 
are modular and panel-based. These systems use prefabricated 
aluminum panels to cast slabs and walls in a largely monolithic 
manner, allowing construction cycles to be repeated floor by 
floor. Previous studies comparing aluminum and conventional 
formwork systems indicate that the lower weight and higher 
dimensional accuracy of aluminum panels enable faster erec-
tion and de-shuttering, which reduces construction time and 
labor dependence.5 These studies also suggest that aluminum 
formwork systems can achieve high reuse cycles when man-
aged properly. However, several studies have clearly suggested 

that the actual performance of aluminum formwork systems 
depends strongly on site-related factors such as handling prac-
tices, storage conditions, workforce skill levels, and planning 
quality.1,6 In practice, aluminum formwork performance is 
often judged based on supplier recommendations or past ex-
perience rather than direct measurement on construction sites. 
This creates a research gap, as project-based information on 
construction speed, labor productivity, reuse cycles, repair fre-
quency, and material losses is rarely documented for Indian 
high-rise projects. Without empirical evidence, engineers and 
project managers rely mainly on assumptions that may not re-
flect actual site performance. Prior studies of formwork systems 
have similarly indicated the need for empirical, site-specific 
data so that assumed performance benefits can be validated.1,4 

Therefore, a site-based evaluation is required to support tech-
nical decision-making and improve formwork management 
practices in the Indian construction context. This study ad-
dresses this gap by evaluating the performance of aluminum 
formwork systems at a real high-rise residential construction 
project in India. The central research question is: Do alumi-
num formwork systems, when properly planned, handled, and 
managed, give better and improved construction efficiency 
and higher reuse performance across successive floors in real 
site conditions? The study specifically examines construction 
efficiency using floor cycle time and labor deployment as in-
dicators, and material reusability using achieved reuse cycles, 
repair frequency, and material wastage. This study addresses 
this gap by carrying out a site-based evaluation of aluminum 
formwork systems used in a high-rise residential construction 
project in India. The study focuses on construction efficiency, 
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measured using indicators such as floor cycle time and labor 
requirement, and material reusability, measured using achieved 
reuse cycles, repair frequency, and material wastage.

�   Material and Methods
This study follows an empirical, site-based research ap-

proach. The analysis is based mainly on primary data collected 
directly from a real high-rise residential construction project in 
India. Secondary literature is used only to support background 
understanding, selection of performance indicators, technical 
calculations, and standard engineering practices.

Study Area and Project Description:
The selected project for this case study research is Sobha 

International City, located in Sector 109, Gurugram, near the 
Dwarka Expressway. Refer to Figures 1 and 2. The project is 
developed by SOBHA Limited, a reputed, well-established 
real estate developer known for large-scale residential projects 
and quality construction practices.

The project consists of high-rise residential towers with 
repetitive floor layouts and reinforced concrete wall-slab struc-
tural systems, as shown in Figure 3. Aluminum formwork is 
used for the wall and slab construction on multiple floors. The 
repetitive structural configuration and organized construction 
layout make this project suitable for evaluating construction 
efficiency and material reusability of aluminum formwork 
systems. The location near the Dwarka Expressway provides 
good accessibility for material movement, labor mobilization, 
and equipment operation, which supports continuous con-
struction activities.

Refer to Table 1 for project information such as location, 
building type, number of floors, and typical floor area.

Data Sources and Data Collection:
Data were collected through direct site-based observation 

and review of construction records. Laboratory testing was not 
involved in this study. Observations were carried out during 
ongoing construction activities to understand actual site con-
ditions, including formwork erection, concreting, stripping, 
handling, and storage of aluminum formwork panels.

Primary Data Sources:
Primary data were collected from the following sources:
Site observations during the erection, concreting, and 

de-shuttering of formwork; construction schedules showing 
actual floor cycle durations; labor deployment records for typi-
cal floors; reuse and repair records maintained by the formwork 
team; interviews and informal discussions with site engineers 
and supervisors; using multiple data sources helped improve 
the reliability, accuracy, and consistency of the collected infor-
mation. Appendices referenced: Appendix A: Sample of site 
observation sheets and Appendix B: Interview questionnaire 
format.

Performance Indicators:
The following parameters were selected for evaluation using 

commonly adopted indicators from previous formwork stud-
ies:

Construction Efficiency, Floor cycle time (days per floor), 
Labor deployment per floor, Reusability, Number of reuse cy-
cles achieved, Repair frequency, Material wastage

These indicators are widely used in studies related to form-
work performance.

DOI: 10.36838/IJHSR820.21

Figure 1: Project location map: Sobha International City, Sector 109, 
Gurugram.

Figure 2: Satellite image: Sobha International City.

Figure 3: Analysis of structural drawings justifying aluminum formwork 
system suitability.

Table 1: Project information gathered from the site engineer at Unimax 
International, part of the Max Group.
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Procedure
•	 Data collection was carried out floor by floor during 

regular site visits. The sequence of activities followed 
during data collection included:

•	 Observing aluminum formwork erection and de-shut-
tering processes across multiple floors

•	 Recording actual floor cycle times from construction 
schedules

•	 Collecting labor deployment data from site records
•	 Reviewing reuse and repair information with the form-

work team
•	 Cross-checking collected data with site engineers to 

ensure accuracy
•	 To ensure consistency across different floors and reduce 

errors in reporting, this procedure is followed.

Engineering Design Checks:
Standard engineering checks related to fresh concrete pres-

sure, load on props, panel deflection, and safe de-shuttering 
were considered as part of normal construction practice to en-
sure safe and repeatable use of aluminum formwork systems 
on site. These checks were to maintain safety and quality con-
trols during construction.

Detailed formulas, assumptions, and sample calculations 
based on relevant codes and standards are presented separately 
in Appendix C.

Data Analysis Method:
The collected data, which refer to Figure 4, were analyzed 

using simple comparative and trend-based methods: Planned 
and actual floor cycle times were compared to study construc-
tion efficiency; labor deployment trends were reviewed across 
repeated floors; reuse cycles and repair records were analyzed 
to identify patterns related to panel type and handling prac-
tices.

Data Limitations and Adjustments:
During the Initial stages of construction, complete records 

for some floors were not available, and repair information for 
a few panels was not clearly updated. These issues were tak-
en care of through discussions with the site supervisor and by 
observing additional floors. In cases where exact values were 

not available, average values were used. Such adjustments are 
commonly adopted in practical construction site studies.

�   Results and Discussion 
Construction Efficiency:
The aluminum formwork system requires a floor cycle time 

of 8 to 9 days per floor in the studied project. Previous studies 
on conventional formwork systems report typical floor cycle 
times in the range of 12 to 15 days per floor, which are used 
here only for reference from the literature.

This comparison clearly shows a difference in construction 
time when aluminum formwork is used under repetitive con-
ditions. During the initial floors of the project, the cycle time 
was slightly higher due to a combination of factors. These in-
cluded the initial learning period as workers became familiar 
with the aluminum formwork system, as well as the greater 
structural complexity typically associated with lower floors. 
Lower floors commonly contained more complex reinforce-
ment layouts, higher fresh concrete pressure due to larger 
concrete head, a higher density of openings such as doors and 
windows, and more detailed corner and junction connections. 
These conditions increased the time required for accurate pan-
el setting, alignment, and support, which contributes to longer 
cycle times independent of worker experience. However, after 
3 to 4 repetitions, the structural layouts became more uniform, 
and workers better developed familiarity with the aluminum 
formwork system. As a result, the cycle time became stable 
and consistent, indicating improved workflow and coordina-
tion. Labor deployment ranged between 70 and 90 workers per 
floor. The proportion of skilled labor was approximately 25 to 
30 percent, while the remaining workforce mainly consisted of 
semi-skilled labor. For this research study, skilled labor refers to 
workers who have previous experience in aluminum formwork 
operations, including carpenters and formwork supervisors 
who can independently interpret construction drawings, align 
panels correctly, and operate lifting equipment. Semi-skilled 
labor refers to workers with general construction site experi-
ence who are assigned repetitive tasks such as carrying panels, 
prop placement, and routine cleaning, under the direct super-
vision of skilled workers. These labor categories are consistent 
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Figure 4: Decreasing floor-wise construction cycle over progressive floors.

Table 2: Construction efficiency benchmark.
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deck panels have shown high rates of repetition with minimal 
damage, supporting the benefits in terms of durability reported 
in earlier studies.

In terms of long-term material performance, aluminum pan-
els maintain dimensional accuracy and surface condition across 
repeated cycles when proper maintenance is followed. Accord-
ing to Thiyagarajan et al. (2017),1 aluminum formwork panel is 
capable of achieving 200 to 300 reuse cycles under appropriate 
handling and storage conditions. High repetition reduces the 
total quantity of formwork required over the project duration 
and lowers long-term construction costs. The high reuse po-
tential observed in the present project is consistent with these 
published values and confirms that the durability of aluminum 
formwork is closely tied to site management practices rather 
than material limitations alone.

These findings indicate that aluminum formwork systems 
can achieve high reuse levels when proper inspection and 
maintenance practices are followed on site. Figure 7 shows how 
the number of reuse cycles changes among different aluminum 
panel types. Figure 8 shows how often repairs are required and 
the types of damage observed during repeated use. Site obser-
vations gave a practical insight into the on-site performance of 
aluminum formwork systems.

with standard labor classifications generally followed on Indi-
an construction sites.

As the number of repetitions increased, workers became 
more familiar with the aluminum formwork system, which 
led to a gradual improvement in labor productivity. Overall, 
these results show that aluminum formwork supports short-
er and more stable construction cycles in repetitive high-rise 
construction. Figure 5 shows the number of workers engaged 
per floor during aluminum formwork operations.

As shown in Figure 6, the floor cycle time reduced and sta-
bilized after repeated use of the aluminum formwork system, 
reflecting a learning curve effect.

Reusability:
Aluminum formwork systems offer high reuse potential 

(refer to Figure 7 and Figure 13) and long service life when 
compared to timber and plywood formwork systems, which 
can only be reused a limited number of times. Properly 
maintained aluminum panels can be reused across multiple 
construction cycles. According to Thiyagarajan et al. (2017), 
aluminum formwork panels are capable of achieving up to 200 
to 300 reuse cycles, reducing the need for frequent replacement 
of formwork materials. High repetition reduces the total quan-
tity of formwork required over the project duration and lowers 
long-term construction costs. Aluminum panels with good 
durability also maintain dimensional accuracy and shape over 
repeated uses, which helps in achieving consistent concrete 
quality and reduces rework. In this project, standard wall and 
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Figure 5: Labor deployment for aluminum formwork operations is decreasing 
per floor stage over time.

Figure 7: Higher reuse cycles achieved by different aluminum panel types.

Figure 8: Damage frequency by panel type: corner and beam panels exhibit 
the highest susceptibility to both minor and major damage.

Figure 6: Learning curve effects in aluminum formwork: stabilization of 
cycle time and reduction in labor deployment across repeated floors.
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repetitive use, material efficiency, and environmental impact 
are major concerns. Aluminum formwork systems are increas-
ingly adopted not only for construction speed and surface 
quality, but also for their reusability, recyclability, durability, 
and long-term environmental benefits. This section discusses 
the sustainability, cost efficiency, and environmental impact of 
aluminum formwork systems based on site observations and 
supported by published research.

Aluminum can be recycled multiple times (refer to Figure 
11) without loss of quality or strength, making aluminum 
formwork suitable for sustainable construction practices. Ac-
cording to the International Aluminum Institute, more than 
90% of aluminum used in construction is recyclable, and pro-
ducing aluminum from recycled material requires only about 
5% of the energy needed to produce aluminum from raw baux-
ite.7 This high recyclability means that:

Scrap aluminum obtained from damaged or retired panels 
can be recycled. End-of-life formwork systems do not become 
landfill waste. Material value is recovered at the end of service 
life. In the present project, damaged panels and scrap alumi-
num were either returned to the supplier or sold to authorized 
recyclers, supporting circular economy practices (refer to Fig-
ure 12).

Carbon Emissions in Manufacturing and Life-Cycle Impact:
The environmental impact of aluminum formwork systems 

depends mainly on the energy source used during aluminum 
production. According to the International Aluminum In-
stitute, aluminum produced using hydropower has a carbon 

Most panel damage was observed during the stripping and 
shifting stages. In several cases, rough handling during the re-
moval of panels caused bending at the edges and minor surface 
dents. Panels that were handled carefully showed fewer defects 
and could be reused for a greater number of cycles.

Storage practices also had a significant impact on panel 
condition. Panels that are stored in designated storage areas 
with wooden battens placed in between are found in better 
condition than panels stacked directly on the ground. Proper 
stacking of panels reduced contact damage and surface wear 
significantly. These observations show that handling and stor-
age practices play a critical role in maintaining the overall 
quality of formwork and achieving higher reuse rates. 

Figure 9 shows the organized storage of aluminum panels 
using wooden battens to prevent damage. Figure 10 presents 
common panel damage caused by improper handling during 
de-shuttering.

Sustainability, Cost Efficiency, and Environmental Impact:
Sustainability performance is an important consideration in 

modern high-rise construction, particularly in projects where 
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Figure 9: Proper stacking of panels for reducing contact damage and surface 
wear. Figure 11: Wall panels exhibit maximum longevity among formwork 

components.

Figure 12: Scrap aluminum storage and recycling arrangement on site 
supporting circular economy practices.

Figure 10: The damaged panel during de-shuttering was caused by improper 
handling.
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footprint of approximately 10 tCO₂e per ton, compared to ap-
proximately 30 tCO₂e per ton for coal-based production.8 In 
India, electricity generation is largely dependent on coal and 
thermal power, which increases emissions during aluminum 
production. However, life-cycle assessment studies show that 
although initial emissions may be higher, the high reuse rate of 
aluminum formwork offsets this impact over time. Life-cycle 
studies on reusable formwork materials report that aluminum 
formwork systems have a lower overall environmental impact 
when evaluated over multiple reuse cycles compared to dispos-
able timber formwork. This shows that aluminum formwork 
systems are environmentally favorable when assessed over their 
full-service life rather than only at the manufacturing stage, as 
shown in Figure 13.

De-Shuttering Eff iciency and Time Savings:
Aluminum formwork systems allow safe and early de-shut-

tering because of their accurate alignment and efficient support 
systems. According to IS 456:2000, formwork may be removed 
once the concrete has gained sufficient early strength to carry 
applied loads safely.9

Aluminum formwork systems enable:
1. Faster stripping of wall and slab panels
2. Reduced damage to concrete edges and corners
3. Shorter construction cycle times
4. Early de-shuttering helps reduce overall project duration
5. Equipment and crane running time
6. Indirect energy consumption on site
In the present project, faster de-shuttering contributed to 

achieving stable floor cycles of 8–9 days per floor, as discussed 
in Section 3. Refer to Figure 14 for a stripping time compari-
son of aluminum and conventional formwork systems.

Aluminum formwork provides high dimensional accuracy 
and a smooth surface finish, which improves the quality of cast 
concrete. According to M.K. Hurd,3 rigid and well-aligned 
formwork systems reduce honeycombing, concrete leakage, 

and surface defects. Improved surface finish often eliminates 
the need for plastering and reduces remedial works. In the 
present project, only skim coating finishing was required, and 
plastering was largely eliminated. This resulted in: Lower con-
sumption of cement, sand, and finishing materials; reduced 
labor requirement; lower energy use related to rework. Refer 
to Figure 15 for the concrete surface finish after de-shuttering

Reduction in Construction Waste:
Traditional timber and plywood formwork systems gener-

ate high levels of construction waste. Refer to Figure 16 for 
a comparison of waste generation: aluminum vs conventional 
formwork, because traditional formwork is reused fewer times 
and disposed of after limited cycles. According to the Central 
Pollution Control Board (CPCB),10 construction and demoli-
tion waste is a major contributor to landfill volumes in urban 
India. Reusable aluminum formwork systems reduce timber 
consumption, plywood disposal, and on-site waste generation. 
In the present project, timber and plywood waste were minimal 
due to the extensive use of aluminum formwork.
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Figure 13: Aluminum's extensive reusability offsets initial manufacturing 
emissions, lowering overall life-cycle environmental impacts.

Figure 14: Aluminum formwork reduces stripping time across all components 
compared to conventional wooden formwork.

Figure 15: High-quality concrete surface finish achieved directly after de-
shuttering.
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Although aluminum formwork systems require a higher 
initial investment, their sustainability characteristics lead to 
long-term cost efficiency. According to Comparative studies 
published in IJRESM and IJARET, high reuse reduces cost per 
use; faster construction cycles reduce overhead costs; and re-
duced finishing work lowers labor and material expenses.4,11,12 
As a result, aluminum formwork systems become economical-
ly favorable in large projects with repetitive layouts. Refer to 
Figure 17 for a cost comparison between aluminum & conven-
tional formwork systems.

Contribution to Sustainable Development Goals (SDGs):
Aluminum formwork systems support different "United 

Nations Sustainable Development Goals". They support SDG 
9 by promoting the use of advanced construction techniques, 
SDG 11 by improving housing delivery speed and reducing 
construction waste, and SDG 12 by supporting reuse, recy-
cling, and circular construction practices. According to the 
United Nations Environment Program, material reuse and re-
cycling play an important role in achieving sustainable urban 
development.13

Overall Sustainability Assessment:
From an environmental and practical perspective, aluminum 

formwork systems give several advantages, such as high reus-
ability, full recyclability, reduced construction waste, improved 
concrete quality, faster construction cycles, and lower long-
term cost. Although aluminum manufacturing may involve 
carbon emissions depending on the energy source, the overall 
life-cycle performance of aluminum formwork remains favor-
able when evaluated over multiple reuse cycles.

Effect of Planning and Construction Sequencing:
In this project, proper planning and construction sequenc-

ing played an important role in achieving shorter floor cycle 
times. After the initial learning period, the construction cycle 
stabilized at 8–9 days per floor, indicating that repetitive se-
quencing improved productivity and coordination. According 
to Thiyagarajan et al. (2017), aluminum formwork systems 
always perform better in projects with repetitive floor layouts 
and fixed construction cycles, as stable sequencing reduces de-
lays and improves coordination between labor and activities.1 
Similarly, M.K. Hurd explains that well-planned formwork 
operations reduce idle time, ensure continuity in concreting, 
and minimize rework. In this study, floors completed after 
the sequencing process became more stable, showed fewer 
interruptions, and had more predictable cycle times. This sup-
ports the hypothesis that improved planning and sequencing 
contribute directly to better construction efficiency. Refer to 
Figure 18 for a typical construction sequence flowchart using 
aluminum formwork.

These findings of this project directly support the study's 
hypothesis that better planning and construction sequencing 
directly improve construction efficiency, as evidenced by the 
stable 8-9 day floor cycle achieved following sequence stabili-
zation in the present project.

Influence of Labor Skill and Training:
Labor skill level had a clear effect on construction speed and 

panel condition. During the initial floors, higher cycle times 
were observed due to unfamiliarity with aluminum formwork 
systems. After 3–4 repetitions, labor productivity improved and 
cycle times reduced, refer to Figure 19.

Formwork productivity studies reported in IJARET show 
that labor efficiency is directly connected with workers' ex-
perience in system formwork, due to learning curve effects in 
repetitive construction activities. Thiyagarajan et al. (2017) also 
reported that trained formwork teams achieve faster erection 
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Figure 16: Aluminum formwork drastically reduces construction waste 
compared to wood.

Figure 17: Comparison of Aluminum and Conventional Formwork Systems.
Figure 18: Construction sequence flowchart for improved construction 
efficiency.

ijhighschoolresearch.org



	 165	

and de-shuttering with fewer alignment errors and lower dam-
age rates.

In the present project, floors constructed after worker training 
showed:

1. Faster erection and stripping
2. Reduced dependence on skilled carpenters
3. Lower repair frequency
This indicates that labor training and experience are critical 

for improving construction efficiency and reducing damage to 
formwork panels, which supports the hypothesis as well.

This confirms the hypothesis that site management practic-
es, specifically workforce training and skill development, are 
critical determinants of both construction speed and material 
performance and directly address the study's research question 
regarding efficiency under real site conditions.

Effect of Handling Practices during Stripping and Shifting:
The handling methods used for de-shuttering and pan-

el shifting significantly affected the frequency of repairs and 
damage. In most of the observed cases, it is shown that bending 
and deformation of edges occurred due to improper stripping 
or careless handling during shifting. According to M.K. Hurd, 
poor stripping techniques can cause deformation of panels and 
reduce their service life.3 ACI 347 also highlights the impor-
tance of careful removal and proper lifting methods to avoid 
damage to both formwork panels and concrete edges.14 In the 
present project, refer to Figure 20; it is shown that panels that 
were stripped carefully and lifted using correct procedures 
showed fewer repairs, better dimensional stability, and higher 
reuse potential. This confirms that handling practices directly 
influence panel durability and reuse performance.

This finding directly supports the hypothesis by demon-
strating that handling quality is a controllable site factor that 
governs reuse performance outcomes, independent of the in-
herent material properties of aluminum formwork panels.

Influence of Storage Conditions on Reuse Performance:
Storage conditions had a direct impact on reuse performance. 

Panels that are stored in designated yards with wooden battens 
and proper stacking showed less deformation, surface damage, 
and alignment issues.

According to Thiyagarajan et al. (2017), improper stacking 
and exposure to moisture increase the risk of bending and sur-
face damage.1 The International Aluminum Institute also states 
that protection from physical damage improves the service life 
of aluminum products. In the present study, panels stored with 
wooden separators and without direct ground contact achieved 
higher reuse cycles and required fewer repairs. Figure 21 shows 
correct stacking and storage of aluminum formwork panels, 
which shows that storage methods play an important role in 
controlling repair frequency and extending panel life.

This reinforces the study's central argument that when alu-
minum formwork systems are properly managed, including 
through adequate storage discipline, they demonstrably deliver 
higher reuse performance, as proposed in the hypothesis.

Relationship between Site Practices and Reusability:
The reuse cycles recorded in this project, ranging from 

200 to 250 repetitions, are consistent with values reported in 
earlier studies. Thiyagarajan et al. (2017) reported that, by fol-
lowing proper handling, storage, and maintenance practices, 

Figure 19: Repeated floor cycles significantly improve relative labor 
productivity.

Figure 20: Correct handling and stripping procedures directly enhance 
panel reuse performance.

Figure 21: Correct stacking of aluminum formwork panels using protective 
wooden separators directly extends panel reuse life.
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aluminum panels can achieve up to 200 reuse cycles.1 However, 
panels exposed to frequent impact, poor cleaning, or improper 
stacking showed earlier damage and required more frequent 
repairs. This indicates that reusability is influenced not only 
by material properties but also by site management practices.

Impact on Repair Frequency and Maintenance Cost:
Repair frequency in the project was directly related to han-

dling methods and the type of panels used. Beam and corner 
panels required earlier maintenance due to higher stress con-
centration, complex geometry, and repeated handling. Studies 
reported in IJRESM have clearly indicated that frequent minor 
repairs can increase maintenance costs if preventive measures 
are not adopted.4,11,12 In the present project, regular inspection 
and minor repairs after every 10–15 cycles helped prevent 
major damage and avoid early panel replacement. This shows 
that timely maintenance improves panel durability and reduces 
long-term cost.

Overall, these findings confirm that repair frequency should 
not be considered a constant material property, but rather a 
factor that changes management practices and that timely 
maintenance protocols are very important for achieving the 
reuse potential that the hypothesis anticipated.

Sustainability Implications and Environmental Performance:
Beyond construction efficiency and reusability, the data col-

lected from a real site in this study also offer insights into the 
broader sustainability performance of aluminum formwork 
systems. The high reuse cycles observed in this project directly 
support the environmental and cost-efficiency claims report-
ed in prior research, and are discussed here in the context of 
life-cycle impact and sustainable construction practice.

Overall Interpretation of Results:
The discussion shows that although aluminum formwork 

systems have high technical potential, their actual performance 
depends mainly on: Planning and sequencing quality, Labor 
skill and training, handling during stripping and shifting, 
Storage discipline, and regular inspection and maintenance. 
These findings are consistent with earlier formwork studies. 
The results support the hypothesis that improved site practices 
lead to better construction efficiency and higher reuse perfor-
mance. Aluminum formwork should therefore be considered 
not only as a material system, but as a management-controlled 
construction process, where final efficiency, reuse, and cost per-
formance are determined by site practices.

�   Conclusion 
This study evaluated the performance of aluminum form-

work using data collected from a high-rise residential project 
at Sobha International City, Gurugram. The results show that 
aluminum formwork delivers faster construction cycles, high 
reuse, improved surface finish, reduced waste generation, and 
long-term cost efficiency as compared to other formwork sys-
tems. The engineering calculations are used properly in this 
project to ensure safe operation and acceptable construction 

quality. At the same time, the findings also highlight the role 
of aluminum formwork in supporting sustainable construction 
practices and relevant SDG goals. The study demonstrates 
the importance of site-based evaluation and provides practical 
guidance for planning and managing aluminum formwork in 
future high-rise residential projects in India.

Recommendations for Construction Managers:
1. Based on the findings of this study, the following prac-

tical recommendations are made for construction managers 
planning to deploy aluminum formwork systems on high-rise 
residential projects:

2. Labor training should be conducted before starting form-
work operations, with at least 3–4 supervised practice floors 
recommended to reduce the learning-curve effect on cycle 
time. Training of workers should specifically cover panel align-
ment, prop setting, and safe stripping techniques.

3. Storage protocols should require that all aluminum panels 
be stacked in designated storage yards on wooden battens, with 
a minimum of 50 mm separation between panels, and protect-
ed from direct ground contact and exposure to impact during 
shifting.

4. Regular inspections should be scheduled after every 10–
15 reuse cycles for standard wall and deck panels, while beam 
and corner panels should be checked after every 8 to 10 cycles, 
which are more susceptible to deformation due to geometric 
complexity and handling stress.

5. De-shuttering operations should be carried out using 
designated lifting hooks and mechanical support equipment. 
Site instructions should clearly discourage manual dragging or 
dropping of panels during stripping.

Recommendations for Future Research:
This study is based on data from a single high-rise residen-

tial project in Gurugram, Haryana. Future research studies 
should broaden the scope by evaluating the aluminum form-
work systems across several project sites in different cities of 
our country and climatic zones, including those regions that 
have high humidity, extreme temperature variation, or coastal 
exposure, which may affect panel degradation rates. Compara-
tive studies between aluminum formwork and steel formwork 
systems under similar site conditions would also provide use-
ful quantitative benchmarks. Additionally, a full life-cycle cost 
analysis that includes initial procurement, maintenance, repair, 
transportation, and recycling value at the end of service life 
gives strength to the economic case for aluminum formwork 
adoption in the Indian construction sector.
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�   Response from the interview
1) Project Information - Sobha International City
● Project Name: Sobha International City
● City / State: Gurugram, Haryana, India
● Type of Building: High-rise residential development
● Number of Floors: Typically, G+20 to G+30 (varies by in-

dividual tower)
● Typical Floor Area: Approximately 3,000–3,500 m² per 

typical floor

2) Structural Drawings
● Typical Floor Structural Drawings:
o Reinforced concrete shear walls (internal and external)
o Reinforced concrete slabs (typical thickness 150–200 mm)
o Integrated/concealed beams where applicable

● Structural System Adopted:
o RCC shear wall-slab structural system

● Drawings Used for Formwork Planning:
o Structural Drawings
o Architectural Drawings
o MEP Drawings

3) Aluminum Formwork Layout & Panel Details
● Aluminum Formwork Layout Drawings:
o Wall panel layouts (internal and external)
o Slab soffit and deck layouts
o Beam side and soffit panel layouts
o Prop and deck support layouts

● Panel Schedule:
o Panel types: Wall panels, deck panels, beam panels, corner 

panels, kicker panels, Closing panels
o Standard Wall panel size: Width 600 mm; height 2400mm

o Approximate quantity: 2,000–2,500 panels per tower (in-
dicative)

● Approximate Panel Weights:
o Standard Wall panels: Width 600mm, Height 2400mm- 

27 kg
o Standard Deck panels: Width 600mm, Height 1200mm- 

13.5 kg

4) Conventional Formwork Data
● Typical Floor Cycle Time:
o Aluminum formwork: 8–9 days per floor
o Conventional formwork: 12–15 days per floor

● Activity Sequence:
o Layout → Reinforcement fixing → Formwork erection → 

MEP Work → Supporting MS

● Change in Cycle Time with Progress:
o Initial floors showed longer cycle times due to learning 

effects
o Cycle time stabilized after 3–4 repetitions

5) Labor Data
● Number of Workers per Floor: 70–90 workers
● Skill Level Distribution:
o Skilled labor: approximately 25–30%
o Semi-skilled labor: approximately 70–75%

● Labor Requirement Across Cycles:
o Labor productivity improved progressively with repetition
o Dependence on skilled carpentry labor reduced after initial 

cycles

6) Reuse Cycle Records
● Number of Reuse Cycles Achieved: 200–250 cycles per 

aluminum panel
● Reuse Limits Followed on Site:
o Supplier-recommended Repetition limits
o Periodic inspection and quality control checks

● Variation in Reuse Between Panel Types:
o Standard panels exhibited higher repetition potential
o Beam and corner panels required earlier maintenance

7) Repair & Damage Records
● Frequency of Repairs: Minor repairs typically required af-

ter every 10–15 repetitions
● Common Types of Damage:
o Edge bending and deformation

● Main Causes of Damage:
o Improper handling during stripping and shifting
o Concrete leakage due to inadequate sealing
o Improper stacking and storage practices

8) Material Wastage Data
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● Quantity of Scrap Aluminum Generated:- It depends on 
the Next project.
● Handling and Storage Practices:
o Designated storage yards
o Panels stacked with wooden battens for separation and 

protection.

● Disposal / Recycling Method:
o Scrap aluminum sold to authorized recyclers or returned 

to vendors

9) Quality & Finish Observations
● Surface Finish Achieved: Smooth and uniform concrete 

surface
● Plastering / Remedial Work Requirement:
o Plastering eliminated
o Only putty required

● Quality-Related Site Observations:
o Improved dimensional accuracy and verticality
o Reduced rework and construction defects

10) Site Photographs

11) Cost Data (Indicative)
● Approximate Formwork Cost: ₹10,500–11,500 per m² 

(initial investment)
● Repair / Replacement Cost: Approximately 3–5% of total 

formwork cost over project lifecycle
● Labor Cost Difference: 20–25% reduction compared to 

conventional formwork

12) Supervisor Insights
● Ease of Use: High after initial training period
● Speed of Construction: Significantly improved due to re-

petitive and standardized operations
● Training Requirements: Approximately 7–10 days for 

workforce familiarization
● Practical Challenges:
o High initial capital investment
o Requirement for strict sequencing and coordination
o Changes in drawings cannot be made once the shell plan 

is approved

13) Other Construction Techniques / Conventional Form-
work

�   Appendix C
Fresh Concrete Pressure on Formwork 

𝑃= 𝛾×ℎ

Where:
P = pressure on formwork (kN/m²)
γ = unit weight of fresh concrete (≈ 24 kN/m³)
h = height of concrete (m)
This formula calculates wall pressure to prevent bending, 

leakage, and failure of aluminum wall panels. Reference: M.K. 
Hurd Concrete Formwork, ACI 347 Guide to Formwork for 
Concrete.

Pouring Rate and Temperature Effect
𝑃 =𝐶×𝑅×𝑇

Explanation: This calculation helps control the increase in 
pressure caused by fast pouring and temperature changes, so 
that panels are not suddenly overloaded. Reference: ACI 347R 
Formwork for Concrete.

2.5.3. Load on Props: 
𝑊=𝐴×𝑡×𝛾

Explanation: This calculation is used to check the load com-
ing on props so that slab collapse and excessive settlement 
during concreting can be avoided. Reference: IS 14687 False-
work and Formwork Code.

2.5.4. Spacing of Props:
Explanation: Proper spacing in props is important to give 

support to the slab during concreting. If the spacing is more, ex-
tra deflection may occur, and if it is too little, then unnecessary 
material and cost are added. Reference: IS 14687 - Falsework 
and Formwork Code, M.K. Hurd3 Concrete Formwork.

2.5.5. Bending Stress in Aluminum Panels:
𝜎=𝑀/𝑍

Explanation: This check is important to make sure that alu-
minum panels do not bend permanently during concreting. 
By controlling the bending stress, the shape of the panels is 
maintained, and the same panels can be reused many times. 
Reference: Eurocode 9 Design of Aluminum Structures.

2.5.6. Deflection Limit:
𝛿=(5𝑤𝐿^4)/384𝐸𝑙

Explanation: Controls surface finish quality and prevents 
uneven walls and honeycombing.

Reference: IS 456,9 M.K. Hurd.3

2.5.7. Safe De-Shuttering Time:
𝑓𝑡≥0.7𝑓𝑐𝑘

Explanation: Ensures concrete gains sufficient strength 
before stripping to avoid cracks and collapse. Reference: IS 
456:2000

2.5.8. Productivity Calculation :
𝑝𝑟𝑜𝑑𝑢𝑐𝑡𝑖𝑣𝑖𝑡𝑦=(𝑓𝑙𝑜𝑜𝑟 𝑎𝑟𝑒𝑎)/(𝑐𝑦𝑐𝑙𝑒 𝑡𝑖𝑚𝑒×𝑙𝑎𝑏𝑜𝑢𝑟 𝑓𝑙𝑜𝑜𝑟 𝑎𝑟𝑒𝑎)
Explanation: Measures construction speed and labor effi-

ciency per floor cycle. Reference: IJRESM, IJARET.
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ABSTRACT: Globally, breast cancer is the most common type of cancer in women. Human epidermal growth factor receptor 
2 (HER2) overexpression is a significant cause of breast cancer. Breast cancer is categorized into different subtypes according to 
the level of HER2 expression. This categorization ensures the most efficient treatment is given to every patient. HER2-low breast 
cancer (BC) is a novel subtype that has been discovered. With fewer HER2 proteins detected, many treatments and former anti-
drug conjugates (ADCs) are not useful in curing these patients. Nevertheless, several clinical trials have shown that trastuzumab 
deruxtecan (T-DXd), a type of ADC, is helpful in the treatment of HER2-low BC cases. This review aims to distinguish different 
subtypes of breast cancer, treatments available, the mechanism and efficacy of trastuzumab deruxtecan, and identify current 
challenges and future potential in breast cancer treatment.  

KEYWORDS: Medical and Health Sciences, Pharmaceutical Sciences, HER2 Breast Cancer, HER2-Low, Trastuzumab 
Deruxtecan. 

�   Introduction
In 2025, an estimated 319,750 women were diagnosed with 

breast cancer. 1 This is not only happening in the US, but it is a 
worldwide issue. Breast cancer is common in women between 
the ages of 50 and 69, who have inherited cancer mutations, 
poor health status like obesity, habits like smoking and drink-
ing alcohol, and experience of radiation exposure or hormone 
replacement therapy.2 These will all cause breast cancer to de-
velop when cancer cells abnormally multiply and eventually 
create a tumor in the breast.

Human epidermal growth factor receptor 2 (HER2), estro-
gen receptor (ER), and progesterone receptor (PR) are proteins 
that are deeply associated with breast cancer. HER2, estrogens, 
and progesterone all help cancerous cells grow. The status of 
the receptors’ expression creates different subtypes of breast 
cancer that require different treatments. ER-positive (ER+) tu-
mors have estrogen receptors; PR-positive (PR+) tumors have 
progesterone receptors; and HR-positive (HR+) tumors have 
both. Another way to categorize breast cancer types is by mea-
suring the amount of HER2 protein. They can be categorized 
into HER2-positive and HER2-negative. HER2-negative in-
cludes HER2-low and HER2-zero.

Anti-HER2 targeting agents have been used in HER2-posi-
tive cases and have proved to be helpful. 2 Common anti-HER2 
drugs include trastuzumab, pertuzumab, trastuzumab derux-
tecan, and trastuzumab.3 HER2-negative tumors receive 
endocrine therapies, chemotherapies, or other treatments, de-
pending on the positivity of ER and PR. HER2-low breast 
cancer is a refined category within HER2-negative. About 60% 
of HER2-negative tumors are categorized as HER2-low, with 
a small amount of HER2 but not entirely without expression.4

Despite traditional treatments, discoveries in new treat-
ments shed light on the field of research. HER2-targeting 

drugs were never thought to be effective in HER2-low cases 
with low HER2 expression. Recent studies have proved that 
trastuzumab deruxtecan (T-DXd), a type of antibody drug 
conjugate (ADC), has shown remarkable progress in stopping 
breast cancer progression and extending patients’ survival span. 
Adaptation of T-DXd can provide a more efficient HER2-low 
BC treatment, benefiting those who used to be categorized as 
HER2-negative. This review will introduce different types of 
HER2-associated breast cancer, current treatment for each of 
them, and challenges and future potential of breast cancer ther-
apies. This review aims to provide a clear overview of evolving 
clinical data and treatments surrounding HER2-associated 
breast cancer, challenges, and possible solutions.

�   Discussion 
1. Types of HER2-associated Breast Cancer: HER2-positive, 

HER2-low, HER2-zero:
Breast cancer is a heterogeneous disease, or a disease that 

has more than one cause. In breast cancer tumors, HER2 ex-
pression can be the cause of the abnormal growth of cancerous 
cells. Figure 1 illustrates the HER2 signaling pathway. HER2 
receptors do not have a known ligand. Instead, it is activat-
ed through dimerization with other receptors from the family, 
HER3, HER4, or itself, HER2. Overexpression of the HER2 
receptor proteins switches on permanent dimerization and ac-
tivation. Several types of amino acid mutations were also found 
to be responsible for triggering dimerization of HER-family 
receptors. 6 Even when growth factors are absent, HER2 dimers 
keep signaling. Thus, cells bypass normal checkpoints easily, 
resist apoptosis, and proliferate excessively. This uncontrollable 
cell growth leads to the formation of tumors. According to the 
status of HER2 expression, breast cancer can be divided into 
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different types: HER2-positive, HER2-low, and HER2-ze-
ro. Immunohistochemistry (IHC) and in situ hybridization 
(ISH) are two methods that are used to distinguish the dis-
tinct subtypes. This process is important because patients of 
different types respond positively to different treatments. The 
next section will introduce the methods to identify them and 
the current treatment available.

1.1. Methods Used to Distinguish HER2 Breast Cancer Sub-
types:

To distinguish different types of HER2 breast cancer, IHC 
analysis is usually conducted first, and ISH is later used to 
further identify the amount of expression. IHC staining is a 
staining method that detects and visualizes specific proteins 
we are looking for. The IHC score ranges from 0, 1+, 2+, to 3+ 
depending on the amount of visible staining in the cells. Fig-
ure 2 shows how HER2 expression can be visualized on IHC 
staining results. A higher score represents more expression.

In breast cancer tumors, the amount of staining of the HER2 
protein is the evaluation standard of IHC scores. IHC 3+ has 
the most obvious HER2 protein expression, and IHC 0 has 
the least.6 Additionally, tumors with an IHC score of 2+ have 
to take an ISH test to confirm their classification as either 
HER2-positive or HER2-low. Unlike IHC, ISH aims to test 
the amplification of the HER2 gene. ISH positive identifies 
the overexpression of the HER2 gene. Tumors with IHC 3+ or 

IHC 2+ with an ISH positive are considered HER2-positive 
tumors. Tumors with IHC 1+ or IHC 2+ with an ISH nega-
tive are considered HER2-low. Lastly, tumors with IHC 0 are 
diagnosed as HER2-zero. Table 1 shows the clearer version 
that demonstrates the evaluations.

1.2. Available Treatments for HER2-positive Breast Cancer: 
Comparison:

Among all breast cancers, 15-20% are HER2-positive tu-
mors.7 These cases with overexpression and amplification of 
HER2 have a worse prognosis and a high recurrence rate. 
Fortunately, anti-HER2 therapies have created new and more 
advanced treatment options for patients with HER2-positive 
breast cancer. Currently, trastuzumab and pertuzumab are 
used in first-line treatment, and trastuzumab emtansine and 
trastuzumab deruxtecan (T-DXd) in second-line treatment.3 
Trastuzumab is a type of humanized monoclonal antibody 
that binds to HER2 receptors to down-regulate the pathway. 
It binds to three specific regions of domain IV of the HER2 
extracellular domain.8 Although the efficacy of trastuzumab 
treatment is shown to be controversial among different study 
trials regarding treatment duration and whether the tumor 
is ligand-dependent or ligand-independent, findings sug-
gest that trastuzumab inhibits the cell cycle of tumor cells 
through suppressing downstream pathways.8 For instance, the 
H0648g phase 3 study significantly proved the effectiveness 
of trastuzumab. This clinical trial compared the effectiveness 
of treatment with chemotherapy only and with both trastu-
zumab and chemotherapy.9 469 patients with HER2-positive 
metastatic breast cancer were involved in the study, where 234 
patients received chemotherapy alone, and 235 patients re-
ceived chemotherapy combined with trastuzumab. The results 
of the study show that the addition of trastuzumab to chemo-
therapy contributed to a significantly longer time to disease 
progression, longer duration of response, a higher rate of ob-
jective response, and a lower rate of death. Trastuzumab was 
approved by the U.S. Food & Drug Administration (FDA) in 
1998 for HER2-positive metastatic breast cancer.

Additionally, another study compared the effectiveness and 
safety of the drugs used in second-line treatment, trastuzumab 
emtansine (T-DM1) and trastuzumab deruxtecan (T-DXd).10 
524 patients with HER2-positive tumors were randomly as-
signed to receive either trastuzumab emtansine or trastuzumab 
deruxtecan. The result shows that patients treated with trastu-
zumab deruxtecan have a higher possibility of survival, survival 
without disease progression, and a higher rate of objective re-
sponse. Thus, trastuzumab deruxtecan has been proven to be 
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Figure 1: HER2 Signaling Pathway in Breast Cancer. When the HER2 
protein undergoes homodimerization (HER2 dimerizes with HER2) or 
heterodimerization (HER2 dimerizes with other receptor proteins in the 
family), it triggers uncontrollable cell growth by allowing the tumor cell 
to bypass normal checkpoints, resist apoptosis, and proliferate excessively. 
(Created in https://BioRender.com)

Table 1: HER2 Breast Cancer Subtypes Evaluations.

Figure 2: IHC Score With Visualized Results.5 Tumor cells with higher 
HER2 expression are presented with a darker color and higher density on the 
IHC staining results.
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superior to trastuzumab emtansine in the second-line treat-
ment. This is mainly due to the higher drug-to-antibody ratio 
of approximately 8 deruxtecan released after the binding of the 
drug to HER2 receptors. However, trastuzumab deruxtecan 
is also associated with side effects, especially interstitial lung 
disease or pneumonitis.

The other group, the HER2-negative tumors, can receive 
endocrine therapies. HER2-negative treatments depend on 
the expression of other proteins involved in the cancer. For 
example, if estrogen is high in the breast cancer tumor, pa-
tients can take drugs that lower the estrogen level or block the 
receptor.

2. HER2-low Breast Cancer and Trastuzumab Deruxtecan:
HER2-low breast cancer is a new category established 

from the HER2-negative subtype. HER2-low breast cancer 
tumors have a lower amount of HER2 protein expression 
compared to HER2-positive tumors; however, they have more 
than HER2-zero tumors. Before the discovery of trastuzum-
ab deruxtecan, the amount of HER2 protein wasn’t enough 
for other HER2-targeting drugs to detect. Therefore, HER2-
low tumors were treated as HER2-negative tumors, mostly 
receiving endocrine therapies. Currently, HER2-low tumors 
are defined by IHC 1+ or 2+ with ISH negativity, and about 
60% of HER2-negative tumors are now considered HER2-
low. The following section will introduce the characteristics of 
HER2-low tumors and compare T-DXd with other therapies.

HER2-low tumors are more common in HR-positive than 
in HR-negative tumors compared to HER2-zero.11 HR-pos-
itive tumors are those that overexpress both estrogen and 
progesterone receptors. This creates the opportunity for a pos-
itive response to endocrine therapies targeting the expressed 
hormones. HER2-low tumors were also proven to have a bet-
ter prognosis than HER2-zero tumors.12

Trastuzumab deruxtecan is an antibody drug conjugate 
(ADC) that targets the HER2 receptor protein to block 
growth signaling and damage the DNA, which leads to apop-
tosis of tumor cells. This paragraph will discuss the function 
and mechanism of ADC and trastuzumab deruxtecan. When 
the HER2 gene is mutated, it uncontrollably produces HER2 
receptor proteins that regulate cell growth, repair, and apop-
tosis. ADCs are the “biological missiles,” composed of a 
monoclonal antibody and a potent drug. They selectively bind 
to target proteins efficiently and accurately, making them a 
rising star in the research of cancer therapies.13 Trastuzumab 
deruxtecan combines trastuzumab, the monoclonal antibody, 
and deruxtecan, the potent drug. They are chemically linked 
to each other and are infused into the veins so they can be 
transported to the proteins they are looking for, in this case, 
the HER2 receptor. Trastuzumab is like a delivery; it trans-
ports the payload, deruxtecan, to the HER2 receptor on the 
membrane of the tumor cells. Then the complex is ferried into 
the tumor cells, and the chemical linkage between trastuzumab 
and deruxtecan breaks. Deruxtecan is a type of topoisomerase 
I inhibitor. As a weapon carried by trastuzumab, when it is 
released into the tumor cell, it damages the DNA and leads 
the cell to apoptosis. Moreover, deruxtecan can easily cross 

the membrane, entering and attacking neighboring tumor 
cells regardless of the amount of target protein (HER2) ex-
pression. This bystander effect allows it to become one of the 
most effective drugs in breast cancer therapies and develops its 
potential to cure patients with HER2-low breast cancer.2,14,15 
Figure 3 demonstrates how T-DXd works on tumor cells ex-
pressing the HER2 protein.

The DESTINY-Breast04 clinical trial proved the effective-
ness of T-DXd in HER2-low breast cancer treatment.4 557 
patients with HER2-low tumors defined by an IHC 1+ or 2+ 
with negative results of ISH were involved in this phase III 
clinical trial.

All of these patients had received one or two chemother-
apies before participating in this study. The patients were 
randomly grouped to compare the T-DXd and standard che-
motherapy effectiveness on progression-free survival. The 
results show that patients treated with T-DXd have signifi-
cantly longer progression-free survival and overall survival. 
Thanks to the DB-04 trial, T-DXd became the first approved 
ADC for use on metastatic HER2-low breast cancer in 2022. 
This anti-HER2 drug, previously used on HER2-positive tu-
mors, is now developing future potential for ADC treatment 
in HER2-low and HER2-zero tumors.

3. Challenges and Future Potentials:
New and more advanced drugs and treatments have been de-

veloped to target different subtypes of metastatic breast cancer. 
They establish future potentials based on similar mechanisms, 
but also face challenges such as the doubtful identification of 
subtypes, resistance to drugs, and side effects of these drugs. 
What are the solutions to these issues? What are the future 
directions of breast cancer treatment studies? This section will 
introduce the current challenges and future potentials.

The current HER2 status evaluation system was established 
to identify HER2-positive tumors instead of distinguishing 
HER2-low tumors from HER2-zero tumors.2 Since the eval-
uation of the HER2 breast cancer subtype is based on IHC 
staining, the results might seem different to different inter-
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Figure 3: Mechanism of Trastuzumab Deruxtecan. Trastuzumab binds 
to HER2 receptors and crosses the membrane. After entering the cell, 
deruxtecan is released to damage DNA, leading to the apoptosis of the tumor 
cell. (Created in https://BioRender.com)
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can (T-DXd), an antibody drug conjugate that was previously 
used in second-line treatment for HER2-positive tumors, was 
proven to be helpful in HER2-low tumor treatment. The dis-
covery of such drugs set up the future directions for research in 
breast cancer, but also created some issues that have yet to be 
resolved. To provide precise medication, the categorization of 
HER2 breast cancer subtypes using IHC score can be updat-
ed. This will allow clearer identification of HER2-low tumors 
from HER2-negative tumors, allowing more efficient treat-
ments as new drugs like T-DXd are developed. Adaptation of 
more standardized systems can also improve the accuracy in 
identification by increasing the concordance of pathologists’ 
observations and evaluations. In response to efficacy and resis-
tance, more research diving into the mechanism of drugs and 
HER2 dimerization can suggest more helpful treatment com-
binations. Ultimately, by marrying objective, machine-learning 
diagnostics with highly tailored combination therapies, the 
medical community can move beyond general classification 
systems and transition into a highly individualized, highly 
adaptable era of cancer care.
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�   Conclusion 
Breast cancer is one of the most common cancers in the 

world, especially among women. HER2, estrogens, and pro-
gesterone are three factors that can trigger abnormal cell 
growth. Tumors with overexpression of HER2 are HER2-pos-
itive, often treated with anti-HER2 drugs. HER2-low and 
HER2-zero subtypes were derived from the HER2-negative 
group, having low or no expression of HER2 protein. These 
tumors often receive endocrine therapies, depending on the 
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